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Abstract

Protein–protein interactions (PPIs) are essential to comprehend cellular processes, yet their identification

from biomedical literature remains challenging. Large Language Models (LLMs) offer a promising ability

for automating relation extraction, but their reliability in specialized biomedical applications is not fully

established. This thesis evaluated the potential of open-source LLMs for PPI extraction using a Retrieval-

Augmented Generation (RAG) pipeline.

Full text articles from biomedical literature were retrieved, processed and PPIs extracted. These in-

teractions were then benchmarked against curated databases such as BioGRID, STRING, and GENIA.

BioMistral consistently produced higher-quality outputs during prompt testing compared to other models,

which showed more variable performance. However, benchmarking revealed high false-positive rates and

generally low precision.

The findings highlight both the opportunities and limitations of LLMs for biomedical relation extrac-

tion. Domain-specific models outperformed general-purpose LLMs during prompt testing, emphasizing

the importance of specialized training. Persistent challenges include accurate entity recognition, handling

full-text complexity, and the absence of robust benchmarks beyond abstracts.

This work shows that while open-source LLMs are a valuable starting point for automated PPI extrac-

tion, their successful application requires careful prompt engineering, domain adaptation, and improved

evaluation strategies.

Keywords Large Language Models, Protein-Protein Interactions, Retrieval Augmented Generation, Nat-

ural Language Processing
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Resumo

As interações proteína-proteína (PPIs) são essenciais para compreender os processos celulares, mas a

sua identificação na literatura biomédica continua a ser um desafio. Os Modelos de Linguagem de Grande

Escala (LLMs) oferecem uma capacidade promissora para automatizar a extração de relações, mas a sua

fiabilidade em aplicações biomédicas especializadas ainda não está totalmente estabelecida. Esta tese

avaliou o potencial dos LLMs de código aberto para a extração de PPIs utilizando um pipeline de Geração

Aumentada por Recuperação (RAG).

Artigos completos da literatura biomédica foram recuperados, processados e as PPIs extraídas. Estas

interações foram então comparadas com bases de dados selecionadas, como BioGRID, STRING e GENIA.

O BioMistral produziu consistentemente resultados de maior qualidade durante os testes rápidos em com-

paração com outros modelos, que mostraram um desempenho mais variável. No entanto, a comparação

revelou altas taxas de falsos positivos e precisão geralmente baixa.

As conclusões destacam tanto as oportunidades como as limitações dos LLMs para a extração de

relações biomédicas. Os modelos específicos do domínio superaram os LLMs de uso geral durante a fase

de testes de prompts, enfatizando a importância do treinamento especializado. Os desafios persistentes

incluem o reconhecimento preciso de entidades, o tratamento da complexidade do texto completo e a

ausência de referências robustas além dos resumos.

Este trabalho mostra que, embora os LLMs de código aberto sejam um ponto de partida valioso para

a extração automatizada de PPI, sua aplicação bem-sucedida requer engenharia cuidadosa, adaptação

do domínio e estratégias de avaliação aprimoradas.

Palavras-chave Modelos de Linguagem de Grande Escala, Interações Proteína-Proteína, Geração Au-

mentada de Recuperação, Processamento de Linguagem Natural
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Chapter 1

Introduction

1.1 Context and motivation

The transition from single-cell organisms to multi-cell organisms expanded the potential for evolution into

new life forms and made them dependent on the establishment of a dynamic communication network

between the cells within (Su et al., 2024; Cheng et al., 2023). These cells synthesize a diverse array of

molecules and membrane structures, including structural and functional proteins, as well as membrane

projections. These components activate signaling pathways in adjacent cells, orchestrating various cellular

functions crucial for regulating cellular activities and intercellular interactions, playing an essential role in

homeostasis, development, and disease processes. (Armingol et al., 2024; Browaeys et al., 2020; Almet

et al., 2021; Su et al., 2024). This process is known as Cell-Cell Communication (CCC) (Almet et al.,

2021).

Cells communicate by recognizing, receiving and responding to external signal molecules involving

signal generation followed by signal transduction. The latter is the process through which biological infor-

mation (excitation or inhibition) is transformed and transmitted between cells or within cells. A specific

stimulus triggers the transcription and translation of certain genes, leading to the synthesis of signaling

molecules, such as proteins or other small molecules that are stored in specific organelles within the cell.

Signaling molecules bind to receptors on the cell surface or inside the target cell, creating receptor-ligand

complexes, and receptors end up binding to specific signaling molecules. Once binding occurs, it triggers a

chain reaction of cellular responses, in which the signal is transmitted and amplified within the cell (down-

stream signaling), culminating in altered transcription factor activity and gene expression. Understanding

how these signaling pathways work has been essential for uncovering the mechanisms of CCC (Su et al.,

2024; Armingol et al., 2021).

As mentioned before, the way cells communicate plays a crucial role in various biological processes

and if done incorrectly, the development of tissues, organs and immune responses can be affected (Shao
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et al., 2020). For example, the failure to interact or interpret molecular information can typically lead to

diseases. Therefore, understanding the complex biological pathways present in CCC is critical to provide

deeper insights into the underlying mechanisms of various biological processes, helping elucidate the

mechanisms behind the initiation and progression of diseases and aiding in the development of pharma-

ceuticals (Azam et al., 2024; Su et al., 2024).

CCC research has been possible through data acquisition using multiple experimental techniques, in-

cluding imaging methods (such as electron microscopy, optical microscopy, and fluorescence resonance

energy transfer), cell surface detection, chemical tagging of interacting cells, and mechanical force analy-

sis(Su et al., 2024). Data generated from these experimental approaches are often integrated into biologi-

cal knowledge bases, which can then be incorporated into computational tools to infer CCC. These tools -

such as NicheNet, CellPhoneDB, and CellChat - combine existing data with newly generated datasets and

specific analytical methods to predict intercellular communication events (Browaeys et al., 2020; Efremova

et al., 2020; Jin et al., 2021).

Many of the knowledge resources supporting CCC inference are general biological databases, such

as the Kyoto Encyclopedia of Genes and Genomes (KEGG), and they rely primarily on manually curated

information from biomedical literature. As the scientific literature keeps being expanded with three thou-

sand new publications a day, keeping with manual curation has become an enormous challenge due

to its laborious and time-consuming nature. Consequently, a substantial portion of known molecular in-

teractions described in scientific literature remains unincorporated and undiscovered. To address this

gap, automated text mining techniques have emerged as an efficient means to extract valuable biological

knowledge from the growing body of biomedical literature (Azam et al., 2024; Anandaraj and Bali, 2023).

Since biomedical literature comes in the form of unstructured text, curators are struggling to extract

structured content from it. Machine Learning (ML) techniques such as Natural Language Processing (NLP)

and text mining tools have become valuable assets for curating large biological databases (Anandaraj and

Bali, 2023). NLP and text mining have been revolutionized by the onset of the transformer architecture,

which has enabled the use of LLMs to generation and mining of biomedical text (Park et al., 2022; Rehana

et al., 2024; Azam et al., 2024).

1.2 Objectives

In this thesis, we aim to explore the potential of Large Language Models (LLMs) for automating the extrac-

tion of protein-protein interactions from biomedical literature. Specifically, it aims to evaluate and com-
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pare different open-source LLMs on biomedical relation extraction tasks using curated datasets, asses the

quality of their outputs and examine how different prompts influence extraction performance.In addition,

this work implements a retrieval-augmented generation (RAG) pipeline to explore its feasibility for improv-

ing context awareness in biomedical text mining. Together, these objectives aim to identify the current

strengths and limitations of open-source LLMs for relation extraction and provide insights for future model

and pipeline development.

1.3 Thesis organization

The remainder of this thesis is organized as follows. Chapter 2, “State of the Art,” provides an overview of

current developments in biomedical text mining and CCC. It introduces NLP pipelines, the role of LLMs and

prompt engineering, and discusses the biological mechanisms of CCC, its types, computational prediction

methods, validation strategies, and existing challenges.

Chapter 3, “Materials and Methods,” provides an overview of the benchmark datasets and methods

used. Publicly available databases, including BioGRID and STRING, were used to evaluate the accuracy of

the protein-protein interactions (PPIs) extracted. Meanwhile, the GENIA corpus was used as an additional

benchmark, containing only interactions explicitly reported in article abstracts. The chapter also details

the RAG pipeline applied for text extraction, preprocessing, embedding generation, and LLM-based PPI

extraction, including the process of prompt creation and selection to optimize the quality of extracted PPIs.

Chapter 4, ”Results and Discussion,” presents the findings from prompt testing and PPI extraction

across the benchmark datasets. It first outlines the evaluation and selection of prompts for PPI extraction,

and then assesses the performance of various open-source LLMs in retrieving PPIs from BioGRID, STRING,

and GENIA using the preselected prompts. The chapter also discusses general trends and challenges

observed, including variability between models, differences across benchmarks, and the complexities of

unstructured biomedical text.

Finally, Chapter 6, “Conclusion,” summarizes the contributions of this work, highlights its limitations,

and outlines potential directions for future research.

Additionally, in the Appendices, methodological details, prompts, and supplementary results are pro-

vided.
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Chapter 2

State of the Art

2.1 Natural Language Processing in Biomedical Research

Since scientific literature has been rapidly growing, the difficulty for curators and researchers to keep

up with the expanding data has been increasing. This makes it difficult for curators and researchers to

keep up with expanding volume of data (Anandaraj and Bali, 2023). Furthermore, manual information

extraction has become difficult, challenging and time consuming (Park et al., 2023; Azam et al., 2024).

Therefore, the search for automated text mining strategies in scientific texts without human intervention

has surged. By making use of ML models - more precisely the ones used for NLP - these strategies have

been successfully employed (Park et al., 2023).

The term Natural Language Processing, also called ’computational linguistics’, first emerged in the

1950s when linguistics and Artificial Intelligence (AI) intersected (Hirschberg and Manning, 2015; Nadkarni

et al., 2011). It covers a broad variety of methods related to a computer-based processing of spoken and

written language data (Wulff et al., 2025; Hirschberg and Manning, 2015). More specifically, NLP refers

to a theoretically motivated range of computational techniques for analyzing and representing naturally

occurring texts at one or more levels of linguistic analysis for the purpose of achieving human-like language

processing for a range of tasks or applications (Liddy, 2001). The goal is for computers to understand

and generate language in a similar manner to human comprehension, mainly driven by advances in ML

(Doneva et al., 2024; Wulff et al., 2025).

NLP can be used for many purposes some of which include: indexing and searching large texts, Infor-

mation retrieval (IR), Classification of text into categories, Information extraction (IE), Automatic language

translation, Automatic summarization of texts, Question-answering (QA) and Text generations/dialogues

(Chowdhary, 2020) (see Figure 2.1). IR is a task with the goal of retrieving relevant information from a

large collection of documents in response to a user query. Classification of text into categories happens

when a text is categorized into one or mode predefined categories based on its content (Patwardhan et al.,
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2023). IE focuses on recognizing, tagging and extracting into a structured representation, certain key ele-

ments of information (Liddy, 2001). Automatic language translation or machine translation is an NLP task

where a source of text is automatically converted in one language to a desired text in another language.

When the goal is to condense a given text into a shorter and more concise version while preserving its

essential information we are facing automatic text summarization. QA encompasses automatically answer-

ing questions posed in natural language to extract the relevant information from a text corpus and present

it as an answer to a user’s question. Finally, text generation involves producing new text automatically,

usually starting from a given prompt or input. (Patwardhan et al., 2023).

Figure 2.1: NLP Applications

The IE task possesses the ability to uncover new relationships between entities from biomedical litera-

ture, such as a drug interacting with another drug or a protein interacting with another protein, this is also

known as the relation extraction task (Anandaraj and Bali, 2023). This task aims to extract a relational

three tuple < Entity1, Realtion, Entity 2 > from natural language texts (Anandaraj and Bali, 2023; Zhang

et al., 2017). It commonly uses approaches such as sentence simplification, link grammar parsing and

a combination of vector and tree-based kernels to enhance PPIs relation extraction in simpler sentences.

These methods can, however, lead to information loss and overfitting (Gill et al., 2024).

Some of the practical examples of the use of NLP include: multi-domain analysis, pharmacological,

clinical applications and social media platforms. While in multi-domain analysis, approaches or frameworks

are developed to tackle various NLP tasks using a single and cohesive strategy, in the pharmacological
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domain, the identification and extraction of relationships between entities is applied. Meanwhile, the

clinical applications domain serves the purpose of predicting patients outcomes and the social media

platforms domain deals with, for example, mental health screening, identifying suicidal risk and predicting

mental health disorder for user-generated content. Specifically regarding the field of biomedical research,

NLP is applied for mostly text classification, IE and relation extraction (Doneva et al., 2024).

A major breakthrough in the field of NLP happened in 2017 with the introduction of the transformer

architecture (Vaswani et al., 2023). This architecture, based on the self-attention mechanism, consists of

an encoder that transforms raw input data into a structured format and a decoder that generates output

sentences using a multi-head attention mechanism (Rehana et al., 2024). By allowing neural networks

to access the significance of input elements, ML models developed advanced linguistic capabilities (Wulff

et al., 2025; Rehana et al., 2024). This innovation marked the introduction of the LLMs, which later led

to the development of models such as BERT (Bidirectional Encoder Representations from Transformers)

and GPT (Generative Pre-trained Transformer) (Hadi et al., 2023). This transformer-based models are

often pre-trained on extensive text corpora, such as a wide variety of internet text, allowing them to learn

grammar, vocabulary, world knowledge and context, and to identify connections and trends among textual

elements. After pre-training, they undergo fine-tuning on specific datasets, tailored to tasks such as text

generation or conversation (Hadi et al., 2023; Rehana et al., 2024). The latter allows for an improved

zero-shot performance and reduced misaligned behavior (Naveed et al., 2024).

2.1.1 NLP Pipeline

When creating an NLP system, a sequence of steps is followed to achieve text-processing. The main

steps are as follows: data collection, text cleaning, initial processing, development of features, modeling,

evaluation and, finally, implementation (Elov et al., 2023).

Following the steps shown in Figure 2.2, the first involves collecting data relevant to the given task.

The desirable data can be available on multiple places such as in a public dataset, websites, images

or even PDF files. Since most of these are rarely “clean”, the next step involves text cleaning. This

step involves using some techniques such as Unicode Normalization which passes by removing unwanted

characters or converting them to amachine-readable format or spelling corrections which involves replacing

common mistakes with the correct word. Afterwards, the text data is preprocessed which mainly involves

tokenization. This process encompasses segmenting the text into a list of tokens. Some other steps may

occur in the initial processing such as lowercasing or stop word removal. Next, the goal is to represent the

text in the numeric vector form, a canonical form. This involves performing feature engineering so that the
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ML algorithm can understand the text attribute. Finally, modeling and evaluation are performed. In this

final step, one or more LLMs are created and they performance is compared with evaluation indicators

(Elov et al., 2023; GeeksforGeeks, 2025).

Figure 2.2: Main steps of a NLP pipeline.

2.1.2 Large Language Models

LLMs, sometimes referred to as “transformative” or “next-generation” language models, are characterized

by their enormous parameter sizes and training on extensive text corpora (Park et al., 2023; Azam et al.,

2024; Hadi et al., 2023). They possess an ability to learn and understand complex patterns and structures

present in language data, making them able to capture semantic relationships between words and phrases

(Park et al., 2023; Bolton et al., 2024). Moreover, they are also able to process large amounts of other

types of data, such as visual, audio, audiovisual and multi-modal information (Hadi et al., 2023).

The history of LLMs can be traced back to the 1980s and 1990s when statistical language models

(SLMs) came to address contextually relevant properties of natural language from a probabilistic statistical

perspective (Rosenfeld, 2000; Stolcke, 2002) (Wang et al., 2025; Hadi et al., 2023). They employ sim-

ple probabilistic distributions to predict word sequences, such as Hidden Markov Models and Maximum

Entropy Models (Wang et al., 2025; Hadi et al., 2023). Neural language models emergence followed

up in the mid-2010s (Hadi et al., 2023). These models make use of neural networks - deep learning

techniques - to grasp complex patterns and representations of language, predicting the subsequent words

within sequences. Compared to SLMs, they introduced the ability to handle longer sequences. Afterwards,

Pre-trained Language Models surfaced. They undergo initial training using extensive volume of unlabeled

text and that makes them able to understand fundamental language structures such as vocabulary, syn-

tax, semantics, and logic. They can be applied to several NLP tasks such as machine translation, text
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summarization, and QA systems (Wang et al., 2025).

Finally, the transformer architecture was introduced in 2017 (Vaswani et al., 2023). The introduction

of the transformer architecture enabled the models to learn the longer-term dependencies in language and

allowed for parallel training on multiple Graphic Processing Units (GPUs) (Doneva et al., 2024). The key

unit of this architecture is the transformer block. It consists of two main components: a multi-head self

attention mechanism and a fully connected feedforward network. The first one allows the model to focus

on distinct parts of the input sequence at each layer and weight the importance of each part in making

a prediction and the latter allows the model to learn different attention patterns for different tasks and

input sequences. Thus, being essentially a multi-layer perceptron that takes in the self-attention-generated

representation as input, applies linear transformations with activation functions, and outputs the final

representation (Patwardhan et al., 2023).

The training process for LLMs involves two phases - pre-training and fine-tuning. It starts with pre-

training and during the process they are exposed to a wide range of datasets of internet text, allowing them

to learn grammar, vocabulary, world knowledge, and context. Next, they undergo fine-tuning on specific

datasets meant for specific tasks, like text generation or conversation. This step improves their capabilities

for specific tasks and leads to better zero-shot results, minimizing behavior that doesn’t align with user

expectations (Naveed et al., 2024; Hadi et al., 2023).

LLMs show a wide range of applications throughout many fields such as: medical, education, finance,

engineering, media and entertainment industry, legal practice and marketing. Concerning medical ap-

plications, ChatGPT has emerged as an interactive tool that helps learning and problem-solving and its

explanations displayed high level of concordance and insightful understanding (Kung et al., 2023). When it

comes to the educational field, LLMs show promise in areas such as providing student feedback, assisting

teacher development, and creating personalized learning experiences (Cohn et al., 2023; Wu et al., 2023;

Doveh et al., 2023). LLMs can help students complete their assignments more efficiently and provide

personalized learning experiences (Kasneci et al., 2023). However, it may lead to the loss of creativity

and critical skills among students as they may rely too much on AI to complete their tasks and end up not

developing the necessary skills Kosmyna et al. (2025); Soubhari et al. (2023). In the finance field, risk

assessment, algorithmic trading, market prediction and financial reporting are some of the use of LLMs

(Zaremba and Demir, 2023; Lopez-Lira and Tang, 2024; Yang et al., 2020). When it comes to engineering,

LLMs have been applied in software engineering with models being developed to assist in debugging code,

for example (Fraiwan and Khasawneh, 2023). The use of these models in the media and entertainment

sector has led to companies introducing groundbreaking innovations that allow for one-on-one interactions
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to happen (Lachman and Joffe, 2021). Moreover, they can also be used for generating attractive advertise-

ments and marketing, political speeches, slogans and social media posts (Eloundou et al., 2023; Abdulhai

et al., 2023). Additionally, the future of legal practice is also changing. LLMs show a promising ability

to empower lawyers to enhance legal research, drafting tasks and decision-making (Iu and Wong, 2023).

The adoption of LLMs in marketing through content generation, creating compelling product descriptions,

ad copy, blogs, and social media posts (Rivas and Zhao, 2023).

After the rise in popularity of the transformers in machine translation, the use of this type of architecture

began to gain importance for many NLP tasks. They have stayed at the top of the leaderboard rankings

for most NLP tasks due to their ability to capture long-range dependencies, scalability, and versatility

(Patwardhan et al., 2023).

Within the biomedical domain, the NLP task of relation extraction, a type of information extraction, has

reached new benchmarks and plays a crucial role in advancing research and drug development (Rehana

et al., 2024). This type of task allows for the identification of relationships between two or more identities

in the literature such as drugs, genes or proteins (Doneva et al., 2024). By fine-tuning these models for

specific tasks, some high-performance levels within the biomedical domain have been reached (Doneva

et al., 2024). These aspects, can lead to improvements in healthcare systems by the advancements in

biomedical discovery, thus lowering healthcare costs and improving patient costs (Bolton et al., 2024; Park

et al., 2023).

Models

Many of the available LLMs are closed-source and the underlying algorithms and models are not publicly

available for scrutiny or modification. Since researchers are not able to access the code, the growth and

development of the field can become limited (Patwardhan et al., 2023). Some of the non-open source

LLMs include GPT-3.5, GPT-4 and Claude-2. GPT-4 has shown shown remarkable abilities when in comes

to comprehending and generating language, conversational AI, code generation and language translation

and Claude-2 has shown proficiency in context-aware responses, especially in extended interactions (Azam

et al., 2024; Teebagy et al., 2023). In the meantime, Claude-2 was developed by Anthropic and is only

accessible in the United States of America and in the United Kingdom. bein able to process textual prompts

and more complex ones, such as multimodal prompts, including small- and medium-sized files (Caruccio

et al., 2024; Agarwal et al., 2023).

Open-source development allows for greater collaboration and sharing of ideas and knowledge leading

to a faster and more effective progress in the field. This, in turn, can lead to a more transparent and
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ethical progress, including the public and researchers in developing countries who may in turn not have

access to costly software. Furthermore, it can also help build trust and credibility in the technology since

the algorithms and models are available for public scrutiny (Patwardhan et al., 2023).

Recently, open-source models (Table 2.1) such as LLama 2, MEDITRON and BioMistral have emerged

in the biomedical domain, enabling a more transparent and reproducible research environment compared

to API-based models (Doneva et al., 2024; Touvron et al., 2023; Chen et al., 2023a; Labrak et al., 2024b).

The LLaMA2 was developed by Meta AI and is widely used for language modeling and text generation

(Azam et al., 2024; Park et al., 2025). It was trained on massively publicly datasets (Park et al., 2025).

Additionally it has shown to outperfom other open-source models such as MosaicML Pretrained Trans-

former (MPT) and Falcon 7B in most benchmarks (Touvron et al., 2023). According to Park et al. (2025),

the LLaMA model is not well-suited for answering questions or following instructions. To address this

limitation, the Alpaca model was developed as a fine-tuned version of LLaMA, specifically designed to

improve performance in instruction-following and question-answering tasks (Park et al., 2025). BioMistral

7B is a specilized LLM tailored for the biomedical domain, derived drom Mistral 7B Instruct v0.1. It was

pre-trained on PubMed Central (Labrak et al., 2024b). Meditron was built on LLaMA2 and pretrained on

a comprehensively curated medical corpus such as PubMed Central and PubMed abstracts. It seeks to

make medical literature more accessible through combination of high-level NLP capabilities with direct ac-

cess to extensive medical databases (Sangeetha et al., 2024) Meditron is specifically tailored for medical

reasoning (Chen et al., 2023a).

Some of the models mentioned previously such as MPT, Falcon 7B and Mistral 7B Instruct v0.1

constitute part of the open-source models also available nowadays. The MPT is part of the MosaicML

Foundation Series and was designed to match the quality of LLaMA-7B (The Mosaic Research Team,

2023). The Falcon 7B is part of the Falcon series. These models were trained on a large-scale, high-quality

English web corpus and their architecture is based on the PaLMmodel (Park et al., 2025; Almazrouei et al.,

2023). According to Azam et al. (2024), Falcon 180B excels at conversational AI (Azam et al., 2024). The

Mistral 7B is a LLM engineered for superior performance and efficiency and the fine-tuned version Mistral

7B- Instruct was created to follow instruction. According to Jiang et al. (2023), Mistral 7B outperforms

LLaMA2 across many benchmarks 13B and Mistral 7B - Instruct surpasses Llama 2 13B– chat model

both on human and automated benchmarks (Jiang et al., 2023).

In addition, Codellama-34 is part of the Codellama model series, a family of LLMs for code based on

LLaMA2 and tailored for programming tasks. Some of its variants include Codellama-Python, specialized

for python, and Codellama-Instruct, fine-tuned with human instructions and self-instruct code synthesis
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data (Rozière et al., 2024). The WizardLM series is best at knowledge retrieval and processing, while

Mistral-7b is performs best in instruction-following tasks. The Vicuna series are widely utilized for language

modeling and text generation (Azam et al., 2024). Claude-2 is another example of an open-source LLM

lauched by Anthropic. but it’s only freely accessible in the United Kingdom and the United States of

America . According to Agarwal et al. (2023), it has surpassed ChatGPT-3.5 when it comes for answering

multiple-choice questions (Agarwal et al., 2023).

11



Table 2.1: Comparison of Open-source LLMs.

Model Name Specialization Advantages Reference

Biomistral 7B Biomedical domain Demonstrates state-of-the-art performance on the

multilingual medical evaluation benchmark

Labrak et al.

(2024b)

Codellama series Programming tasks Showed fewer critical logic errors Abbassi et al.

(2025)

Falcon series General-purpose Falcon‐180B has advanced conversational abili-

ties; performance compared to PaLM 2 (Bard)

Azam et al. (2024);

Almazrouei et al.

(2023)

Meditron Medical reasoning Outperforms all open-source generalist and med-

ical LLMs on all medical benchmarks

Chen et al. (2023a)

Mistral 7B Instruction follow-

ing

Efficient processing with emphasis on privacy-

preserving techniques

Azam et al. (2024)

MPT General-purpose Able to handle extremely long input sequences The Mosaic Re-

search Team

(2023)

LLaMA2 series Language modeling Efficient in text generation, user-friendly Azam et al. (2024);

Hadi et al. (2023)

WizardLM series Knowledge retrieval Comprehends and follows complex instructions,

adapted to the health domain

Azam et al. (2024);

Chen et al. (2023a)
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Evaluation of LLMs

An essential step to assessing the models performance is through evaluation. To evaluate LLMs, it’s

important to take use key statistics indicators such as precision, recall and F1 scores. Another critical

aspect of this evaluation is how well the model’s answers align with real-world truth and verifiable facts,

which falls under the broader task of information extraction. This is of great importance to trust and

efficiently use these models (Chang et al., 2023; Azam et al., 2024).

Two common evaluation methods used are: automatic evaluation and human evaluation. If the eval-

uation criterion can be automatically computed it is categorized as automatic evaluation. Otherwise, it is

categorized into human evaluation (Chang et al., 2023).

Automatic Evaluation Automatic evaluation involves using standard metrics and evaluation tools to

evaluate model performance (Chang et al., 2023). The metrics used to evaluate LLMs performance can be

categorized into three types: Multiple-Classification (MC), Token-Similarity (TS) and QA. The MC metrics

can be applied to many tasks with developed benchmark datasets, the TS metrics evaluates the if the

texts generated aligns with the expected texts and the QA metrics is specifically tailored for the task of

Question-Answering (Hu and Zhou, 2024).

Multiple-Classificationmetrics The effectiveness of a LLM in classifying text into multiple groups,

each serving as a distinct label, covers MC metrics. Some of the MC metrics available are: accuracy, re-

call, precision, F1 scores, calibrations, fairness and robustness metrics (Hu and Zhou, 2024; Johansson

et al., 2021; Chang et al., 2023).

Accuracy is the measure of how correct a model is on a given task. This concept can vary dependent

on different scenarios and tasks (Chang et al., 2023). For example, when considering a two-label problem,

distinguishing “positive” and “negative” cases, the gold standard label for each case is provided by bench-

mark datasets and the LLM performs classification and generates predictions. This process generates a

2x2 chart where accuracy can be expressed as (Hu and Zhou, 2024):

Accuracy =
True Positives + True Negatives

True Positives + False Negatives + False Positives + True Negatives
(2.1)

Other ways to measure accuracy is through metrics like Exact Match (EM), F1 or the ROUGE metric.

The EM evaluates if the model’s output in text generation tasks matches the reference answer. If it’s an

exact match then the EM is equal to 1, if not, then it’s 0. Some authors claim that the F1 score is part

of evaluating the accuracy of a binary classification model, combining the model’s precision and recall
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(Chang et al., 2023).

Recall, which can also be referred as Sensitivity or True Positive Rate, can be used to measure the

proportion of positive detections among the actual ”positive” instances. It measures how well an LLM can

detect positive instances. The formula is given by (Hu and Zhou, 2024):

Recall =
True Positives

True Positives + False Negatives
(2.2)

Precision indicates the proportion of actual positive instances among all instances identified as posi-

tive, measuring the ability of an LLM to filter our negative instances that are falsely labeled as positive (Hu

and Zhou, 2024). It indicates the model’s ability to avoid false positives Chang et al. (2025).

Precision =
True Positives

True Positives + False Positives
(2.3)

But, often high Recall matches with low precision, and vice versa. Therefore, the F1 score balances these

two metrics, reflecting an overall performance of the model, using the following formula (Hu and Zhou,

2024; Chang et al., 2025):

F1 =
2 x Recall x Precision
Recall + Precision

(2.4)

The previous metric ranges from 0 to 1 and the closer to 1, the better the Recall and Precision (Hu

and Zhou, 2024).

On multiple classification tasks, calibrations metrics may be also used (Johansson et al., 2021). These

pertain to the degree of agreement between the confidence level of the model output and the actual pre-

diction accuracy. These metrics include Expected Calibration Error and Area Under the Curve. Fairness

metrics evaluate whether the model’s performance is equal across different groups. Such metrics can be:

Demographic Parity Difference, that evaluates if the model’s predictions are distributed equally across dif-

ferent population groups and Equalized Odds Difference that aims to ensure that the model provides equal

error rates across different populations. When faced with challenging inputs—such as adversarial attacks

or shifts in data distribution—robustness becomes an important metric for evaluating model performance.

Such metrics include Attach Success Rate and Performance Drop Rate (Chang et al., 2023).

Prior to understanding the interpretation of these metrics, it’s important to take into consideration the

sample and population. The population refers to the global corpus on which the models are evaluated,

while the sample comprises the test datasets (Hu and Zhou, 2024).

Token-Similarity Metrics These metric encompass the similarity between the texts generated by

LLMs and the references, assessing the quality of the produced desired sequence of words given contextual
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information. These metrics are frequently used to asses the behavior of the LLM in tasks such as machine

translation and text summarization. Some of the metrics used for this are: Perplexity and BertScore (Hu

and Zhou, 2024).

Question-Answering Metrics They’re used when the LLM is required to identify an answer to a

specific question given a contextual passage. The model finds the answer to a question by predicting the

start and end positions of the answer within a given passage. It ensures the start comes before the end,

filters out invalid predictions, and selects the most likely answer span based on prediction probabilities.

The three most popular metrics of this type are: Strict Accuracy, Lenient Accuracy and Mean Reciprocal

Rank (Tsatsaronis et al., 2015).

Human Evaluation In some cases, automatic evaluation is not suitable and human evaluation be-

comes the natural choice. For example, in cases that involve open generation tasks like summarization

where there might be multiple valid answers. It involves evaluating the model’s quality and accuracy of

the model-generated results through human participation (Chang et al., 2023).

Some of the essential aspects of the human evaluation methods of LLMs encompass the number

of evaluators, the evaluation rubrics and the evaluator’s expertise level. The number os evaluators is

essential to ensure adequate representation and statistical inference. The evaluation rubrics ensures

the LLMs performance in syntax, semantics and context is achieved. Such rubrics include: accuracy,

relevance, fluency, transparency, safety and human alignment. Finally, the evaluator’s expertise level is

of critical consideration and it’s fundamental to ensure they have the necessary background knowledge to

comprehend and assess the domain-specific text generated by LLMs (Chang et al., 2023).

Challenges associated with the models

Nevertheless, there are some drawbacks associated with these models. For example, since the models

require vast amounts of data for pre-training, collecting and curating these datasets can be very challenging.

Also, reading or assessing the quality of these datasets is impossible and duplicates are often incorporated

(Hadi et al., 2023). This duplication occurrence can make the model biased and make its answer degraded

(Hadi et al., 2023; Raiaan et al., 2024). If the datasets contain biases related to factors such as race,

gender, or socioeconomic status, these biases may be internalized and reproduced by the model. Due to

the vast amount of data they need, significant computational costs with thousands of compute hours and

energy consumption are demanded - making it financially and environmentally heavy (Hadi et al., 2023).

The lack of transparency poses risks, such as potential legal issues if the model’s training data infringes
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copyright laws, potentially leading to the model becoming unusable(Bolton et al., 2024).

Moreover, huge quantities of energy are needed to train LLMs at scale. This can lead to a significant

role in carbon footprint. Also, the fact they are trained on historical data from the Internet that might

become outdated, may generate untrue answers regarding recent events (Raiaan et al., 2024).

Other problems such as hallucination and the lack of explainability are also common with LLMs.

Hallucination happens when nonsensical or unfaithful text is generated, due to the model’s attempt to fill

in gaps in knowledge or context, assuming on the patterns it learning during training. Lack of explainability

happens because thesemodels have billions of parameters, their scale and complexity makes it challenging

for humans to understand and interpret (Hadi et al., 2023; Hu and Zhou, 2024).

In short, these costs and challenges can make language model technology difficult to access or unsuit-

able for biomedical and healthcare organizations that have limited budgets and strict privacy requirements.

2.1.3 Prompt Engineering

LLMs rely on the user providing an input “ prompt” to which the model produces an output in response.

These can be textual, videos, audio or a combination thereof. The better the prompts, the better the results

across the desired tasks. Therefore, the use of prompts has been studied and reviewed in order to improve

results (Schulhoff et al., 2025).

According to Schulhoff et al. (2025), there are 6 major categories of text-based prompt techniques:

zero-shot, few-shot, thought generation, ensembling, self-criticism and decomposition. Zero-shot prompt-

ing makes use of zero exemplars and some of the techniques include assigning a specific role to the LLM

in the prompt or instructing the LLM to rephrase and expand the question before generating the final an-

swer. Few-shot prompting involves using examples to instruct the output of the LLM. Some aspects like

the order and quantity of the exemplar can affect the model’s output and some of the techniques include

Self-Generated In-Context Learning where a model is leveraged to automatically generate exemplars and

prompt mining which is the process of discovering optimal “middle words” in prompts through large cor-

pus analysis. Thought Generation involves prompting the LLM to articulate its reasoning while solving a

problem. Ensembling is the process of using multiple prompts to solve the same problem and afterwards,

aggregating these responses into a final output. Self-criticism involves using the LLMs criticisms of its own

outputs, either by judgment (e.g., is this output correct) or prompting the LLM to provide feedback. Fi-

nally, decomposition involves decomposing complex problems into simpler sub-questions (Schulhoff et al.,

2025).

Some of the prompting engineering techniques which are used to automatically optimize prompts

16



include Meta Prompting and Prompt Optimization with Textual Gradients (ProTeGi). Meta Prompting is the

process of instructing an LLM to generate or improve a prompt or prompt template and ProTeGi is the

multi-step process which includes the following steps: passing a batch of inputs through the template,

then the output, ground truth, and prompt into another prompt that criticizes the original prompt. New

prompts are generated from these criticisms and then a bandit algorithm is used to select one (Schulhoff

et al., 2025).

Retrieval Augmented Generation

LLMs are prone to fabricating facts, lack knowledge when dealing with specific domains or highly special-

ized queries and lack transparency in answers. By retrieving important information from external sources,

accurate, real-time and domain-specific context is provided to LLMs showing to be effective in enhancing

answer accuracy, reducing the fabrication of facts and increasing the trust in model outputs. Furthermore,

it also facilitates knowledge updates and the introduction of domain-specific knowledge (Gao et al., 2024).

RAG, in this context, is a paradigm in which information is extracted from an external source and inserted

into the prompt, increasing the performance of the LLM in knowledge retrieval (Schulhoff et al., 2025).

An RAG system has the following workflow: it utilizes and external knowledge base to enhance the

generation system, such as external documents. Each of these documents contains a set of chunks, and

afterwards they are transformed into vector embeddings using an embedding model. Then, an input in the

form of a query is made, which is also embedded as a vector, and the retriever in the RAG system retrieves

top-k chunks, the ones most relevant to the query (Wu et al., 2025). The previous workflow can be usually

divided into multiple processing steps: query classification (determining whether retrieval is necessary for

a given input query), retrieval (efficiently obtaining relevant documents for the query), reranking (refining

the order of retrieved documents based on their relevance to the query), repacking (organizing the retrieved

documents into a structured one for better generation), summarization (extracting key information for re-

sponse generation from the repacked document and eliminating redundancies) modules. Each processing

step requires making decisions on which ways to properly handle them, therefore the workflow of RAG can

become complex and challenging (Wang et al., 2024b).

When it comes to the retrieval step, chunking, embedding and having a vector database is necessary

beforehand. Chunking the documents into smaller segments (paragraphs or sentence blocks is crucial to

enhance the retrieval precision and avoid length issues in LLMs. Different levels of chunking can be applied

- token-level chunking, semantic-level chunking and sentence-level chunking. Additionally, chunk size is

important to take into consideration since it can significantly impact performance and choosing the right
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model to conduct the embeddings is crucial to secure an effective semantic matching of queries and chunk

blocks. Moreover, the right embedding model is important for an effective semantic match of queries and

chunk blocks. Then, the embedded vectors generated from the embedding model on the chunks must be

stored in an appropriate vector database. The top-k chunks end up being selected from a corpus that was

built based on the similarity between the query and the documents, as mentioned before. Afterwards the

LLMs use these chunks to formulate an appropriate response to the query. The reranking phase comes

next to enhance the relevance of the retrieved documents, making the most relevant information appear

at the top of the list. This ensures that the documents are reordered effectively with increased similarity

between the query and the top-ranked documents. Next, the repacking occurs. This allows for the ranked

chunks to be reordered depending on the relevancy scores. The results that end up being generated may

contain redundant or unnecessary information. Therefore, the summarization of the retrieved documents

is important for the RAG pipeline. The summarization process can either be extractive or abstractive. The

first ones segment text into sentences and ends up scoring and ranking them base on their importance

and the latter synthesizes information from multiples documents to rephrase and generate a cohesive

summary (Wang et al., 2024b; Polan, 2025).

RAG Paradigms There are three distinct RAG paradigms as presented in Figure 2.3: Naive, Advanced

and Modular RAG (Neha et al., 2025).

Figure 2.3: RAG paradigms: Naive, Advanced and Modular.

Naive RAG This type of RAG paradigm is the simplest and earliest methodology, and it’s a foun-

dational framework for integrating retrieving systems with LLMs. With this type of architecture there is no

need to handle complex queries. It first indexes relevant data, then retrieves information based on user
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queries and, in the end, generates responses using the retrieved content, which is also characterized as

a ”Retrieve-Read” framework (Gao et al., 2024; Neha et al., 2025).

There are primarily three areas of challenges associated with this type of RAG paradigm: retrieval

quality, response generational quality and the augmentation process. Firstly, there are many issues when

it comes to the retrieval quality, such as low precision and low recall. Low precision happens when irrelevant

chunk selection is conducted, thus inducing hallucination and mid-air drop issues and low recall happens

due to the prevention from the LLMs in obtaining sufficient context to synthesize an answer; Moreover,

issues with response generation quality can also arise: hallucination because of the fabrication of answers

that don’t exist in the context; irrelevance is another issue where the model generates an answer that

doesn’t address the query; toxicity or bias, happens when a harmful or offensive response is generated

by the model. Finally, the augmentation process faces several key challenges: effectively integrating

retrieved context with the generation task, avoiding incoherence and redundancy, assessing the relevance

of multiple passages, maintaining consistency across different writing styles, and preventing the model

from over-relying on retrieved content instead of producing original, synthesized output (Neha et al., 2025;

Gao et al., 2024).

Advanced RAG The limitations of the Naive RAG paradigm led to the creation of an improved

paradigm, the Advanced RAG. This type of paradigm focuses on enhancing retrieval quality by employing

pre-retrieval and post-retrieval stategies (Gao et al., 2024). With the use of sophisticated algorithms that

can combine a series of ideas, such as rerankers, fine-tuned LLMs and feedback loops, enhancements in

terms of accuracy, adaptability and performance were possible (Harkar, 2025).

When a user submits a query, it is first converted into a high-dimensional vector using an embedding

model that captures its semantic meaning. This encoded query is then used to search a large knowl-

edge database through hybrid retrieval, combining dense vector (semantic) and sparse (keyword-based)

methods to identify relevant documents. The retrieved documents are reranked based on their contextual

relevance to the query. Next, the model fuses the encoded contexts from these documents to ensure a

coherent and contextually aligned response. Finally, a LLM generates the answer based on the retrieved

information. Over time, a feedback loop involving techniques like active learning, reinforcement learning,

and retriever-generator co-training refines both retrieval and generation processes, using implicit signals

(e.g., user clicks) and explicit feedback (e.g., ratings or corrections) to continually improve accuracy and

relevance (Harkar, 2025).
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Modular RAG As described by Gao et al. (2023), the Modular RAG paradigm turns the RAG

process from a linear pipeline into a flexible structure with modules that have the ability to branch and

merge as needed, offering adaptability and versatility (Gao et al., 2024). The goal is is to enhance the

older paradigms from a single rigid design, turning them into a a framework with various subcomponents.

For example, if a query requires visual data an image retrieval module can be activated or, instead, if a a

query requires multi-step reasoning, a logic chain module can be used (Polan, 2025).

The introduction of new modules, specialized components, enhances retrieval and processing capa-

bilities. The Search module enables direct searches across diverse data sources—such as search engines,

databases, and knowledge graphs—using LLM-generated queries. RAGFusion expands user queries into

multiple perspectives through parallel searches and intelligent reranking to reveal deeper insights. The

Memory module uses the LLM’s memory for iterative self-enhancement, aligning retrieval more closely

with data patterns. Routing optimizes how queries navigate different data sources, choosing the best

path for summarization or data merging. The Predict module minimizes noise and redundancy by letting

the LLM generate context directly. Finally, the Task Adapter customizes RAG for specific downstream ap-

plications, automating prompt retrieval and generating task-specific retrievers. Together, these modules

streamline retrieval, improve relevance, and boost flexibility across a wide range of tasks (Gao et al., 2024).

Module rearragement such as Demonstrate-Search-Predict framework and the iterative Retrieve-Read-

Retrieve-Read flow of ITERRETGEN are good examples of the dynamic use of module outputs to improve

performance.

2.2 Mechanism and Insights of Cell-Cell Communication

2.2.1 Types of CCC

CCC is often mediated by interactions of various types of protein, including ligand-receptor, receptor-

receptor, and extracellular matrix-receptor interactions (Armingol et al., 2021).

Ligand-Receptor Interaction

The most predominant mechanism in CCC is Ligand-Receptor Interaction (LRI), in which extracellular

protein signals (ligands) are released by a “sender cell” and, afterward, become attached to receptor

proteins in the membrane of the “receiver cell”, which in turn allows activation of downstream gene

expression responses (Almet et al., 2021; Armingol et al., 2024). Ligands responsible for mediating CCC

include hormones, growth factors, chemokines, cytokines and neurotransmitters (Armingol et al., 2021).

20



This type of interactions is at the base of all biological events occurring in living cells (Guryanov et al.,

2016). The way cells communicate can be studied by knowing which ligands bind to receptors, following

an analysis of its effects on target gene expression in the receiving cells (Browaeys et al., 2020). Thus, it

is essential to understand CCC at the single-cell level (Su et al., 2024).

Some LRIs include PPIs which are essential for many biological functions such as DNA replication

and transcription, signaling pathways, and cell metabolism (Rehana et al., 2024). The way PPI occur

involves firstly the primary recognition of the receptor by a corresponding ligand at a large distance by

electrostatic forces, followed by orientation and change of structural conformation in order to achieve the

proper interface contact and finally the physical binding of the two molecules (Guryanov et al., 2016)

(Figure 2.4).

Figure 2.4: Ligand-receptor complex formation from left to right: primary recognition, orientation and

physical binding. Adapted from (Guryanov et al., 2016).

Receptor-Receptor Interaction

The concept of Receptor-Receptor Interaction (RRI) refers to the direct physical contacts between receptor

proteins that can result in the formation of dimers or higher-order oligomers at the cell membrane. RRI

occur in neurons, astrocytes and in cells outside the central nervous system, such as in cells of the

cardiovascular and endocrine systems and in cancer cells (Guidolin et al., 2019).
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Cell receptors belong to different families such as: matrix (e.g., integrins), ligand-gated ion channels,

voltage-gated ion channels, enzyme-linked, intracellular and G protein-coupled receptors (GPCRs) (see

Figure 2.5) (Guidolin et al., 2019). The most common being the family of GPCRs which, in mammals,

are very important to all physiological processes and are very common targets for drugs (Guidolin et al.,

2019).
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Figure 2.5: A- Enzyme-linked receptors are transmembrane proteins with their ligand-binding domain on

the outer surface of the plasma membrane where their cytosolic domain either has an intrinsic enzyme

activity or associates directly with an enzyme (Alberts et al., 2002). Adapted from (Meriney and Fanselow,

2019a); B - GPCRs may assemble as homo- or hetero/oligomeric complexes, either constitutively or by

ligand promotion. Ligand binding induces conformational change in the transmembrane receptor, enabling

interaction with the �-subunit of a G protein, through exchange of guanine nucleotides. GTP-bound α-

subunit then activates adenylate cyclase. Adapted from (Giorgi et al., 2010). C - Ligand-receptor complex

formation. Adapted from (Guryanov et al., 2016). D - Voltage-gated ion channels. The difference in

membrane potential caused by the ion migration causes a structural change in the channel leading to its

opening. Adapted from (Jacob, 2017) E - Integrins are represented. They are molecules that mediate

interactions between cells and and of these cells with the extracellular matrix (ECM). Adapted from (Mezu-

Ndubuisi and Maheshwari, 2021). F - Intracellular receptors. Hydrophobic molecules can diffuse across

the plasma membrane and bind to intracellular receptors. After binding, most cytoplasmatic receptors

become active transcription factors and diffuse into the cell nucleus and bind to DNA to regulate gene

expression. Adapted from (Meriney and Fanselow, 2019b)

The complexes formed by RRI are considered of great importance in neurophysiology, neuropsy-

chopharmacology and have become appealing for the development od therapies in serious diseases of

the central nervous system, such as depression and schizophrenia (Cheng et al., 2023).
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Extracellular Matrix-Receptor Interaction

The extracellular matrix is a complex network of structural and functional macromolecules that plays a

key role in shaping tissues and organs, as well as maintaining cellular and tissue integrity. Cells interact

with it through transmembrane proteins or other surface-associated components, which in turn regulate

essential processes such as adhesion, migration, differentiation, proliferation, and apoptosis, either directly

or indirectly (Analysis, 2025; Nersisyan et al., 2021). The Extracellular Matrix-Receptor Interactions are

important type of these interactions and they happen between cellular receptors, such as, integrins or

cadherins, and the noncellular component of tissue, which biochemically and structurally supports cells

(Nersisyan et al., 2021).

2.2.2 Importance of studying CCC

If cells communicate incorrectly, the development of tissues, organs and immune responses can be af-

fected (Su et al., 2024). Therefore, understanding the complex biological pathways present in CCC is

critical to exploring the nature of biology and the mechanisms of disease and drug development (Azam

et al., 2024; Su et al., 2024). Reprogramming of cellular signaling pathways can potentially lead to im-

provement of cell-based therapies (Cheng et al., 2023).

2.2.3 How to predict CCC

Prior to recent advancements, CCC could only be studied through in in vitro experiments consisting of one

or two cell types and a selection of a few genes (Almet et al., 2021). Since CCC involves multiple cells and

a considerable amount of genes, the old approach misses key aspects (Almet et al., 2021).

The standard procedure to study CCC involves the following steps: first, a gene expression matrix is

filtered to include only ligands and receptors, secondly, the average expression of each gene is calculated

across single cells of a specific cell type (Armingol et al., 2024). After, for each cell type pair, LRIs are

assessed based on ligand expression in sender cells and receptor expression in receiver cells (Armingol

et al., 2024). A communication score is then calculated for each LRI, often using measures like the

product, mean, or geometric mean of ligand and receptor expression levels (Armingol et al., 2024). Finally,

statistical analyses can be further performed to identify significant interactions.
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Single-Cell Omics

The study of CCC has been significantly advanced by transcriptomics, especially from bulk and single-cell

omics technologies, such as single-cell RNA sequencing (scRNA-seq), providing deeper insights into cellular

interactions by their ability to analyze tissue composition in high-resolution and offering researchers fresh

perspectives on cell communication mechanisms, cell functions, and the organization of cell populations

(Almet et al., 2021; Browaeys et al., 2020; Su et al., 2024; Armingol et al., 2021; Cheng et al., 2023). Both

these approaches make use of transcriptional profiling to decipher CCCs in any multicellular community

relying in gene co-expression, where for each interacting pair, one gene originates from one cell, while the

other comes from the interacting counterpart (Armingol et al., 2021).

There are certain challenges associated with using scRNA-seq to predict CCC such as the process of

clustering, which is essential to characterize cellular heterogeneity, identifying rare cell types and analyzing

cell-cell interactions (Cheng et al., 2023). Currently, the clustering methods struggle to accurately deter-

mine the number of cell types or clusters and they often fail to incorporate intrinsic hierarchical structure

among cells. Therefore, the manual classification of cells rely heavily on domain expertise and the current

clustering algorithms may lead to potential inaccuracies (Cheng et al., 2023).

Moreover, these type of technologies are still costly, and single-cell datasets, especially those linked to

clinical patient cohorts, remain more limited compared to, for example, bulk data (Villemin et al., 2023).

Also, scRNA-seq data processing involves stricter protocols for library preparation and low starting material

and there is a lack of analytical approaches required to accommodate large datasets generated during

scRNA-seq experiments (Adil et al., 2021).

Bulk Data

In addition to the existing single cell omics technologies, there has been a need to free cellular networks

from bulk data, as it provides a more sensitive analysis to low-abundant molecules (Villemin et al., 2023).

Compared to scRNA-seq, bulk analysis has limitations, particularly in detecting gene expression in rare cell

types and identifying the cellular origin of proteins involved in cell-cell interactions (Armingol et al., 2021).

Overall, single-cell technology was found to be more conclusive compared to sequencing bulk data (Adil

et al., 2021).

Spatial Transcriptomics

CCC analysis, in a spatial context, can become empowered with the inclusion of spatial transcriptomics

(ST), a form of bulk data, to help users visualize gene expression across spatial spots (specific locations
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in tissues) and perform tasks such as clustering cells or detecting cellular neighborhoods (Almet et al.,

2021; Armingol et al., 2024; Villemin et al., 2023). This allows for the reduction of the false-positive links

that come up when using scRNA-seq data to infer CCC, since cells only communicate directly over a limits

spatial distance-critical information lost in the scRNA-seq data (Almet et al., 2021). Usually, at the cost of

compromised cellular resolution, coverage, or sequencing depth (Almet et al., 2021).

2.2.4 Computational Approaches to Study CCC

Standard PPI databases

The use of transcriptomics to decipher CCCs relies mainly on the use of literature-curated lists of interacting

proteins, facilitating the interpretation of biological results, with the predominant class being the LRI. These

databases have been essential to decipher CCC in all strategies. Few predicted PPIs in these databases

have been validated which raises concern for the false positives (Armingol et al., 2021).

Some of the most used ones are BioGRID, IntAct and STRING. While BioGRID and IntAct emcompass

a group of databased of experimental interaction evidence curated form literature, STRING belongs to the

group of composite databases (Szklarczyk et al., 2024).

However, many of the reported ligand-receptor pairs lack information regarding protein complexes

involving multiple units, greatly increasing false-positive CCC predictions. Since some proteins require

multisubunit assembly to function. if a subunit blocks a ligand-receptor interacton then the consequent

communication can become affected. This has led to the creation of recent computation tools (Armingol

et al., 2021).

Recent computational tools

Some of the tools that have been created recently include multimeric proteins and interactions betweens

complexes of both ligands and receptors, better representing functional LRIs (Armingol et al., 2021). Some

of these computational approaches available to detect the main type of CCCs (LRIs) can be grouped

into four types depending on the mathematical framework: (1) expression permutation-based tools, (2)

difference-assembly-based tools, (3) network-based tools, and (4) tensor-based tools (Su et al., 2024;

Armingol et al., 2021). Most of the tools use gene expression information obtained by scRNA-Seq (Dimitrov

et al., 2022).

Expression permutation-based tools Expression permutation-based tools are the most widely used

among the four previously listed (Armingol et al., 2021). They make use of different techniques to calcu-
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late communication scores for each ligand-receptor pair and assess their significance by comparing them

to a null model(Su et al., 2024). This is done through methods such as clustering label arrangement,

non-parametric testing, or empirical approaches (Su et al., 2024). Examples of these tools include Cell-

PhoneDB, CellChat, ICELLNET (Su et al., 2024). These tools consider multi-subunit protein complexes,

one of the major limitations of many CCC methods (Su et al., 2024; Armingol et al., 2021).

CellPhoneDB recognizes that numerous receptors and ligands operate exclusively as heteromers and

is recognized for its comprehensive cellular communication ligand-receptor database. In the meantime,

it neglects some vital signaling cofactors which CellChat integrates, such as soluble agonists, antagonists

and both stimulatory and inhibitory membrane-bound co-receptors (Su et al., 2024). CellChat provides

cell interaction network diagrams and communication pathway analysis facilitating the analysis of inter-

cellular interactions and communication networks. While CellPhoneDB identifies enriched ligand-receptor

interactions between two cell groups by focusing on interactions that are highly specific to those groups. In

contrast, CellChat highlights interactions based on ligands and receptors that are strongly overexpressed,

using the mass action principle to estimate the strength of their association (Su et al., 2024).

Moreover, ICELLNET sums all LRI production scores across two clusters and that’s how it calculates

an overall CCC score and to determine how strong the interactions are, it multiplies the geometric mean

of the ligand expression and the receptor expression. Besides that, it also groups the LRI into biological

families, therefore adding biological context to the predictions.

Difference-assembly-based tools Difference-assembly-based tools, also called differential combination-

based tools, such as PyMINEr, iTALK, and CellTalker, identify LRIs by analyzing differentially expressed

genes between cell clusters in scRNA seq (Su et al., 2024; Armingol et al., 2021). While these methods

are effective in capturing specific LRIs within a dataset, they may overlook common interactions shared

across all cell groups (Su et al., 2024; Armingol et al., 2021).

PyMINEr builds gene co-expression networks using Spearman correlations, and combines these with

known PPI networks to strengthen the biological relevance of the predicted interactions. While this tool iden-

tifies cell types based on the enrichment of gene pathways that are active in specific subgroups and detects

changes in signaling by looking at differentially expressed LR pairs and the pathways they’re involved, iTalk

focuses specifically on communication between tumor and normal cells, and organizes ligand-receptor

pairs into categories like cytokines, growth factors, immune checkpoints, and others (Su et al., 2024).

CellTalker identifies unique interactions between clusters by using differentially expressed ligands and

receptors within individual clusters and assuming that both the ligand and receptor must be expressed

uniformly accross communicating cells (Su et al., 2024).
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Network-based tools The Network-based tools approach is used by tools that leverage gene connectiv-

ity properties (Su et al., 2024; Armingol et al., 2021). This process involves intercellular signaling, intracel-

lular signal transmission, and amplification through specific pathways, ultimately influencing downstream

transcription factors and gene regulatory networks (Su et al., 2024). To account for these complexities, var-

ious computational methods have been developed, including CCCExplorer, NicheNet, scMLnet, SoptSC,

Scriabin, CytoTalk, RNA-Magnet, and ContactTracing (Su et al., 2024). Even if their strength is that they

also consider the expression levels of downstream signaling targets, they also overlook gene regulation

rules, making them unable to detect signaling crosstalk, where one receptor’s signal affects another’s

(Armingol et al., 2021).

CCCExplorer uses a statistical approach similar to Fisher’s method to create a detailed network show-

ing different signalling pathways. It analyses the expression levels of ligands, receptors, and downstream

transcription factors and after it identifies the most important interactions (Su et al., 2024).

Tensor-based tools Tensor-based tools represent the most mathematically complex approach and they

are based on tensor analysis. scTensor, for example, through an innovative approach, identifies key LRIs

by modeling relationships between ligand expression, receptor expression, and ligand-receptor pairs using

a tensor (Armingol et al., 2021; Su et al., 2024). It uses tucker decomposition to identify important LRIs

specific to cell types and it also uses a potential LRP database automatically generated by interactions

from STRING and annotations from Swissprot. While these tools are capable of analyzing communication

across all cell pairs at once and uncovering interactions between various cellular environments, the results

from tensor decomposition can be harder to interpret compared to simpler methods.

NicheNet NicheNet can be included into the network-based tools (Su et al., 2024). It’s a method

that predicts ligand-target links between interacting cells by integrating their expression data with existing

information on signaling and gene regulatory networks. The gene expression data comes from human or

mouse and it’s merged with a preexisting model based on previously acquired knowledge about ligand-to-

target signaling pathways. NicheNet can also incorporate intracellular signaling, predicting which ligands

affect the expression of other cells, which target genes are affected by each ligand and which signaling

mediators may be involved (Browaeys et al., 2020).

The ligand-target regulatory potential is calculated by first gathering multiple complementary data

sources that include ligand-receptor interactions, signal transduction, and gene regulatory interactions.

Next, these data sources become integrated into weighted networks that represent represent signaling

pathways (protein-protein interactions) from ligands to transcriptional regulators and regulatory interactions
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between transcriptional regulators and target genes. Following this, a model-based parameter optimization

is used to assign weights to each data source, prioritizing those that contributed most to improving the

accuracy of ligand-target predictions. Finally, the regulatory potential score between ligands and target

genes is calculated (Browaeys et al., 2020).

NicheNet works by first predicting which ligands, produced by the sender cells, are most likely to

affect gene expression in the receiver cells. Such prediction is achieved by comparing predicted gene-

ligand interaction with the actual changes in gene expression observed in the receiver cells, resulting in

a list of ligands, ranked by their likeness of responsibility for the gene expression changes observed in

the received cells. Next, it searches for specific genes (target genes) in the receiver genes that might

be regulated by the ligands obtained. For each target gene. a “regulatory potential score” is generated,

indicating how strongly the model suggests that the ligand controls that particular gene. Finally, NicheNet

helps visualize the pathways that connect the two elements by showing which molecules and interactions

are involved in in transmitting the signal from the ligand to the target gene (Browaeys et al., 2020).

The validation and optimization of the NicheNet prior model of ligand-target regulatory potential is done

by an evaluation process using public transcriptome data from many cell type, collected before and after

stimulation by one or two ligands. Moreover, the model’s performance was assessed by two evaluation

methods: target gene prediction ad ligand activity prediction. The first, evaluates if the model is good

at predicting which genes are directly regulated by the ligand and the second tests how well NicheNet

can determine which ligand caused the observed effects on the genes, based on how well the predicted

ligand-target relationships match the real data (Browaeys et al., 2020).

2.2.5 Computational minimization of false discoveries

Applying statistical modeling can help discard artefactual or non-specific CCC inferences (Armingol et al.,

2021). They include: permutation-based analyses, subsampling analyses and enrichment analyses (Armin-

gol et al., 2021). Permutation-based analyses prioritizes cell type-enrichment ligand-receptor pairs, allow-

ing to discard results originating from random noise (Armingol et al., 2021). In the meantime, sub sampling

has been applied to evaluate the robustness of the CCC results (Armingol et al., 2021). Using random sub-

sample of the original data, one can rerun the CCC analysis and compute true-positive and false-positive

rates with respect to the original dataset (Armingol et al., 2021). By making use of enrichment analyses,

one can reduce false discoveries. There are also many other strategies that can be used to validate CCC

mechanism computationally such as Wilcoxon’s test and cross-validation (Armingol et al., 2021).
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2.2.6 Validation of CCC predictions

Inferring CCC mechanisms can generate different results, depending on the approach used (Armingol

et al., 2021). Therefore, the use of validation mechanisms is crucial for confirming associations with phe-

notypes and behaviors of cell communities by establishing appropriate benchmarks (Almet et al., 2021).

One way to do so is by using prior biological knowledge and to evaluate it with indicators such as robust-

ness and enrichment analysis (Almet et al., 2021). However, most times, the biological truth is unknown

(Almet et al., 2021).

Experimental Methods

CCC mechanisms inferred computationally can be validated using experimental methods (Armingol et al.,

2021; Almet et al., 2021). There are three types of experimental methods that can be used for this purpose:

confirmation of the expression of proteins thought to be involved in CCC, visualization of interactions

between gene products expressed in neighboring cells and by assessing in vivo or in vitro experiments

using activators or inhibitors of the interacting molecules or genetic manipulation of cells to observe effects

consistent with the predicted communication (Armingol et al., 2021). Some conventional experiments

involve techniques such as fluorescence in situ hybridization, fluorescence resonance energy transfer and

immunostaining (Armingol et al., 2024). However, it’s difficult to validate CCC coming from large-scale

scRNA-seq studies since they are limited to examining only a few cells and LRIs in a given experiment

(Armingol et al., 2024).

Moreover, validation of the CCC methods by prior biological knowledge and using indicators like ro-

bustness and enrichment analysis is crucial. However, it can be a difficult task to do so since the biological

truth is often unknown (Almet et al., 2021).

2.2.7 Challenges

There are several challenges associated with inferring the interaction between single cells in the context

of scRNA-seq analysis, such as data sparsity and scalability. Data sparsity occurs because many genes

have zero expression in individual cells and it can further complicate the analysis and interpretation of

CCC. Meanwhile, scalability is a big issue since datasets are commonly large ones, presenting computa-

tional challenges. These challenges can be tackled using several approaches: with denoising algorithms,

implementing zero-preserving communication scores, using subsamples, prioritizing pairs of cells based

on specific properties of interest (Armingol et al., 2024).
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The scRNA-seq datasets also come frequently with a considerate amount of noise due to too little or

poor-quality data or samples, which often leads to incorrect conclusions. To address these issues, normal-

ization is usually applied. However, bulk-based strategies such as fragments per kilo base of transcript

counts of per million mapped fragments (FPKM) or transcripts per millions (TPM) have been reported as

unsuitable due to the high zero-inflated and higher technical noise nature of the datasets. Some methods

have been developed for normalizing the scRNA-seq data such as O(n logn) (Adil et al., 2021).

Moreover, since the data comes from cells that show high dimensions, such as a large number of

genes, it’s necessary to make use of dimensionality reduction. For this, two common methods employed

are principal component analysis (PCA) and T-distribution stochastic neighbor embedding (t-SNE) (van der

Maaten and Hinton, 2008; Adil et al., 2021). Both methods have their own limitations since PCA doesn’t

effectively amount to complexities of the structure of the scRNA-seq data and t-SNE takes a long time

to reach the final result because of the magnitude of the scRNA-seq data. Other algorithms such as

the UMAP or methods such as linear discriminant analysis have been applied instead (Adil et al., 2021;

McInnes et al., 2020).

2.2.8 Future Insights

Multi-omics integration

Furthermore, transcriptomics may not represent a fully accurate view of intercellular communication, as

transcript and protein abundances can be uncoupled by post-transcriptional and post-transcriptional pro-

cesses (Armingol et al., 2021). Therefore, borrowing information from other omics technologies can im-

prove CCC inference, validation, and benchmarking (Armingol et al., 2021; Almet et al., 2021).

Linking CCC to downstream response and gene regulatory networks

According to Almet et al. (2021), a limited number of methods consider the connection between CCC and

its downstream effects, where these downstream responses represent the cellular processes influenced

by the identified signaling pathways. Moreover, the within-cell regulatory networks (GRNs) play a key role

in determining what the cell does. This type of inference is usually separated from CCC inference. Hence,

incorporating CCC with its downstream response and GRNs is a promising advancement to understand

cell type-specific responses and cell signaling (Almet et al., 2021).
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Incorporating trajectory inference with CCC

The way cells communicate with one another can influence how they develop into different types. These

changes can be mapped through scRNA-seq with a technique named trajectory inference. Just like GRNs

this is usually done independently from CCC inference. Therefore, incorporating both these techniques

together could give a better understanding of how signals between cells influence their development over

time (Almet et al., 2021).

Generation of gold-standard datasets

The lack of benchmarks to validate the CCCmethodologies is still a significant issue nowadays (Almet et al.,

2021). Tool performance can become greatly improved with the generation of gold-standard datasets or

ST, in order to diminish the high false positives rates associated with CCC tools (Armingol et al., 2024).

These datasets are usually of synthetic origin but it’s not clear how to best generate synthetic scRNA-seq

with a well defined CCC network, as the ground truth is unknown. Moreover, there are already methods

available to stimulate synthetic scRNA-seq data but no methods to generate CCC networks with realistic

spatial constraints (Almet et al., 2021).

Data imputation

When studying CCC across different conditions or samples requires matching or aligning single cells from

one sample with cells from another which is technically hard since samples do not contain the same

amount of cells. This may make some algorithms incompatible and one solution is data imputation - a

method to fill in missing or estimated values to make comparisons possible (Armingol et al., 2024).

Building LRI datasets

LRI databases are essential for studying CCC. These should include ligands, receptors and other elements

like protein subunits, activators, inhibitors and competitors that affect signalling. Some of the current

databases are incomplete and the different variants of ligands and receptors are not incorporated into

them. Thus, the perfomance of the CCI tools can become negatively impacted (Armingol et al., 2024).
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Chapter 3

Materials and Methods

3.1 Benchmark Datasets

There have been several databases developed thorough the years, ranging from carefully curated pathway

databases such as KEGG to databases of experimental interaction evidence curated from literature such

as BioGRID or IntAct (Oughtred et al., 2019; Kanehisa et al., 2023; Del Toro et al., 2022). Moreover,

other databases like STRING or GeneMANIA do not only incorporate data from the the previous sources

mentioned, as well as specific modes of interactions and an array of computational methods to predict

additional associations, providing a more comprehensive overview of the interactome (Szklarczyk et al.,

2024; Warde-Farley et al., 2010). These databases can be used to gain insights into the functional context

of proteins or to understand the biological organization behind a whole protein dataset. Therefore, two of

the previously mentioned databases were selected as benchmark datasets against the data produced with

the use of LLMs, BioGRID and STRING (see Table 3.1).

Annotated corpora such as the event annotation, or so called biological annotation, of GENIA corpus,

which has been successfully used by researchers to develop NLP tools was also used as a benchmark

dataset to evaluate the quality of data obtained. This type of annotation was performed by biologists with

the purpose to identify what kind of biological contexts appears in the text, such as proteins, DNA and RNA

(Kim et al., 2008).

3.1.1 BioGRID

BioGRID is a freely accessible database dedicated to the curation and archival storage of protein, genetic

and chemical interactions for humans and all major model organism species including Escherichia coli

and Saccharomyces cerevisiae. All the data is directly downloadable in standard formats and has almost

1.6 millions biological interactions that are backed up by published experimental data. It also includes the
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Table 3.1: Summary of benchmark datasets used in this study.

Dataset Number of Samples Number of Features Source / Origin

BioGRID 1 298 433 37 Literature-curated,

high-throughput and targeted

studies

STRING 13 715 404 3 Genomic context predictions,

high-throughput lab

experiments, co-expression

(conserved), automated text

mining and curated interactions

from other databases

Genia Corpus 48 3 Annotated PubMed abstracts

curation of post-translational modification and the annotation of chemical interactions between genes/pro-

teins and bioactive small molecules. The data content is updated and freely distributed to the biomedical

community with monthly releases, as well as through partnerships with model organism databases such

as Saccharomyces Genome Database or WormBase, various meta-databases for interaction data, and

general data portals, such as NCBI or UniProt. Thus, this database provides research communities with

rigorously annotated resources (Oughtred et al., 2019).

PPIs were extracted from the BioGRID dataset (version 4.4.247) which was compiled on the 25th of

june of 2025 - the most recent date available. The zip archive containing all the interaction and associated

annotation data from Homo sapiens was downloaded in a tab-delimited format. For detailed column

descriptions and sample entries, see Appendix A. Pre-processing and filtering were carried out to retain

only Interactor A and Interactor B columns with SWISS-PROT, REFSEQ and TREMBL accessions included

as they are provided by BioGRID.

First, non-relevant columns were removed - such as publication metadata, organism identifiers and on-

tology terms. Swiss-Prot accessions for Interactor A and B were extracted and deduplication was executed.

Batches of up to 300 accessions were queried against UniProt REST API to retrive both recommended and

alternative names. Next, RefSeq accessions were extracted through submitted batches of up to 200 en-

tries to the NCBI Entrez E-utilities API. Finally, TrEMBL accession codes were extracted through batches of

up to 300 accession codes via UniProt REST API, similarly to Swiss-Prot. The final dataset was saved in

comma-separated values (CSV) format for downstream analysis.
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3.1.2 STRING

The STRING database scores, compiles and integrates protein-protein association information from ex-

perimental assays, prior knowledge and computational predictions. It aims to create comprehensive and

objective global networks with physical and functional interactions among proteins for the whole proteomes

of thousands of organisms. Moreover, it comes with network clustering and pathway enrichment analysis.

This database is known for having an user-friendly interface, a robust scoring system, many sources of

evidence and a comprehensive suite of enrichment features (Szklarczyk et al., 2024). For detailed column

descriptions and sample entries, see Appendix B.

The combined score is computed by combining the probabilities from the different evidence channels

and corrected for the probability of randomly observing an interaction (von Mering et al., 2005).

The PPI data from the STRING database was processed to generate a cleaned and annotated net-

work. First, the interaction dataset was loaded and the columns representing the interacting proteins

were renamed to source and target for clarity, while the confidence score column was removed. All

protein identifiers were verified to belong to Homo sapiens. Protein metadata was then used to map the

original STRING identifiers to human-readable preferred names. Additionally, all known protein aliases

were retrieved from the STRING aliases file and appended to each preferred name, ensuring that multiple

identifiers for the same protein were captured. Finally, the resulting dataset, with proteins represented by

preferred names and associated aliases, was saved as a CSV file for downstream analyses.

3.1.3 GENIA Corpus

The GENIA corpus contains XML files where regulatory relationships and interaction types between biolog-

ical entities are annotated. The corpus consists of 2,000 MEDLINE abstracts, collected using the three

Medical Subject Headings terms human, blood cells and transcription factors. Moreover, it also possesses

annotated event data from the GENIA Event Annotation Corpus (version 0.9) with 1, 000 Medline abstracts,

9 372 sentences in which 36 114 events were identified (Kim et al., 2008).

The XML files from the Genia Event Annotation Corpus (version 0.9) were used as an additional bench-

mark dataset. It provides detailed annotations of several entities (e.g., proteins, protein families, protein

complexes) and events (e.g., binding, positive regulation, negative regulation). However, the XML files are

highly complex and lack a standardized structure for directly extracting PPIs. This made the automatic

generation of a PPI benchmark challenging, and a manual approach was required. In this process, only

clearly identifiable PPIs were retained, focused on binding and regulatory events.
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The final dataset was saved in a CSV format, with each row containing the filename and the two

interacting proteins (see Table 3.2). In total, 48 curated interactions were obtained. It’s important to note

that this benchmark has an important limitation: it only covers PPIs appearing in abstracts rather than full

texts; This should be kept in mind when interpreting the model evaluation results.

Table 3.2: GENIA final dataset columns and example entries.

Column Name Example Entries

filename 1675604, 1765275, 9094628

protein_A KBF1 factor, OTF-1, Ets

protein_B ”enhancer A, MHC class I gene H-2kb, enhancer of MHC class I gene H-2kb”, ”Sp1-

binding site, Sp1”, NFAT

3.2 RAG Pipeline

The RAG pipeline employed in this study was designed to extract PPIs from biomedical literature 1 . As

input, the system receives a scientific article together with an user query/prompt. The text is first extracted

from the document, divided into smaller chunks and converted into vector embeddings that capture their

semantic meaning. The query is embedded in the same vector space, allowing the system to retrieve the

most relevant chunks based on cosine similarity. These retrieved passages, combined with the original

query, are then passed to the LLM, which generates a textual response describing the PPIs mentioned in

the selected literature (see Figure3.1).

3.2.1 Extraction and Preprocessing of Documents

A random selection of 20 articles from the GENIA Even Annotation Corpus (version 0.9) was made for

downstream analysis using LLMs. These articles were downloaded in PDF format and had their text

extracted and preprocessed using a custom pipeline implemented in Python.

1 https://github.com/mariana-olivetree/master-thesis
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Figure 3.1: Schema of the RAG pipeline applied.

Text Extraction

For the text extraction of the selected articles, the PyMuPDF library was used. This is a high-perfomance

Python library for data extraction, analysis, conversion and manipulation of PDF and other documents

(Artifex, 2025). For each article, line breaks were removed and whitespace was normalized to clean the

beginning and end of the text.

Pre-Processing

Sentence Segmentation Next, the text was segmented into sentences using the en_core_sci_sm

model from scispaCy, a specialized NLP library for processing biomedical texts which builds on the robust

spaCy library (Neumann et al., 2019).

Chunking The parsed text was then grouped into fixed-size sentence chunks and consecutive groups of

10 sentences were grouped to form context passages. Additionally, noise reduction through filtering chunk

with fewer than 30 tokens and punctuation reduction was executed.

The processing described above was done for all of the 20 PDF files and each resulting chunks were

saved in a separate CSV file for each PDF. The final structured output included metadata such as the page

number, sentence chunk content, character and word counts and an approximate token count.

3.2.2 Embedding Generation

Each sentence chunk generated was converted into a vector using the Multilingual E5 Large Instruct

sentence transformer model, a multilingual instruction-tuned model optimized for semantic similarity tasks

across languages. This transformation enables efficient semantic comparison and retrieval operations for
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downstream tasks involving LLMs (Wang et al., 2024a). The final embeddings were stored in CSV files.

3.2.3 Retrieval and Generation with LLMs

Prompt Testing

The overall workflow adopted for this procedure is illustrated in Figure 3.2. To identify the most effective

prompts for extracting PPIs, a set of 41 candidate prompts was tested using five LLMs available through the

Hugging Face Hub 2. For this evaluation, a single article from the GENIA corpus, entitled ”The Peri-kabba

B Site Mediates Human Immunodeficiency Virus Type 2 Enhancer Activation in Monocytes but Not in T

Cells”, which described PPIs in its full text, was selected as an input (Clark et al., 1995). This document

served as a consistent test case to compare how different prompts influenced the quality of the extracted

interactions. The choice of a single representative article ensured that the evaluation focused on prompt

design rather than on variability across texts.

Figure 3.2: Schema of the RAG pipeline applied for prompt testing.

The candidate prompts were evaluated based on their ability to correctly extract three elements: protein

A, the interaction type, and protein B. Each element was assessed according to the criteria presented in

Table 3.3 and assigned a rating of Good (G), Neutral (N), or Bad (B).

For proteins, a Good (G) rating was assigned when the extraction included either only protein(s) or

protein(s) together with the associated article information, reflecting correct and meaningful extraction

from the document. A Neutral (N) rating was given when the extraction included either protein(s) together

with template information from the prompt or protein(s) together with article information and template

information from the prompt, indicating partial correctness but reliance on the prompt rather than the

article. A Bad (B) rating was assigned when no protein was extracted or only irrelevant information (e.g.,

article text or template proteins) was returned.
2 https://huggingface.co/
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For interaction types, a Good (G) rating corresponded to the extraction of only interaction types, which

is the most precise and useful output. A Neutral (N) rating reflected extra information included in the

extraction which could reduce specificity. A Bad (B) rating was assigned when no interaction type was

extracted, rendering the result incomplete.

Prompts were then ranked based on the number of G, N, and B ratings across these three elements.

Prompts with the highest number of G’s and minimal N’s were considered the best-performing. Using

this selection criterion, the initial set of 41 prompts was narrowed down to 10 top prompts, which were

subsequently used to extract PPIs from the 20 preselected articles. The final set of selected prompts is

listed in Appendix C.

Some of the models used for prompt testing have been previously mentioned in Section 2.1.3 -

BioMistral-7B and Mistral-7B-v0.1 - as well as quantized versions of earlier introduced models (Section

2.1.3), namely Meditron 7B–GPTQ and LLaMA-2-13B–GPTQ (Labrak et al., 2024a; Jiang et al., 2023;

Chen et al., 2023b; Touvron et al., 2023). Additionally, LLaMA-2-7B–hf, another variant from the LLaMA

2 family available in Hugging Face format, was also tested (Touvron et al., 2023). These specific versions

were chosen based on availability and hardware compatibility.

All model training and inference tasks were performed on the UGent High-Performance Computing

(HPC) cluster,3 which features the following specifications: 2x 24-core AMD EPYC 7413 processors (Milan

@ 2.2 GHz) and 4x NVIDIA Ampere A100 GPUs, each with 80GB of GPU memory.

PPI extraction

The computed chunks mentioned in Section 3.2.2 were grouped by the PubMed ID, i.e., by research

articles. To extract protein–protein interactions (PPIs), the set of 10 top-performing prompts, selected

during prompt testing (see Appendix C for the full list), was used. These 10 prompts were chosen rather

than only the single best prompt to increase coverage and robustness, as different prompts can extract

complementary interactions from the same text. Figure 3.3 illustrates how the set of prompts is integrated

into the RAG pipeline. Each prompt was embedded using the same multilingual sentence transformer

model (Multilingual E5 Large Instruct) to ensure consistency with the chunk embedding space.

For each article, cosine similarity was computed between the embedded prompt and the stored chunk

embeddings. The top 10 most semantically similar chunks were selected and they provided contextual

input to every LLM alongside the original prompt, forming the input to the generation stage. The generated

outputs were parsed using regular expressions to extract structured PPI triples in the format:

3 Documentation available at https://docs.hpc.ugent.be.
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Figure 3.3: Schematic representation of how the 10 selected prompts were incorporated into the RAG

pipeline for PPI extraction.

Protein A -> [interaction type] -> Protein B

Only interactions matching this pattern were retained. Each extracted interaction was saved along

with its source article, the prompt used, and the chunk of text that led to the generation. The results

were grouped by PubMed ID and exported as separate CSV files, facilitating downstream analysis and

evaluation.

For example, from the text chunk of article 10372271:

(...)The NF-KB family of transcription factors controls expression of a variety of proinflamma-

tory substances, including IL-1 and TNF-a as well as adhesion molecules and acute-phase

proteins.(...)

Protein A corresponding to NF-KB and Protein B corresponding to IL-1 were extracted, with the inter-

action type labeled as “modulation.”
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Table 3.3: Evaluation criteria for extracted Protein and Interaction Type outputs.

Category Description Evaluation

Protein

Extracted protein only (P) Extraction includes only pro-

tein(s)

G

Extracted article information + protein (RP) Extraction includes article in-

formation and protein(s)

G

Extracted protein + template (PT) Extraction includes protein(s)

and information from the

prompt

N

Extracted article information + protein + template (RPT) Extraction includes article in-

formation, protein(s), and in-

formation from the prompt

N

Extracted article information only (R) Extraction includes only arti-

cle information

B

Extracted article information + template (RT) Extraction includes article in-

formation and information

from the prompt

B

Extracted template only (T) Extraction includes only infor-

mation from the prompt

B

Extracted nothing No extraction B

Interaction Type

Extracted interaction types only (IT) Only interaction types were

extracted

G

Extracted more than just interaction types (NIT) Extraction includes more

than just interaction types

N

Extracted no interaction type (N) No interaction type was ex-

tracted

B
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Chapter 4

Results and Discussion

4.1 Prompt Testing

The results of prompt testing were evaluated based on three main components: Protein A, Interaction Type

and Protein B. This evaluation followed the criteria observed in Table 3.3.

4.1.1 Protein A Outputs

Figure 4.1 shows the distribution of prompt outputs for the Protein A component. Each bar on the x-axis

represents one of the possible output categories from Table 3.3 , while the color of each bar indicates its

quality classification: green for Good (G), yellow for Neutral (N) and red for Bad (B).

The most frequent outputs were classified as Bad, followed by Neutral, with only a small fraction

labeled as Good. A large proportion of the predictions consisted only of the examples embedded in the

prompts -represented by the tall red bar labeled T (Template) - indicating that models often reproduced

template content rather than extracting relevant proteins from the article. In contrast, the P category (only

proteins extracted) corresponds to the most desirable behavior and it appears least frequently.

For clarity, the abbreviations on the x-axis represent combinations of extracted content:

• P: only proteins extracted (Good)

• RP: article information and proteins (Good)

• PT: proteins and template/prompt proteins (Neutral)

• RPT: article information, proteins, and template/prompt proteins (Neutral)

• R: article information only (Bad)

• RT: article and template information (Bad)
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• T: template/prompt information only (Bad)

• N: nothing extracted (Bad)

A big chunk of the outputs generated by the models contained information from the template/prompts

proteins. According to Chang et al. (2025) (Chang et al., 2025), the addition of contextual information,

while it may enhance the model’s ability to infer interactions, it also adds noise which may affect the

model’s predictions. These resonates with the results obtained from the prompt testing since a big pro-

portion of the output were affected by the noise of the examples added to the prompts.

Figure 4.1: Protein A output grouped by quality.

The distribution of the quality of the prompt outputs for the Protein A component by each model is

shown in Figure 4.2. All models generated a higher amount of ”Bad” outputs compared to ”Neutral”

and ”Good” categories. Furthermore, Meditron generated no ”Good” outputs, while BioMistral generated

almost equal numbers of ”Neutral” and ”Bad” outputs. This may suggest that BioMistral generates more

desirable results compared to the other models; yet, this observations can only be further validated by

evaluating the model performance across the remaining set of PDFs.
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Figure 4.2: Quality of Protein A output per LLM.

4.1.2 Interaction Type Output

The figure below shows the distribution of prompt outputs for the Interaction Type component according

to the criteria in Table 3.3. Most outputs were classified as ”Good” (green), followed by ”Neutral” (yellow)

and ”Bad” (red) categories (see Figure 4.3).

The labels used in the figure are defined as follows:

• IT: extracted interaction types only (Good, G).

• NIT: extracted other information in addition to interaction types (Neutral, N).

• N: did not extract any interaction type (Bad, B).

Figure 4.3: Interaction type output grouped by quality.
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The distribution of the quality of the prompt outputs for the Interaction Type component by each model

is shown in Figure 4.4. All models generated a higher proportion of ”Good” outputs. Additionally, BioMistral

produced no ”Bad” outputs, while the other models produced more ”Bad” outputs than ”Neutral” ones,

except for Meditron. The latter generated more ”Neutral” outputs than ”Bad”. These results suggest,

once again, that BioMistral has the ability to generate more desirable outputs.

Figure 4.4: Quality of Interaction Type output per LLM.

4.1.3 Protein B Output

Figure 4.5 shows the distribution of prompt outputs for the Protein B component, using the evaluation

criteria in Table 3.3. Similar to Protein A (Figure 4.1), most outputs were classified as Bad, followed by

Neutral, with very few labeled as Good. The large ”T” (Template) bar indicates that many outputs consisted

only of the examples embedded in the prompts.

One notable difference from Protein A is that no outputs containing only proteins (”P”) were observed

for Protein B, suggesting that the models had more difficulty extracting this component independently of

the prompt templates.
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Figure 4.5: Protein B output grouped by quality.

The distribution of the quality of the prompt output for the Protein B component by each model can be

seen on Figure 4.6. All models generated a higher proportion of ”Bad” outputs, except for Mistral, which

generated more ”Neutral” outputs. No ”Good” outputs were obtained with Llama 2 7B, Llama 2 13B and

Meditron. This may suggest that Mistral generates more desirable outputs for the Protein B component.

Figure 4.6: Quality of Protein B output per LLM.

4.1.4 Overall performance of LLMs

The overall quality of LLM outputs was quantified using a simple scoring system. For each output type (Pro-

tein A, Protein B, and Interaction Type), the model predictions were first categorized as ”Good,” ”Neutral,”

or ”Bad” according to the criteria in Table 3.3. These categories were then mapped to numeric scores: 2

for ”Good,” 1 for ”Neutral,” and 0 for ”Bad.” The average score for each LLM across all evaluated outputs
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was computed separately for each component, resulting in the values shown in Figure 4.7.

Figure 4.7: Average Quality Score per LLM and Output Type.

According to the figure, BioMistral achieved the highest average score for the Protein A component

(0.56), followed by Mistral (0.32). The Llama 2 models and Meditron obtained substantially lower scores

(≤0.12) for the same component. For Protein B, Mistral achieved the highest score (0.56), with BioMistral

second (0.29), while the Llama models and Meditron scored ≤0.073. For the Interaction Type component,

BioMistral again had the highest score (1.5), followed by Meditron (1.4), whereas the Llama 2 models and

Mistral tied at 1.2 and 1.4, respectively. These results indicate that BioMistral consistently produces higher

quality outputs across different components, while performance for the other models varies depending on

the output type.

The next figure (Figure 4.8), compares the average performance of the LLMs used for prompt testing

across the three components (Protein A, Protein B and Interaction Type).
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Figure 4.8: LLM Performance Comparison Across Tasks.

BioMistral shows the strongest overall performance: the highest score for Protein A and Interaction

Type and the second highest score amongst the rest of the models for Protein B. Mistral performs best

at identifying Protein B component but presents a mid-range when it comes to the other components.

Meditron and the two Llama 2 variants share a common pattern of relatively low scores on the entity-

identification tasks (Protein A and Protein B; values ≤ 0.12) but moderate-to-high Interaction scores (Med-

itron 1.40; Llama 2 13B and 7B both 1.20). Overall, interaction extraction yields the highest absolute

values for all models, whereas entity-level extraction (Protein A and Protein B) shows much larger variabil-

ity between models.

4.2 PPI Extraction

The 20 preselected GENIA articles were used as input for PPI extraction. Each article was processed

through the RAG pipeline described in Section 3.2, which includes chunking, embedding, retrieval of

relevant chunks, and generation of PPI predictions by the LLMs. The 10 selected prompts were applied

within this pipeline for each testedmodel. For every model and prompt, the resulting predicted PPIs (protein

A, interaction type, protein B) were collected and normalized (lowercased and sorted) to form candidate

interaction pairs for evaluation. These predictions were then compared against benchmark datasets to

calculate precision, as described in the corresponding Methods subsections for each database.
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4.2.1 BioGRID

Precision was computed by comparing each predicted protein–protein pair against the BioGRID benchmark

described in Section3
�
.1.1. As detailed there, the benchmark includes all known interactions and considers

all synonym combinations for each protein, such that a predicted pair is counted as a true positive if any

of its synonym pairs appear in BioGRID. Pairs not found in the benchmark were counted as false positives.

Because it is unknown whether all interactions reported in the 20 GENIA articles are included in BioGRID,

the total number of true PPIs is not available, and thus recall and F1-scores could not be calculated.

Precision therefore provides an estimate of prediction accuracy relative to this benchmark, reflecting the

fraction of predicted interactions that are present in BioGRID.

In terms of precision, Llama 2 13B GPTQ achieved the highest score (0.50), followed by BioMistral

7B (0.45), Meditron 7B GPTQ (0.41), and Mistral 7B v0.1 (0.39) (Table 4.1). These results differ from the

outcomes of prompt testing, where Llama 2 13B GPTQ was never the best-performing model. However,

the relatively strong performance of BioMistral 7B in both settings is consistent with the trends observed

earlier as well as the weaker performance of both Meditron 7B GPTQ and Mistral 7B v0.1.

It was not possible to calculate recall or F1-scores for this evaluation because it is unknown whether

all PPIs reported in the 20 GENIA articles are included in BioGRID. Therefore, the total number of true

interactions in this subset cannot be determined. Precision was used as the evaluation metric, reflecting

the fraction of predicted interactions that are present in BioGRID, and providing an estimate of prediction

accuracy relative to this benchmark.

Overall, these findings may suggest that BioMistral demonstrates stable performance across evalua-

tion methods, the performance of Llama 2 13B GPTQ appears to be more task-dependent.

Table 4.1: Performance of LLMs on BioGRID benchmark.

Model True Positives False Positives Total Predictions Precision

BioMistral 7B 1789 2183 3972 0.4504

Llama2 13B GPTQ 5409 5403 10812 0.5003

Meditron 7B GPTQ 2845 4139 6984 0.4074

Mistral 7B v0.1 6136 9682 15818 0.3879
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4.2.2 STRING

Precision was computed against the STRING benchmark in the same manner as for BioGRID (see Sec-

tion 3.1.2 for benchmark creation). The evaluation showed that LLaMA 2-13B GPTQ achieved the highest

precision (0.47), followed by Meditron 7B GPTQ (0.38), BioMistral 7B (0.35), and Mistral 7B v0.1 (0.27).

LLaMA 2-13B GPTQ again obtained the leading score, contrasting with the results from prompt testing.

BioMistral 7B performed worse compared to both prompt testing and the BioGRID benchmark. Mistral 7B

v0.1 showed the lowest precision score. Overall, models performed worse on STRING than on BioGRID:

the number of true positives decreased slightly, while false positives increased, leading to a general drop

in precision.

As with BioGRID, recall and F1-scores were not calculated due to unknown coverage of true PPIs in

the 20 GENIA articles.

Table 4.2: Performance of LLMs on STRING benchmark.

Model True Positives False Positives Total predictions Precision

BioMistral 7B 1377 2595 3972 0.3467

Llama2 13B GPTQ 5046 5766 10812 0.4667

Meditron 7B GPTQ 2646 4338 6984 0.3789

Mistral 7B v0.1 4273 11545 15818 0.2701

4.2.3 GENIA

The results, shown in Table 4.3, highlight an important contrast with the BioGRID and STRING evalua-

tions. Precision values for all models were very low, with Mistral 7B v0.1 achieving a comparatively higher

precision (0.0072), although this score is still near zero. However, when considering recall, Mistral 7B

v0.1 continued to show an advantage (0.62), while the other models remained below 0.20. Consequently,

Mistral 7B v0.1 also achieved the highest F1 score (0.0142), despite the overall low values across all

models.

These findings seems to emphasize the difficulty of PPI extraction at the sentence and document

level when evaluated against a curated benchmark such as GENIA. The large number of false positives

suggest that the models frequently predicted interactions that were not present in the benchmark, while

at the same time missing many true PPIs. However, it’s important to note that the GENIA benchmark only
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includes PPIs that appear in the abstracts of the articles, while the models were applied to the full text.

As a result, many of the interactions perceived as false positives may in fact be true positives that occur

elsewhere in the article but fall outside the annotated benchmark. This mismatch between the scope of

the benchmark and the model output probably explains the extremely low precision values observed, as

the evaluation penalizes valid extractions that are not represented in the abstract-based benchmark.

Table 4.3: Performance of LLMs on GENIA benchmark.

Model True Positives False Positives False Negatives Total predictions Precision Recall F1 score

BioMistral 7B 14 3958 79 3972 0.0035 0.1505 0.0069

Llama2 13B GPTQ 20 10792 81 10812 0.0018 0.198 0.0037

Meditron 7B GPTQ 8 6976 82 6984 0.0011 0.0889 0.0023

Mistral 7B v0.1 114 15704 71 15818 0.0072 0.6162 0.0142

4.2.4 Overall performance of LLMs

The results obtained across the three benchmarks shows a consistent tendency of LLMs to generate false

positive predictions in PPI extraction. Chang et al. (2025) have also reported a consistent bias to false

positive predictions in LLM-based approaches, highlighting a more general challenge associated with using

current LLM-based approaches (Chang et al., 2025).

A central limitation also lies in the corpora used for benchmarking. For example, the use of the GENIA

benchmark has played an important role in biomedical text mining research but it is no longer publicly

available and even when access was possible, structural challenges were presented. In particular, the

organization of the XML files makes it hard to extract PPI interactions and, therefore making it hard to

evaluate results. Alternative corpora such as BioInfer, HPRD50, IEPA and LLL are commonly used but

they are all made from abstracts or single sentences and not from full-text articles (Gill et al., 2024; Huang

et al., 2024; Doneva et al., 2024).

While LLMs have shown encouraging performance while detecting protein events, its application has

been restricted to abstracts and single sentences (Huang et al., 2024). While these demonstrate promising

results, it also highlights their dependency on abstract-level datasets which limits their applicability to a

broader scope of literature.

Furthermore, the complexity of unstructured biomedical text further enhances the challenging task

of extracting PPIs. Unlike structured data with a predefined structure, such as tables and datasets, un-

structured data contains abbreviations, it has context-depending meaning and lacks explicit markers for
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relationships (Gill et al., 2024). Additionally, the lack of a standard annotation across the corpora makes

benchmarking of the models difficult and reduces comparability between studies (Park et al., 2022)

Fine-tuning approaches can also help enhance models performance across PPI detections tasks. By

transferring general language knowledge into domain-specific contexts, their taks perfomance and accu-

racy can be improved. Gill et al. (2024) have shown promising results with fine-tuning BioBERT and

BERN2 with previously mentioned commonly used PPI databases such as HPRD50 and LLL through a

systematic and robust relation extraction framework the researchers built (Gill et al., 2024). Moreover, the

use of alternative methodological approaches might have led to different outcomes. For instance, prepro-

cessing pipelines such as Stanford CoreNLP or Apache OpenNLP for feature extraction, combined with

specialized tools for entity recognition like Gimli or NERsuite, could have improved the detection of PPIs.

Despite this, event extraction continues to be challenging. While simple events achieve high F1 scores,

complex interactions, such as binding or regulatory events, achieve lower levels of accuracy (Anandaraj

and Bali, 2023; Patwardhan et al., 2023).
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Chapter 5

Conclusion

This thesis investigated the capabilities of open-source LLMs in extracting PPIs from biomedical literature,

employing a RAG pipeline. With prompt testing, BioMistral generally produced the highest quality outputs

compared to the other models tested, which exhibited a more variable perfomance. The benchmarking

process against BioGRID, STRING, and GENIA indicated a greater number of false positives and generally,

a low precision; implicating that the more favorable results shown through prompt testing do not always

transfer to benchmark tasks.

The results of this work also indicated significant limitations of LLMs in performing extraction of a

biomedical relationship. Accurate entity recognition and reduced noise in template-based prompts were

noted to be challenging, as well as performing extractions to complex interactions, particularly from the

broad scope of abstracts to the full-text articles. The absence of full-text benchmarks further complicates

the evaluation process and limits validation of the output to be appropriately validated.

This work indicates that models built specifically for a particular domain may outperform models

that are produced with more generic purposes and that domain-specific training of LLMs seems critical

for successful applications in biomedical applications. The work also shows the need to use prompt

engineering and benchmark conscious evaluations in developing the highest performance of LLMs for PPI

extractions.

Despite these challenges, LLMs remain a promising tool for biomedical literature mining. Future work

should focus on fine-tuning models using full-text domain-specific corpora, the development of context-

aware entity recognition strategies and the development of full-text benchmarks that go beyond the abstract

and that capture entities and their relationships.

Overall, this thesis demonstrates that LLMs represent a valuable starting point for automated PPI

extraction, while also clarifying the methodological challenges that must be overcome for their reliable

application in biomedical research. By systematically evaluating open-source models within a RAG pipeline,

it highlights the gap between prompt-based performance and benchmark robustness, and underscores the
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importance of domain-specific adaptation and rigorous evaluation. More broadly, these findings contribute

to the growing evidence that LLMs, when carefully fine-tuned and validated, may have the ability to show

promise to accelerate biomedical literature mining, support the expansion of curated interaction databases,

and ultimately enhance our understanding of complex molecular interactions.
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Appendix A
BioGRID Dataset Details

Table A.1: BioGRID dataset columns and example entries (Part 1)

Column Name Example Entries
#BioGRID Interaction ID 103, 107, 183
Entrez Gene Interactor A 6416, 84665, 90
Entrez Gene Interactor B 2318, 88, 2339
BioGRID ID Interactor A 112315, 124185, 106605
BioGRID ID Interactor B 108607, 106603, 108625
Systematic Name Interactor A RP-547C9.3, GU280_gp01_nsp3 , RP11-531F24.1
Systematic Name Interactor B RP6-239D12.2 , RP1-290I10.1 , RP3-462O23.2
Official Symbol Interactor A MAP2K4 , MYPN , ACVR1
Official Symbol Interactor B FLNC, ACTN2, FNTA
Synonyms Interactor A CMD1DD|CMH22|..., DCML|IMD21|..., REPA2|RP-A p32|...
Synonyms Interactor B ABP-280|ABP280A|..., CMD1AA, FPTA|..., CMD1AA
Experimental System Two-hybrid, Synthetic Rescue, Negative Genetic
Experimental System Type physical, genetic, genetic
Author Marti A (1997), Bang ML (2001), Wang T (1996)
Publication Source PUBMED:9006895, PUBMED:11309420, PUBMED:8599089
Throughput Low Throughput, High Throughput, High Throughput|Low Throughput
Score 0.952, 0.46675, 0.55625
Modification -, Phosphorylation, Desumoylation
Qualifications #LPPI|Likely protein-protein interaction, figure 1, Source of MAFK not clear
Tags -, -, -
Source Database BIOGRID, BIOGRID, BIOGRID
Organism ID Interactor A 9606, 559292, 10090
Organism ID Interactor B 9606, 10090, 559292
Organism Name Interactor A Homo sapiens, Saccharomyces cerevisiae (S288c), Mus musculus
Organism Name Interactor B Rattus norvegicus, Gallus gallus, Drosophila melanogaster
Ontology Term IDs CHEBI:34159, APO:0000087, BTO:0000007
Ontology Term Names resistance to chemicals, HEK-293 cell, cellular morphology
Ontology Term Categories chemical, cell line, tissue
Ontology Term Qualifier IDs DOID:1749, APO:0000172, CHEBI:15422
Ontology Term Qualifier Names hepatocellular carcinoma, blood, ATP
Ontology Term Types partial rescue, wild type, undetermined
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Table A.2: BioGRID dataset columns and example entries (Part 2)

Column Name Example Entries
SWISS-PROT Accessions Interactor A P45985, Q86TC9, Q04771
TREMBL Accessions Interactor A -, A0A087WX60, D3DPA4
REFSEQ Accessions Interactor A NP_003001|NP_001268364|..., NP_001243197|NP_001243196|...,

NP_001104537|NP_001096
SWISS-PROT Accessions Interactor B Q14315, P35609, P49354
TREMBL Accessions Interactor B Q59H94, Q59FD9|F6THM6, -
REFSEQ Accessions Interactor B NP_001120959|NP_001449|..., NP_001094|NP_001265272|...,

NP_002018
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Appendix B
STRING Dataset Details

Table B.1: STRING dataset columns and example entries (Part 1)

Column Name Example Entries
#Complex ac CPX-1, CPX-8, CPX-9
Recommended name SMAD2-SMAD3-SMAD4 complex, SCF E3 ubiquitin lig-

ase complex, FBXL3 variant
Aliases for complex SMAD2/SMAD3/SMAD4 transcription factor complex,

-, CRL1-FBXL3 complex|SCF-FBXL3 complex
Taxonomy identifier 9606
Identifiers (and stoichiometry) of molecules in complex P84022(1)|Q13485(1)|Q15796(1),

P18846(1)|P18848(1),
P62877(1)|P63208(1)|Q13309(1)|Q13616(1)

Evidence Code ECO:0005547(biological system...), ECO:0005544
(...), ECO:0005546(...)

Experimental evidence -, intact:EBI-25772094, intact:EBI-8789396
Go Annotations GO:0071144(heteromeric SMAD protein complex),

GO:0000977 (...), GO:0042752 (...)
Cross references reactome:R-HSA-9736938(identity) , ww-

pdb:1LDJ(subset), pubmed:23542741(see-also)
Description A transcription factor complex which binds (...), E3

ubiquitin ligase which (...), Transcription factor com-
plex that binds the cAMP (...)

Complex properties The GIRK1-GIRK4, or I(KACh) channel complex (...),
The cardiac Troponin complex (...), CDC37 binds its
target proteins (...)

Complex assembly Heterotrimer, Heterodimer, Hetero 25-mer
Ligand Nppa (ENSG00000175206) promoter, von Willebrand

factor (P04275), Fatty acid (CHEBI:35366)
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Table B.2: STRING dataset columns and example entries (Part 2)

Column Name Example Entries
Disease Alzheimer’s disease|diabetes, Overexpressed in many solid tumors, Marker of cer-

tain types of cancer
Agonist -, calcium atom (CHEBI:22984)|magnesium atom (CHEBI:25107), Gamma-

aminobutyric acid (CHEBI:16865)
Antagonist -, 7SK snRNA (RNAcentral:URS000055E00D), heparin (CHEBI:28304)
Comment PRPF3 and SNU13 missing from U4, PSI-XML 2.5 interaction id 2593, Interaction

not observed in ASCC3 knockout cells
Source psi-mi:”MI:0469”(IntAct), psi-mi:”MI:2228”(ceitec), psi-mi:”MI:1332”(bhf-ucl)
Expanded participant list P84022(1)|Q13485(1)|Q15796(1), P16220(1)|P18848(1),

P18846(1)|P18848(1)
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Appendix C
Prompts Selected

Table C.1: Prompts selected for evaluation. G = Good, N = Neutral, B = Bad.

Prompt Text Protein A Interaction Type Protein B

6 From the context below, extract all protein-protein interactions in the for-
mat: Protein A -> [binding/modulation/activation/etc.]
-> Protein B. Only include clear interactions from the main body of the
document.

G G N

7 You are a biomedical research assistant specializing in extracting protein-
protein interactions from scientific articles. Only extract information di-
rectly stated in the text. Do not invent interactions. Output in the
format: Protein [name] -> [Interaction type] -> Protein
[name] Evidence: [direct quotation]

G N N

10 Extract protein-protein interactions from biomedical literature. Assign a confi-
dence score (High, Medium, Low) for each interaction, and include supporting
evidence.

G N G

22 Extract all protein-protein interactions from the context below in the for-
mat 'Protein A -> [Interaction Type (e.g., 'binds to',
'activates', 'forms complex with')] -> Protein B'. Only
include clear interactions from the main body of the document. Example in-
put: ”AKT1 activates mTOR and binds to GSK3B.” Example output: AKT1 ->
activates -> mTOR AKT1 -> binds to -> GSK3B Process the following context:

N N G

25 From the context below, extract all protein-protein interactions in the format:
'Protein A -> [Interaction Type (e.g., 'binds to',
'activates', 'forms complex with')] -> Protein B'. Only
include clear interactions from the main body of the document.

N N G

26 From the context below, extract all protein-protein interactions in the format:
'Protein A -> [binding/modulation/activation/etc.] ->
Protein B'. Only include clear interactions from the main body of the
document.

G G G
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Table C.2: Prompts selected for evaluation. G = Good, N = Neutral, B = Bad.

Prompt Text Protein A Interaction Type Protein B

29 List all protein-protein relations in the following form: 'Protein A ->
[Interaction Type (e.g., 'binds to', 'activates',
'forms complex with')] -> Protein B'. Only include clear
interactions from the main body of the document.

N N G

30 From the context below, extract all protein-protein interactions in the format:
'Protein A -> [Interaction Type (e.g., 'binds to',
'activates', 'forms complex with')] -> Protein B'. Only
include clear interactions from the main body of the document.

N N G

32 From the context below, extract all protein-protein interactions in the format:
'Protein A -> [binding/modulation/activation/etc.] ->
Protein B'. Only include clear interactions from the main body of the
document. Example: Input: ”AKT1 activates mTOR and binds to GSK3B.”
Output: AKT1 -> activation -> mTOR AKT1 -> binding -> GSK3B — Now process
the following context:

N N G

36 You are an expert biomedical information extractor. Task: Extract all protein-
protein interactions from the text below in the format: 'Protein A ->
[binding/modulation/activation/etc.] -> Protein B'
Only include clear interactions from the main body of the document. Note: The
following example is just for your understanding. Do not include this example
or any references to it in your output. Example (DO NOT INCLUDE THIS IN
YOUR OUTPUT): Input: ”AKT1 activates mTOR and binds to GSK3B.” Expected
Output: AKT1 -> activation -> mTOR AKT1 -> binding -> GSK3B — Now, extract
interactions from this context:

N N G
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