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Abstract. While there is an increasing interest in Machine Learning
(ML) based solutions, scarce research has been devoted to the deploy-
ment and monitoring of ML models. In this work, we address this research
gap by proposing a new data drift ML update strategy that only consid-
ers changes in the input features. Using the realistic Growing Window
(GW) and RollingWindow (RW)ML deployment simulation schemes, we
propose two Drift variants (DGW and DRW), which are compared with
three other ML update approaches: Single Training (ST) and Periodic re-
training methods (PGW and PRW). Several computational experiments
were held, using the XGBoost regression learner and 8 public-domain
datasets related to energy production and consumption. Overall, when
considering both the predictive performance and computational effort,
the proposed DGW and DRW obtained competitive results. In partic-
ular, quality predictive errors were achieved (overall value of 1.33% for
DGW and 1.43% for DRW), while requiring around half of the compu-
tational effort when compared with the periodic update versions (PGW
and PRW).

Keywords: Data Drift · Machine Learning Deployment · Regression.
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1 Introduction

Due to advances in Information Technology (IT), there is currently a worldwide
increasing interest in the development of Artificial Intelligence (AI) and Ma-
chine Learning (ML) solutions [6]. Following this AI interest growth, there has
been substantial research focused on data preparation, modeling, and evaluation
stages of the ML pipeline workflow (e.g., proposal of new data processing func-
tions, ML algorithms or evaluation measures). However, much less research has
been set towards the ML deployment phase, in particular regarding supervised
batch (thus offline) ML model update strategies [11]. As shown in Section 2, the
few related works in this area mostly assume either a periodic model retraining
or a performance monitoring trigger (retraining the model only when there is a
decay in the quality of its predictions).

In this paper, we propose a novel data drift approach that only considers
changes in the input features to trigger an ML retraining (update) need. When
compared with the periodic update strategy, our approach requires less com-
putation effort, since it leads to fewer ML updates. Moreover, when compared
with the performance monitoring strategy, our approach can potentially trigger
faster ML retraining (thus better overall predictions), since it does not require
a predictive test set with target values. We particularly address the energy ap-
plication domain, which is linked with a green transition context. Using eight
public-domain energy production and consumption datasets and an eXtreme
Gradient Boosting (XGBoost) regression learner, we perform several compara-
tive computational experiments in order to compare five ML update strategies:
a Single Training (ST) baseline, a Periodic Growing Window (PGW) or Rolling
Window (PRW) retraining scheme, and our data Drift approach, under GW and
RW variants (DGW or DRW). For each ML update strategy, we measure the
predictive performance (considering a large number of test set batches) and the
computational effort (in terms of the required number of model updates).

This paper is organized as follows. Section 2 discusses the related work. Then,
Section 3 details the energy datasets, the ML base learner, the ML update strate-
gies and evaluation measures. Next, Section 4 presents and analyzes the obtained
results. Finally, Section 5 discusses the main conclusions and future work.

2 Related Work

The synthesis of the relevant research literature is presented in Table 1, in terms
of: the Number of Datasets (#Datasets), the nature of the MLTask and several
aspects regarding the ML Update Strategy, namely the Training, Learning
and Refreshing modes. The last row of the table positions our approach. A
varying number of datasets were adopted by the related works, ranging from one
[12, 22] or two [7, 13] datasets to as many as 13 [11]. In our work, we explore 8
datasets, which corresponds to the third largest number. Regarding the ML task,
most studies focus on classification goals [1, 4, 7, 9, 11, 13, 22], while we address a
regression task (prediction of energy production or consumption).
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Turning to the training modes, the most common procedure is the GW, also
known as incremental retraining, followed by the RW scheme. Similarly, in some
recent studies (e.g., [9, 11]), we adopt both GW and RW schemes in our research.
As for the ML Learning Mode, half of the analyzed works assume an offline
batch supervised learning [1, 4, 11, 22]. This type of learning is addressed in this
paper since it suits the monthly time period in which the new energy data ar-
rives. In effect, the offline batch training of the adopted XGBoost learner requires
just a few minutes of execution time when using the adopted computer server
(see details in Section 4). Finally, regarding the ML update trigger mechanism
(Refresh Mode) most works either adopt performance-based [4, 12, 13, 22] or
periodic [1, 7, 9, 11, 22] updates. While the former entails refreshing the model
when performing below a predefined performance threshold, the latter involves
model updates at specified time intervals (e.g., monthly). Noteworthy is a sin-
gular study utilizing the drift on the target variable as a refreshing trigger [12].
To our knowledge, there are no research works that measure drift on the input
features only, as a determinant trigger to perform a model retraining (as exe-
cuted in this work). The advantage of our approach when compared with target
drift [12] or performance approaches (e.g., [13]) is that input features are often
known before the target values. For instance, in our monthly datasets, the input
attributes (e.g., energy sector, geographic region or even previous consumption
values) are already available prior to the collection of the energy production or
consumption values. Thus, the proposed input feature drift method can poten-
tially trigger faster ML updates.

Table 1. Summary of the related works.

ML Update Strategy

Task Training Mode Learning Mode Refreshing ModeRef. #Datasets
Cls. Reg. ST GW RW Batch Stream Perf. Time Target Feat.

[7] (2020) 2 X X X X X
[22] (2021) 1 X X X X X
[4] (2022) 4 X X X X
[12] (2022) 1 X X X X X X X
[1] (2022) 3 X X X X
[13] (2022) 2 X X X X
[9] (2022) 11 X X X X X
[11] (2024) 13 X X X X X X

This work 8 X X X X X X

Task: Cls. - Classification; Reg. - Regression;
Training Method: ST - Single Training; GW - Growing Window; RW - Rolling Window;
Refreshing Mode: Perf. - Performance; Feat. - Features;
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3 Materials and Methods

3.1 Energy Production and Consumption Data

This study utilizes 8 public-domain datasets from the United States of America
(U.S.), extracted from the U.S. Energy Information Administration (EIA)6. Each
dataset encompasses a monthly time-series structure, capturing data on energy
production and consumption. Table 2 characterizes the energy datasets in terms
of their identification (columnDataset),Description,Data Range (in years),
number of examples (#Instances) and analyzed data features after applying
the preprocessing procedure (#Features). The last column is set in terms of
the number of adopted Categorical and Numerical features (which includes the
energy target and its lagged values).

Table 2. Characterization of the energy datasets.

#FeaturesDataset Description Date Range #Instances
Cat. Num.

1 Fuel consumption for electricity production by fuel
type (e.g, in Short Tons, Mcf, Barrels, Billion Btu) 2002 - 2010 76,586 3 15

2 Energy consumed by economic sectors (in Trillion
Btu) 1973 - 2023 16,200 2 16

3 Electricity consumption by sector (in Billion kWh) 1974 - 2023 1,608 2 16
4 Electricity production by sector (in Billion kWh) 1974 - 2023 2,208 2 16
5 Primary energy by source (in Quadrillion Btu) 1974 - 2023 7,548 2 16

6 Primary energy consumption by source (in
Quadrillion Btu) 1973 - 2023 6,948 2 16

7 Renewable energy consumption by primary energy (in
Trillion Btu) 1974 - 2023 5,052 2 16

8 Renewable energy production by primary energy (in
Trillion Btu) 1974 - 2023 2,304 2 16

Features: Cat. - Categorical; Num. - Numerical.
Units: Thousand cubic feet (Mcf), British thermal unit (Btu), kilowatt-hour (kWh).

In terms of data preprocessing, in order to improve the predictive results
by capturing monthly seasonal patterns, we applied the popular sliding time
window transform [8] to the output energy target (y), resulting in 12 lagged
numeric inputs that were added to all datasets and that correspond to the energy
production or consumption values of the previous 12 months (one year). After
applying this procedure, there were a few examples (the oldest ones) for which
there were no previous lagged values and thus were discarded from the datasets.

While lagged numeric inputs are included in the datasets, they also include
several categorical and numeric features. Thus, rather than adopting a pure
univariate time series forecasting approach, in this work, we assume an ML re-
gression task. The categorical and numeric features were treated as follows. The
6 https://www.eia.gov/totalenergy/data/annual/index.php
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energy values (y) are used as the numeric target and also to compute the 12
lagged inputs. The temporal features (month and year) were only used for two
purposes: to execute the sliding window preprocessing step; and to chronologi-
cally order the examples, allowing to simulate the GW or RW procedures. We
note that the month and year were not used as inputs by the ML models, in
order to avoid a memorization that would prevent a proper predictive gener-
alization. For instance, if the year input was adopted, it would imply a strong
ML extrapolation when performing predictions for the year 2024 since there are
no training examples for the same year. All other data features were kept in
the datasets, such as the energy type, sector or geographic region. One of the
datasets (1) contained different unit values for the energy target (y). This was
handled by keeping the original target values (y) while adding a categorical input
that defined the unit type (e.g., Barrels, Billion British thermal unit - Btu).

3.2 ML Update Methods

For this study, we adopted the XGBoost base learner, which is an implementation
of an ensemble of gradient-boosted decision trees designed to be computationally
efficient and provide good predictive performance [3]. This ML algorithm is quite
popular given that it won numerous ML competitions [17].In order to provide
fair unbiased comparison and also to reduce the computational effort, in this
work we adopt the default XGBoost hyperparameters for all tested ML update
strategies, as implemented using the xgboost Python module.

In terms of the evaluation procedure, a time order holdout split was applied
to all datasets. Each dataset was thus divided into an initial training set with W
of the oldest examples (70%) and an evaluation set with the most recent records
(30%). The evaluation sets were further partitioned into monthly batches (with
T test examples). The total number of evaluation batches (B) varies from 30 to
184 (as shown in column #Batches of Table 4).

In this study, we compared five different strategies for updating the mod-
els, namely Single Training (ST), Periodic Growing Window (PGW), Periodic
Rolling Window (PRW), Drift-based Growing Window (DGW), and Drift-based
Rolling Window (DRW). The ST strategy is used as the baseline and consists of
a single training of the model with the initial data (70% of the oldest instances)
and never refreshing it.

The PGW and DGW strategies follow the same base Growing Window
(GW) approach [15], which consists of iteratively training a model on increasing
amounts of historical data. Initially, the PGW model is trained with a smaller
window of past data (70% of the oldest examples). Then, it is updated (retrained)
with additional data in subsequent iterations (one for each evaluation batch),
gradually expanding the training window size by monthly batch increments (as
shown in Fig. 1). The PGW scheme realistically simulates a supervised offline
usage of an ML over time, allowing the ML model to periodically adapt to new
incoming data (every month). As for the DGW approach, it is similar to the
PGW strategy except that the ML model is only retrained when there is an in-
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put data drift (as further explained in this subsection). Thus, the DGW method
tends to produce fewer ML updates when compared with PGW.

Fig. 1. Growing Window scheme. Fig. 2. Rolling Window scheme.

Turning to the PRW and DRW methods, they assume the same Rolling
Window (RW) scheme [21], which involves creating a moving window of fixed
size along a time-ordered dataset. In the first iteration, the ML algorithm is
trained with the W oldest elements and tested on subsequent T ones. Each time
a new incoming batch of data arrives (in our case, one month), the training set
is updated by discarding the oldest T records and adding newer T ones, thus
rolling the training window (as shown in Fig. 2). The PRW is more suited for
higher temporal dynamic changes since it discards the oldest training records.
Also, it is more computationally scalable when compared with PGW, since the
training effort is the same (i.e., same training size of W ) across the distinct
RW iterations. Similarly to what was previously described, the DRW approach
follows the same PRW scheme (e.g., training size of W ) except that the ML is
only retrained when an input data drift is detected.

The proposed input data drift trigger works as follows. Let xi,tr and xi,ts

denote the i-th input feature values of the training (of size W ) and test sets
(of size T ), respectively. The input feature drift measure (DFi) is computed
as: DFi = drift(xi,tr, xi,ts), where drift denotes the drift measurement func-
tion. In this work, we adopt a recently proposed tool to compute this function,
namely the Evidently Python library (https://docs.evidentlyai.com). In a re-
cent benchmark study [16], this tool provided competitive results when compared
with other data drift detection tools (e.g., NannyML, AlibiDetect). We adopt
the default Evidently configuration, which assumes:

numeric data – a two-sample Kolmogorov-Smirnov test [2] (if less than 1000
observations in the reference set, which corresponds to the training data –
xi,tr) or a Wasserstein Distance measurement [19] (otherwise);

categorical data – a proportion difference test for independent samples based
on the Z-score (if a binary feature and less than 1000 observations in the
reference set), a chi-squared test [20] (if multi-class feature with less than
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1000 observations) or a Jensen–Shannon divergence measurement [14] (oth-
erwise);

confidence level in all tests – 0.95.

For each i-th input feature, the adopted tool returns a binary value, thus DFi ∈
{0, 1}. Since a predictive ML model uses several input features (i ∈ {1, 2, ..., I}),
where I denotes the total number of inputs, in this work we propose a global
input drift measurement (D) that is based on a weighted sum when considering
the ML input feature importances, namely:

D =

I∑
i=1

FIi ×DFi (1)

where FIi ∈ [0, 1] denotes the input relevance of the i-th input feature when
analyzing the last trained ML model. To compute this relevance, we adopted
the xgb_model.feature_importances_ values that are already computed by
the xgboost Python module. For other ML algorithms, different input relevance
methods could be adopted, such as the sensitivity analysis proposed in [5] and
that is applicable to any supervised ML algorithm. Finally, the ML update trig-
ger is tested for all B batch iterations of the GW or RW procedure and executed
(launching a model retraining) when D > Th, where Th ∈ [0, 1] is a threshold
(in this work we adopt the middle range value, namely Th = 0.5).

3.3 Evaluation Measures

After obtaining the ML predictions for a particular test batch (of size T ), the
Normalized Mean Absolute Error (NMAE) predictive performance measure is
computed:

MAE =
1

T

T∑
i=1

|yi − ŷi| (2)

NMAE =
MAE

max(y)−min(y)
(3)

where yi denotes the target value for the i-th test example, ŷi the corresponding
ML prediction, max(y) and min(y) represent the minimum and maximum target
values (when considering all data). The NMAE measurement has two main ad-
vantages [18]. Firstly, it is a scale-independent measure, allowing the comparison
of the results related to different datasets. Secondly, it is easy to interpret, since
it is expressed as a percentage value (the lower the value, the better the predic-
tions). The NMAE value is computed for each test batch. The overall results
(considering all B batches) are aggregated by using the median measurement.
Statistical significance (p-value below 0.05) is obtained by computing a paired
Wilcoxon non-parametric test [10].

Regarding the computational effort, we also measure the total number of
ML updates (U). Thus, a larger value of U would imply a higher computational
effort (since more ML models are trained). For ST, PGW and PRW, the number
of updates is fixed and equal to: U = 0 (ST) and U = B − 1 (PGW and PRW).
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4 Results

All experiments conducted in this paper were executed using Python code that
was executed in a Linux server running Ubuntu 20.04 with 32Gb of memory
and 16 cores. Table 3 presents the median NMAE values (for all B test batches)
achieved by each update strategy on each dataset, as well as the global values
(median value over all datasets, as shown in the last row of the table). Globally,
XGBoost updated using the DGW method achieved the lowest NMAE result
(1.33%), followed by DRW (1.43%) and GW (1.45%) methods. On the other
hand, the PRW method resulted in the worst predictive performance, with a
global median NMAE of 2.91%, and the ST the second worst, with 2.90%. In
particular, XGBoost using the DGW method presented the best predictive per-
formance for datasets 1, 6 (tied with PGW) and 8, with 0.03, 0.85 and 1.81
NMAE values, respectively. As for the DRW method, it resulted in the best me-
dian NMAE values for datasets 3 (3.13%), 4 (2.08%), 5 (0.67%) and 7 (6.23%),
while GW method lead XGBoost to perform better predictions on datasets 2
and 6 (tied with DGW), with, respectively, 0.56% and 0.85% median NMAE
values.

Table 3. Comparison of NMAE (in %) results (best values in bold).

MethodDataset
ST PGW PRW DGW DRW

1 0.04 0.04 0.11 •0.03 0.04
2 0.63 ?0.56 2.01 0.61 0.65
3 5.51 3.17 9.77 3.17 •3.13
4 2.68 2.26 10.4 2.26 •2.08
5 3.11 0.72 1.55 0.69 ◦0.67
6 1.24 •0.85 2.33 •0.85 0.86
7 9.65 6.36 10.94 6.51 •6.23
8 8.79 2.04 3.49 ?1.81 1.99

Global 2.90 1.45 2.91 •1.33 1.43

Method: ST - Single Training; PGW - Periodic Growing Window; PRW - Periodic Rolling
Window; DGW - Drift Growing Window; DRW - Drift Rolling Window.
?: Statistically significant compared with all.
◦: Statistically significant compared with ST, PGW and PRW.
•: Statistically significant compared with ST and PRW.

Complementary to these results, Table 4 presents the total number of batches
(B) and model updates (U) for the DGW and DRW methods on each dataset.
DRW and DGW present the same number of ML model updates for datasets
3, 7 and 8, and different in the others. In general, both methods have a similar



A Data Drift Approach to Update Deployed Models 9

computational effort when compared against each other. However, when com-
paring the input-drift-based methods to PGW and PRW, there is in general a
significant computational effort decrease. For example, around half of the up-
dates are required by DGW and DRW for five of the energy datasets (2, 3, 6, 7
and 8). Overall, both the proposed methods (DGW and DRW) have shown the
best balance between the predictive performance and computational cost, when
compared with the remaining ones (ST, PGW and PRW).

Table 4. Number of model updates.

#Updates (U)Dataset #Batches (B)
DGW DRW

1 30 1 1
2 184 82 64
3 180 87 87
4 180 179 173
5 180 142 130
6 184 63 65
7 180 87 87
8 180 87 87

Both DGW and DRWmethods obtained high quality performances (as shown
in Table 3 and Fig. 3), with no clear winner. While requiring the same compu-
tational effort, DGW presented the best overall predictive performance (yet not
statistically significant when compared with DRW) and 3 best dataset results.
As for DRW, it obtained a quality global median NMAE (1.43%) and 4 best
dataset results. Nevertheless, DRW is more scalable over time than DGW and
thus it is more useful for larger ML deployment stages.

Fig. 3. DGW predictions (blue dots, y-axis) for all test batches versus the target val-
ues (x-axis) for datasets 3 (left) and 6 (right). The diagonal line denotes the perfect
regression.
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For demonstration purposes, Fig. 4 plots the NMAE (y−axis) evolution val-
ues for different batches (x-axis) and update strategies for dataset 6.

In Fig. 4, the DGW and DRW methods tend to obtain the smallest NMAE
values.

Fig. 4. Evolution of the NMAE values for dataset 6.

5 Conclusions

In this paper, we propose a new input feature data drift approach, called Drift
Growing Window (DGW) and Drift Rolling Window (DRW), for updating en-
ergy prediction deployed Machine Learning (ML) models. Extensive experiments
conducted on eight public datasets from the U.S. energy sector demonstrated
that the proposed DGW and DRW methods achieved a competitive predictive
performance (e.g., overall predictive error of 1.33% and 1.43%) when compared to
other ML update strategies, such as Single Training, Periodic Growing Window,
and Periodic Rolling Window. Also importantly, our drift detection approach
resulted in a significant reduction in the computational effort required, with an
average decrease of over 40% (DGW) and 45% (DRW) in the number of model
updates needed compared to periodic strategies.

The main implications of this work are twofold. Firstly, by reducing the
number of model updates, the proposed approach can improve the efficiency
of deployed ML systems, especially in resource-constrained environments. Sec-
ondly, by utilizing input data drift as the update trigger, the proposed approach
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can potentially trigger model updates faster than performance monitoring-based
strategies, thus avoiding a prolonged degradation in the predictive performance.

In terms of future research, we intend to adopt more sophisticated methods
for detecting data drift, such as adaptive thresholds or online change detection
techniques. We also aim to study the applicability of our approach to other
real-world domains and tasks (e.g., classification).
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