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A B S T R A C T

Numerical Surgery: Modeling, Simulation and Visualization in Real Time

Numerical Surgery aims at simulating surgery procedures with a high degree of appli-

cability to real situations. It gathers techniques from several scientific areas such as mathe-

matics, physics, computer science and medicine. The use of computer simulation programs

based on biomechanical models enables to better understand the influence of preoperative

key parameters on the post-surgical results of, for instance, breast surgeries. Simulation of

different preoperative markings of the breast could prevent errors during the intervention

planning or correct the existent ones when the desired result was not achieved.

IN the last three decades, many biomechanical models of the breast were presented.

They intend to determine the shape, size and behaviour of the tissues when dealing with

external perturbations. Most of the models used data from medical equipment like CT

scans, MRI and ultrasounds but require expensive and limited equipment to obtain the

breast parameters.

The new proposed breast model carries out the numerical simulation by only using pre-

surgical measurements done by surgeons instead of data obtained from complex medical

equipment. Despite the strong assumptions stated, namely the approximately spherical

shape of the breast in a state of free stress and the new knitting conditions, the models

discussed provide an efficient and simple breast model that reproduces faithfully the be-

haviour of the breast tissues.

Parameter identifications such as the mechanical coefficients of the breast turn to be a

crucial goal since their values dramatically change from one patient to another. They have

to be provided for each patient in order to obtain a suitable simulation. Hence, along with

the new breast model, a new iterative method to estimate the breast geometrical and me-

chanical parameters was developed. Just like the breast model, this method estimates these

parameters as a function of the measurements performed by surgeons during consultations.

Numerical methods and more specific parameter identification requires important com-

putational resources and time that ranges between one minute to several hours, depending

on the underlying mesh and the accuracy. A neural network approach is presented in order

to offer an alternative way to efficiently assess the mechanical and geometrical parameter

of the breast model by returning a very good approximation in real time.

Considering the iterative method and neural networks strengths and weaknesses, it was

proposed a hybrid model that combines these two methods. This new approach aims at
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providing both fast and robust solutions to solve the problem of estimating geometrical and

mechanical parameters of the breast.

Simple access and friendly user tools are necessary to enable the surgeon to adopt and

effectively use numerical tools. A Web support simulator for breast knitting has been de-

veloped and experimented by surgeons that, besides providing real-life cases for testing,

also validated the data. Very good predictions of the simulator with real cases are reported

which encourage future researches in breast reduction and reconstruction.
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R E S U M O

Cirurgia Numérica: Modelação, Simulação e Visualização em Tempo Real

Cirurgia Numérica é uma área que reúne técnicas de diversas áreas cientı́ficas, como

matemática, fı́sica, informática e medicina. O uso de programas de simulação baseados em

modelos biomecânicos permitem uma melhor compreensão da influência dos parâmetros

pré-operatórios nos resultados pós-cirúrgicos, como no caso de cirurgias mamárias. A

simulação de diferentes procedimentos pré-operatórios da mama ajudam a prevenir erros

durante o planeamento da intervenção ou a corrigir problemas quando o resultado dese-

jado não é alcançado. Ao longo dos anos, muitos modelos biomecânicos da mama foram

apresentados que determinam a forma, tamanho e comportamento dos tecidos. A maioria

dos modelos usava dados de equipamentos médicos, como tomografia computadorizada,

ressonância magnética e ultrassonografias. O problema com a maioria dos métodos usados

para obter os parâmetros da mama está no uso deste tipo de equipamentos que são caros e

limitados.

É apresentado um novo modelo de mama que usa medidas pré-cirúrgicas feitas pelos

cirurgiões para criar a mama em vez de dados provenientes de equipamentos médicos.

A simplicidade do modelo e as suposições feitas, ou seja, a forma esférica aproximada

da mama num estado livre de stress e as novas condições de sutura fornecem uma boa

abordagem para o desenvolvimento de um modelo simples da mama que reproduz o com-

portamento dos tecidos mamários. A identificação dos parâmetros da mama, torna-se um

objetivo crucial, uma vez que seus valores mudam com a pessoa e precisam ser fornecidos

para cada paciente, a fim de obter uma simulação mais adequada. Assim, juntamente com

o novo modelo mamário, foi desenvolvido um novo método para estimar os parâmetros da

mama. Assim como o modelo mamário, este método estima estes parâmetros em função

das medidas realizadas pelos médicos durante consultas.

O método apresentado requer bastantes recursos computacionais assim como tempo que

pode variar entre um minuto e várias horas, dependendo da qualidade da malha e da pre-

cisão requerida. Uma abordagem envolvendo redes neuronais é apresentada para oferecer

uma alternativa de estimação dos parâmetros mecânicos e geométricos da mama, obtendo

assim uma boa aproximação em tempo real.

Considerando os pontos fortes e fracos do método iterativo assim como das redes neu-

ronais, um modelo hı́brido capaz de combiná-los é apresentado. Este novo método tem
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como objectivo criar uma solução rápida e robusta de resolver o problema de estimar os

parâmetros geométricos e mecânicos da mama.

Uma plataforma Web para simulação de cirurgias de redução mamárias foi desenvolvido

e experimentado por cirurgiões que, para além de fornecerem casos da vida real para testes,

também validaram os dados. Resultados com casos reais mostram um bom desempenho

pelo modelo de mama assim como pelo método de estimação de parâmetros e que por isso

encorajam pesquisas futuras.
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1
I N T R O D U C T I O N

Numerical Surgery is an area that gathers techniques from several scientific fields such as

mathematics, physics, computer science and medicine. This knowledge is used to create

tools to assist doctors/surgeons in the treatment of their patients, for example, simulating

surgical procedures (Delingette and Ayache (2004)). In 2012 breast cancer was the most fre-

quently diagnosed cancer in women worldwide and the second most common cancer over-

all (Ferlay et al. (2014)). However, it is not the only disease associated with the breast. In

fact, the majority of the lesions that occur in the breast (for example fibrocystic changes and

macromastia) are benign (Guray and Sahin (2006)). Some other problems which are con-

nected to orthopaedic issues (posture change and lumbar lordosis), as well as psychological

issues (eating disorders), can also arise from breasts with large cup sizes and asymmetries

(Findikcioglu et al. (2007); Nuzzi et al. (2014)).

The treatment for some of the diseases mentioned previously involves surgical proce-

dures. Some of them, like breast augmentation, focus on aesthetics (Swanson (2017)), others

like breast reductions and mastectomies focus on health and comfort (Foreman et al. (2009);

Lapid et al. (2013)). In any one of these cases the surgical procedure results depend on

several factors such as the patient’s age, breast tissue properties (amount of fat and glan-

dular tissues, tendons or muscles for instance), the surgical technique(s) and quality of the

surgeon(s) (Oliveira et al. (2013); Scott et al. (2005); Cardoso et al. (2013b)).

Many studies were conducted in order to help surgeons performing these surgeries (Azar

et al. (2002); Delingette and Ayache (2004); del Palomar et al. (2008); Han et al. (2012a);

Cardoso et al. (2013a); Eder et al. (2014); Eiben et al. (2016)). They lead to the design and

creation of breast models with geometrical parameters (shape and size) and mechanical

characteristics (viscosity and elasticity). These properties of the breast tissues are crucial to

evaluate the behaviour of the breast, namely to predict the aesthetic outcome of a surgery.

Some of these studies focused on helping live surgeries (Delingette and Ayache (2004)),

others produced numerical models of the breast by gathering and analysing data for the

physical and mechanical properties from medical exams like CT scans, MRI and x-rays

(Azar et al. (2002); del Palomar et al. (2008); Han et al. (2012a); Eder et al. (2014); Eiben

et al. (2016)). With the appearance of new visual technologies like cameras, sensors and

Kinect, new methods of creating digital representations and obtaining physical properties
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of the breast emerged (Henseler et al. (2014, 2016)). The problem with most of the methods

used to obtain the breast parameters lies in the use of expensive equipment whose usage

depends on those resources availability which in countries like Portugal can mean waiting

up to 6 months (Maia (2016); Carriço (2017)). Another aspect which has been disregarded

with the evolution of technology is the medical experience and techniques that surgeons

use to plan and perform their operations. It seems that it would be a waste not to use all the

information they gather during all stages of a surgery (cuts, sutures and also measurements

performed in the planning and post-operative stage).

But how can this information be used to create accurate models of the breast? How can

these models be used to simulate surgical procedures with fast and accurate responses?

To address such issues, a study of new methods to estimate breast parameters and sim-

ulate real procedures is conducted. It involves the inclusion of algorithms which have the

capacity to process a large amount of data in a short amount of time. These algorithms

rely on the usage of both accelerating hardware like the GPU or vectorisation units and the

training of models using deep learning algorithms.

1.1 motivation

The quest for better treatments is an ongoing effort for any health professional. The technol-

ogy evolution and the cumulative experiences over time are two keys factors for that goal.

While new equipment makes possible large data records about the patient, experience helps

the doctors to efficiently process information and decide what is the best treatment to un-

dertake. Surgery simulators and numerical models of the breast are numerical tools that

can support surgeons planning surgeries and with that reduce the probability of making

mistakes.

Many of the breast models that exist use the data provided by CT scans and MRI to build

the breast mesh and assess its behaviour (Azar et al. (2002); Rajagopal et al. (2008)). The

methods used to create the digital breast use the collected data and perform a series of

steps which include segmentation, classification, mesh generation and material properties

assignment in order to create a Finite Element Method (FEM) breast (Azar et al. (2002);

Rajagopal et al. (2008)). The digital breast encompasses the major structural elements, (i.e.),

the fat, glandular tissue, Cooper ligaments and other tissues that compose the breast are

modelled and their properties are set. Such detailed and complexity descriptions require

large computational resources but do not necessarily lead to much more accuracy than

simpler models (del Palomar et al. (2008)).

For routinely surgical procedures like a breast reduction surgery, there often is no neces-

sity to use expensive imaging machines, and so, when planning such surgical procedure, a

surgeon performs a set of measurements and marks the breast to indicate where to perform
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the incisions. The more experienced a surgeon is the more confident and accurate will be

the final results of that surgery. In any surgery there is the possibility of something go

wrong, but simulators can help reduce such eventuality, and therefore it is important to

use the information that the surgeons collect in this planning stage, in particular, the mea-

surements they perform on the patients, to create a model of the breast which can simulate

relevant surgical procedures. Whereas the common procedures require data from imaging

equipment to provide the biomechanical parameters of the breast (Azar et al. (2002); del

Palomar et al. (2008); Rajagopal et al. (2008); Han et al. (2012a)), a new method is proposed

that only uses the simple measurements that the doctor realises on the patients.

The complexity of the FEM models require a large number of computation resources for

achieving representative surgical simulation (Delingette and Ayache (2004)). Depending

on the number of unknowns (degree of freedom) of the FEM model and on the hardware

resources, simulations could take several days to complete or even weeks (Delingette and

Ayache (2004); Hopp et al. (2013); Martı́nez-Martı́nez et al. (2017); Liu et al. (2017)). With

the new computational power that modern Central Processor Unit (CPU) and Graphics

Processor Unit (GPU) have, these computational expensive algorithms now take less time

to complete. New software takes advantage of modern hardware like SOFA and NiftySim

(Talbot et al. (2015); Johnsesn et al. (2015)). The interest in having faster simulations is that

a surgeon can run multiple scenarios and better prepare the surgery. Nevertheless, if simu-

lations last a day or more, the numerical models are not sustainable in a hospital context. A

doctor has many patients to take care of and he cannot afford to waste time. Therefore the

methods developed to build the simulation architecture responsible for creating the digital

breast and perform the breast surgery simulations, need to be optimised. This optimisation

depends on the nature of the algorithms as well as the efficient use of modern CPU vectori-

sation units and/or the GPU capacity. Processing multiple data at the same time help to

improve the overall time consumption of the numerical simulations.

The nature of a breast model based on parameters relies on the viscoelastic coefficients

of the tissues and on geometric parameters which define the size and shape of a breast

(Delingette and Ayache (2004)). The usage of measurements performed in a doctor’s of-

fice to obtain those parameters will lead to optimisation algorithms which are very time-

consuming. However, for problems with sets of inputs (in this case the measurements)

that relate to a certain set of outputs (in this case the breast biomechanical parameters),

deep learning (neural network) is quite efficient and will be explored in the present work

to produce accurate solutions For breast simulation. Notice that deep learning algorithms

was already used in the medical context, but essentially connected to the identification and

classification of cancers and tumours (Sun et al. (2017); Litjens et al. (2017); Hamidinekoo

et al. (2018)). It is intended to apply the deep learning framework (for example a Neural
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Network (NN)) to train on simulation data that provide the biomechanical parameters of

the breast from a set of measurements.

This kind of approach leads to the elaboration of software capable of quickly simulating,

with adequate accuracy, surgical procedures and help in the education of future surgeons.

A team of doctors lead by Dra. Augusta Cardoso in Hospital de Gaia collaborates in this

project. They validate the data used and the results obtained.

1.2 objectives

The main goals of this project are to develop new methods and models for decision support

instruments that help doctors for the planning and management of surgical procedures.

Such supports help reducing the risks and improving the final result of the plastic surgery

as well as the life quality of the patient.

Two main issues are addressed: the construction of a numerical model based on nonlin-

ear mechanics for simulating surgery of the breath with suturing, and in an other hand,

one considers the parameters’ identification problem using simple data deriving from the

measures performed by the doctor. Moreover, new technologies based on the deep learning

algorithms are introduced to faster provide the necessary biomechanical coefficients and ge-

ometrical parameters that are fuelled in to the numerical model. The surgical procedures

are limited to breast reduction surgeries but the proposed methodology is extendable to

similar situations (soft tissues surgery).

In addition to the models, a study about the implementation efficiency is also done car-

ried out. Indeed, due to the time consuming nature of the numerical methods used in these

types of problems, an optimisation of said methods by taking advantage of the modern

hardware (CPU vectorisation units and GPU) is done. In the end, there is also an interest

of create a simulation architecture with the conducted research with the intent of it being

used by doctors to use them in their surgery plannings and also by teachers to help theirs

students gain some sensibility and experience before jumping into real life cases.

1.3 contributions

The main contributions of the manuscript are the following:

• A new breast numerical model capable of simulating with accuracy breast reduction

surgeries;

• A proof of concept related to the possibility of using measurements performed on a

patient by a doctor in an office to retrieve with success the biomechanical parameters

of the patient’s breast;
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• A new method, based on the proof of concept, to estimate biomechanical parameters

of a breast by using measurements performed on a patient;

• Introduction of deep learning algorithms to provide the biomechanical parameters of

the breast from a set of measurements of a patient;

• Optimisation and speed-up of the numerical methods used in the breast surgery sim-

ulator architecture by using vectorisation and gpu computing;

• The development of an online platform for breast simulation and parameter identifica-

tion ensuring surgeons to plan breast reduction surgeries and evaluate the properties

of a breast. Platform located at ”http://surgery.natura2.di.uminho.pt/vaps.html”.

In addition to this, other contributions including articles and conferences are:

• D. Lopes and S. Clain and R.M.S. Pereira and G.J. Machado and G. Smirnov and I.

Vasilevskiy, Numerical simulation of breast reduction with a new knitting condition,

International Journal for Numerical Methods in Biomedical Engineering, Volume 33,

Issue 2, 2017, doi: 10.1002/cnm.2796;

• Diogo Lopes and Stéphane Clain and Augusta Cardoso and Igor Vasilevskiy and

Georgi Smirnov, Breast Simulation Applications in Real-Life Cases, 7o Congresso Na-

cional de Biomecânica, January 2017, Guimarães.

Papers in the process of submission:

• Diogo Lopes, Stéphane Clain and António Fernandes, Parameters identification method

for breast biomechanical numerical model, Journal of the Mechanical Behavior of

Biomedical Materials

• Diogo Lopes, Stéphane Clain and António Fernandes, Estimation of the Breast Me-

chanical Parameters with a Hybrid Method, IEEE transactions on Biomedical Engi-

neering

1.4 document structure

The outline of the manuscript structure is the following. Chapter 2 presents an overview

of the research scope as well as a review of the state of the art on soft tissue modelling

and breast models. In chapter 3 a new breast model with all surgery simulation aspects

is introduced. Chapter 4 is dedicated to the proof of concept and the new method to esti-

mate the biomechanical parameters of the breast using measurements of a patient’s breast.

Chapter 5 presents the optimisation steps taken to improve the computational efficiency
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of the breast model. A new paradigm for parameters evaluation with deep learning algo-

rithms is presented in chapter 6. A hybrid method that combines an iterative method and

machine learning is described in chapter 7. Chapter 8 propose an evaluation of the impact

of the study in real life cases is presented and describe the online platform that has been

developed. At last, chapter 9 presents the final conclusions and future work.
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2
N U M E R I C A L S U R G E RY

The human body is mainly made up of soft tissue and the medical issues on soft tissue mod-

elling are critical for improving treatments ranging from neurosurgery to plastic surgery

(Delingette (1998)). In a general way, modelling and simulation of soft tissue turn to be

an important toolbox to tackle anatomy behaviour to external perturbations (Delingette

and Ayache (2004)). Representative models can then be used to provide a glimpse into the

outcome of medical procedures like surgeries.

The breast is a complex soft tissue and there is a considerable literature dedicated to

create models and reproduce its shape, size and behaviour (Azar et al. (2002); del Palomar

et al. (2008); Han et al. (2012a); Cardoso et al. (2013a); Eder et al. (2014); Eiben et al. (2016)).

All of the proposed models consider the breast as a complex structure and evaluate the

external perturbations using numerical methods but they differ on which methods are used

and on the impact of some of the breast tissues. By analysing these models, one can have a

better understanding of how can these models be used in surgical circumstances and how

accurate they can be.

2.1 physiology

Knowledge of the human body from what can be seen with the unaided eye down to the

molecular level is fundamental to understanding how an organ structure and function are

modified, among other external sources, by disease (McCuskey et al. (2005)). For millennia,

manual palpation has been used to assist in diagnosis, but it is subjective and restricted to

superficial structures (Wells and Liang (2011)). During the last decades, there have been

new techniques for imaging anatomy in living patients (McCuskey et al. (2005)). Many

protocols and moralities of digital imaging techniques have been adopted to generate med-

ical images, including Magnetic resonance imaging (MRI), Computed Tomography (CT),

ultrasound, X-rays and others (Li et al. (2018)). With time, the usage of those technologies

and techniques became a normal procedure and play a key role in the treatment and man-

agement of diseases like cancer (Filleron (2018)). However, the radiologists and doctors

capacity to accurately obtain, communicate and interpret the imaging data without errors
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occurring are fundamental to the patient’s health (Zhou et al. (2015)). Moreover, there is al-

ways a level of uncertainty regarding the outcome of any treatment like a surgery (Ménard

et al. (2018)). For that reason, in the middle of the 1990’s, the necessity of predicting the

outcome of treatments, especially surgical procedures, arose (Delingette and Ayache (2004)).

That problem lies in the complexity of the living tissues and the way they respond to exter-

nal perturbations. Hence the importance of research and development of soft tissue models

and surgical simulators (Delingette and Ayache (2004)).

The human body is made up of soft tissues like tendons, skin, ligaments, muscles, in-

ternal organs and many others, which are biological tissues made up by cells, collagen,

elastin and ground substance (Marino (2018)). The mechanical response of soft tissues

is characterised by nonlinear stress-strain relationships associated with an incompressible

or quasi-incompressible behaviour due to the high water content (Delingette and Ayache

(2004); del Palomar et al. (2008); Chen et al. (2013); Marino (2018)). Besides, the mechanical

response has a high impact on the various organs in both health and disease. So the impact

of soft tissue models is relevant in many medical fields (Delingette (1998)). To model any

kind of soft tissue, one must consider its anatomy. On that regard, medical instruments like

MRI, CT and ultrasounds, among others, are very useful tools to help in determining the

shape, size, for instance, and mechanical properties of those tissues (Maurel et al. (1998);

Delingette and Ayache (2004); Eiben et al. (2016); Martı́nez-Martı́nez et al. (2017); Liu et al.

(2017)). In the end, this set of data are used to design constitutive models of the tissues

which in turn are used to simulate/predict the outcome of surgeries (Maurel et al. (1998);

Delingette and Ayache (2004); Marino (2018)). A constitutive model, or computational

biomechanical model, of a soft tissue, is a representation of the mechanical properties of

the materials through mathematical models together with physical concepts and empirical

data (Marino (2018)).

The response behaviour of soft tissues is quite complex and it turns difficult to determine

how the various components of a soft tissue like a liver or a breast will position after a

surgical procedure is undertaken. The forces applied by the surgeons and the instruments

during the surgery, as well as the gravity in a post-surgical context, lead the organs to

spatially re-arrange themselves in ways that are hard to predict (Delingette and Ayache

(2004)).

Collagen and elastin are the constituents which are mainly responsible for the tissue

elasticity, viscoelasticity, stiffness and strength properties while the high water content in

ground substance plays an important role in terms of the tissue mobility (Maurel et al.

(1998); Marino (2018)). Depending on the tissues, these constituents’ proportion and ar-

rangement vary. Elastin is assembled as a continuous network of fibres which allows the

tissues to resume their shape after stretching or contracting. Collagen is an abundant pro-

tein in the human body and is the main responsible for maintaining the structural integrity
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of soft tissues. It can be found in a regular network of fibres (e.g. tendons) or with an

irregular pattern (e.g. skin) (Holzapfel (2001)). It provides stiffness to the tissues, (i.e.),

the collagen tissues can be rigid like the ones existing in bones or they can be more or

less stiff in tissues like the skin, the tendons or even cartilage (Maurel et al. (1998); Marino

(2018)). Ground substance is a gelatinous matrix responsible for the viscoelastic behaviour

of tissues in the extracellular space and so its amount in dense connective tissues like the

tendons is much smaller when comparing to looser connective tissues like the skin (Maurel

et al. (1998)).

Unlike hard tissues like bones, soft tissues may undergo large deformations. First, soft

tissues behave anisotropically and present viscoelastic behaviour while they are considered

incompressible or quasi-incompressible. As an example, the skin is an anisotropic tissue

because it has different properties between the planar directions (tangent to the surface)

and the normal direction (deep in the skin). This can be seen in the Langer’s lines which

correspond to the directions of the collagen fibres preferred disposition (Langer (1978)).

The skin is a viscoelastic material because it possesses both recoverable elastic deformation

as well as viscous deformation. Depending on the amount of strain, (i.e.), for small defor-

mations the skin is capable of recovering to its original state but for larger deformations,

the skin can permanently deform. Moreover, the viscoelasticity is also represented by the

different responses to the same amount of strain applied in different time intervals (strain-

rate), (i.e.), when a certain amount of stress (σ) is exerted on the skin slowly will lead to a

different amount of strain (ε) when that same amount of stress is exerted but more quickly

(Marino (2018)). Like any other viscoelastic material, the skin exhibits stress relaxation

under constant strain and deforms under constant stress.

Figure 1: Viscoelastic response of soft tissues. On the left it shows the shift of the stress-strain
response curves (orange) according to the strain-rate (strain of the material with respect to
time). On the right the stress-strain curve of soft tissues with 4 regions: toe, heel, linear,
plastic.
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This means that with time if the skin is under constant strain, the levels of stress (σ) start

to decrease while if the skin is under constant stress it will continue and deform (Holzapfel

(2001)). If the process of loading and unloading of stress is repeated then a stress-strain

phase lag is experienced which can be seen in the figure 1 (left). The mechanical response

of soft tissues is highly nonlinear and can be characterised by J-shaped stress-strain curves

(Maurel et al. (1998); Holzapfel (2001); Marino (2018)). Figure 1 (right) shows 4 different

regions in the stress-strain curve. The toe and heel regions are considered low stiffness

regions where the fibres are relaxed. However, in the heel region, the stiffening response

by the tissue starts. The linear region strain range is characterised by higher stiffness of the

tissue where the fibres become straighter. Moreover, the region is considered linear due to

the shape of the curve in that area as seen in figure 1. When the values of strain are too

high the fibres start to show plastic behaviour, (i.e.), it leads to permanent deformations

(Holzapfel (2001); Marino (2018)). A material compressibility is defined by the change in

volume per change in pressure/stress (Maurel et al. (1998)). For very large changes in the

pressure applied to the skin, there are very small changes in volume, which means that

the skin is very hard to compress and therefore it is considered to be incompressible or

quasi-incompressible (Maurel et al. (1998)).

2.2 soft tissue modelling

The behaviour of many soft tissues was tested and studied with the observance of its mi-

croscopic composition as well as the response to deformations (Maurel et al. (1998); Marino

(2018)). The purpose of this evaluation was to obtain general constitutive laws describing

the behaviour of the materials. What was observed is that a soft tissue behaviour depends

on the structure and organisation of the elastin, collagen and ground substance over the

tissue. However, the mechanical properties of a tissue can hardly be completely assessed

(Maurel et al. (1998)). That leads to assumptions and necessary simplifications when devel-

oping any soft tissue model (Delingette and Ayache (2004)).

To recreate the behaviour of these tissues, from the biomechanical point of view, one has

to formulate a constitutive equation relating the tension in the material to the deformation

it undergoes. In other words, a biomechanical model is a mathematical description of the

tissues deformation with respect to the stress by linking the strain to the applied forces

assuming elasticity and viscoelasticity properties of the material (Maurel et al. (1998)). Con-

straints and deformation in real tissues can accurately be represented via the design of

numerical schemes (Delingette (1998)).
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2.2.1 Breast geometrical representation

There are several aspects to consider when analysing a problem including soft tissue mod-

elling. A first issue concerns the identification of the elastic and viscoelastic parameters

of the tissues as well as the methods to simulate the behaviour of those tissues. For that

purpose, soft tissue models are elaborated regarding the tissue’s geometry, deformation

mechanics, boundary conditions and equilibrium equations (Maurel et al. (1998)).

In numerical surgery, a piece of the body can be as simple as a single soft tissue like the

skin or tendon or can be made by several soft tissues like an organ (e.g. liver) or system

(e.g. circulatory system). In real life, every tissue is intrinsically volumetric, but different

tissues can be represented only having one dimension (e.g. vein), two dimensions (e.g.

skin) or three dimensions (e.g. hearth) with respect to the characteristic size of the domain.

From a numerical point of view, these dimensions are represented by geometric shapes like

points/vertexes, lines/edges, triangles/quads, tetrahedrons/hexahedrons or other polyhe-

drons(Delingette and Ayache (2004)). These shapes are then assembled together to form

meshes which retrieve the shape and size of the tissue(s) like what happens with FEM,

or they can be used to represent the surface of a volumetric structure (Delingette and Ay-

ache (2004)) or they can be a mix, (i.e.), these shapes handle very few elements but whose

size is large (Costa and Balaniuk (2001)). The detail degree of the geometry representa-

tion depends on the goals of the model and the accuracy requirements. On one hand, the

usage of a simpler volumetric structure leads to perform fewer calculations and therefore

consume less time when compared with more complex geometries with large amounts of

elements. On the other hand, the existence of more elements leads to more flexibility and

better approximations of the real behaviour of living tissues (Delingette and Ayache (2004);

Rajagopal et al. (2007)). The same happens when simplifying a volumetric structure like

the vein with an asymptotic one-dimensional model instead of considering the full three-

dimensional object.

The free-constraint domain is the reference domain, i.e. the body shape when no con-

straint is prescribed. External forces will be applied to the reference domain in which the

resulting deformations will be evaluated. In numerical terms, that is achieved by using

discrete models and numerical methods which can determine the behaviour of the tissues

(Maurel et al. (1998); Marino (2018)). Tissues parameters that characterise the material are

used together with numerical expressions to compute the stress and strain (e.g. tensors)

which in turn determine the displacement of the geometry. Soft tissue models usually have

specific and distinct purposes (Delingette and Ayache (2004)). To define those purposes they

use what is commonly known as boundary conditions, which are constraints necessary for

conditioning the problem (Maurel et al. (1998); Delingette and Ayache (2004); Rajagopal

et al. (2007)). As an example, when considering breast surgery, one of the boundary con-
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ditions is to ensure that the zone of the breast attached to the torso can only move inside

a specific zone (Cardoso et al. (2013a)). If such a condition was not considered, then the

breast tissues would behave in a less natural manner like falling of the body. Another as-

pect that arises when analysing soft tissue models is the existence of equations that ensures

the conservation of some properties. For example, a breast under gravity should maintain

the same mass (Rajagopal et al. (2007)). For that purpose, soft tissue models have to derive

from conservation laws that provide equilibrium equations (Rajagopal et al. (2007)). These

equations determine the behaviour of a tissue by balancing the stress and strain over the

elements of a particular geometry.

2.2.2 Soft Tissue Mechanics

According to Delingette and Ayache, the different mechanics that represent the deformation

of soft tissue are extremely diversified, varying from continuum mechanics to mass-spring

systems, chain-mail and long element models (Delingette and Ayache (2004)):

• Continuum Mechanics: simulate deformations on continuous volumetric objects (e.g.

meshes) by considering the tissue as a continuum medium. Such methods can evalu-

ate major deformations and operations of a tissue as cuts and sutures by solving an

optimisation problem where the values of strain tension and energy are minimised in

order to find the best mesh configuration (Donea et al. (2004));

• Mass-Spring: simulate deformations for elastic elements by simulating the elastic

deformation of a directional force (e.g. gravity on a breast). In this algorithm the

elements of the tissues behave like a spring pointed in a certain direction where they

are displaced according to its mass and elasticity by using Hooke’s Law (Delingette

and Ayache (2004));

• Chain-mail: they are mainly used to simulate deformations on tissues with high val-

ues of stiffness (e.g. cartilage). It simulates deformations on tissues that behave like a

set of elements linked in a chain, (i.e.), the force propagates from element to element

and displaces them. However, according to Gibson et al. (1997), this scheme is only

valid for small values of displacement;

• Long element method: based on Pascal’s principle and volume conservation, it im-

plements a static solution for elastic global deformations of objects filled with fluid.

The volumes are discretised in long elements that handle meshes with one order of

magnitude smaller than tetrahedral meshes while the body is modelled using bulk

variables like pressure, density, volume and stress (Costa and Balaniuk (2001)).
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The choice of the method to evaluate the deformations depends on the tissue characteristics

and on the simulation context. For soft tissues, the usage of chain-mail is not appropriate

due to the small deformations restriction with large values for the stiffness. Mass-spring

system is considered too simplistic for complex deformations such as the ones which occur

during a major surgery although it is simple to implement and provides low computational

costs (Delingette and Ayache (2004)). Long element methods are faster due to the use of

one less magnitude order element but the static solution yields that the final result suffers

from a rough approximation of the deformation which results into a more unpredictable re-

sult. Continuum mechanics are capable of evaluating large deformations using a dynamic

approach but the main drawback is the expensive cost in terms of computational resources.

Nevertheless, the majority of the soft tissue models in the literature use continuum mechan-

ics to describe the behaviour due to their versatility and accuracy (Delingette (1998); Maurel

et al. (1998); Azar et al. (2002); del Palomar et al. (2008); Rajagopal et al. (2007); Cardoso

et al. (2013a); Eiben et al. (2016)). The main reasons behind this choice by the models lie in

the validated framework for modelling the deformation of volumetric objects as well as the

scalability (the behaviour of a mesh is guaranteed independently of the mesh granularity)

and the possibility of identifying the tissues physical parameters (Delingette and Ayache

(2004)).

Continuum mechanics: fundamentals

In continuum mechanics, one describes the three-dimensional geometry of a soft tissue

in the free-constraint reference configuration/state as Ω0 where the material point is lo-

cated by the position vector X. Applying forces and constraints, x represents the positions

of the same material point in the deformed configuration Ω. Various deformation me-

chanic expressions can be formulated in terms of the reference configuration (Lagrangian

description) or in terms of the deformed configuration (Eulerian description). Usually, the

Lagrangian description is used in elastic models (Rajagopal et al. (2007)). This is important

when analysing the behaviour of soft tissues which can be represented by analysing their

strain and stress values. While stress expresses the forces that are exerted over the elements

of the tissue’s geometry elements (e.g. gravity), strain represents the deformation of the

material (Maurel et al. (1998)). This means that for strain, one can evaluate its amount by

evaluating the difference between the tissue in a reference state and in a deformed state.

To this end, one introduces the transformation that maps the reference configuration to

the deformed one

X ∈ Ω0 → x = x(X) ∋ Ω, (1)

and the deformation gradient tensor F = F(X) = ∇Xx(X) which relates the geometry

reference state to the deformed state (Maurel et al. (1998); Rajagopal et al. (2007)). From

the deformation tensor, the strain tensors (Maurel et al. (1998); Rajagopal et al. (2007))
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measures the relative displacement of the material points (Kaye et al. (1998)). The most

common strain tensors are the Cauchy-Green deformation tensors (right and left), as well

as the Green-Lagrange tensor, the Cauchy tensor (also known as Piola tensor) and the

small-strain tensor (Maurel et al. (1998); Kaye et al. (1998)). These tensors derive from the

deformation gradient tensor and are used to evaluate the amount of strain in the tissue(s).

For example, the Cauchy-Green right tensor is usually defined as C = FT F and is used as

the strain tensor for evaluating the strain in viscoelastic materials (Kaye et al. (1998); Maurel

et al. (1998)). The Cauchy-Green left tensor is usually defined as B = FFT and is used to

measure strain in elastic materials (Kaye et al. (1998)). The strain tensors used to measure

the strain in soft tissues depends on the material’s nature, (i.e.), a linear elastic material

may use different tensors than a hyperelastic material (Maurel et al. (1998); Delingette and

Ayache (2004)).

The stress is assumed to act passively under external loads from the initial unstressed

and reference state Ω0 (Maurel et al. (1998)). Stress is usually denoted by T and can be

described as the application of a force over an object (Delingette and Ayache (2004)). Those

forces can be either volume forces that affect the entire object (e.g. gravity) or superficial

forces applied on the boundary and propagated inside the domain (e.g. pressure). Let S

be an elementary piece of the plane passing through a material point X. The application

of a force ~F over S can generate different types of stress: normal and shear stress. While

normal stress results from the force vector component perpendicular to the material cross-

section, shear stress results from the parallel component (Figure 2). The stress vector T can

be regarded as the sum of these two components.

Figure 2: Normal Stress (σ) and Shear Stress (τ) resulting from the superficial tension ~F

A stress tensor is able to measure the amount of stress that is exerted at each element

of a tissue and to do that it relates the forces to the areas in the object. Normal stress

(denoted by σ) is the orthogonal component of the tensor with respect to the plane, while

the shear stress (denoted by τ) is the component lying in the plane (Maurel et al. (1998);
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Kaye et al. (1998)). The most common stress tensors are the Cauchy stress tensor and the

first and second Piola-Kirchhoff stress tensors (Maurel et al. (1998)). While the Cauchy

stress tensor is used to analyse the stress on materials experiencing small deformations, the

Piola-Kirchhoff stress tensors can be used to measure stress for large deformations (Maurel

et al. (1998)). Indeed, the Cauchy tensor measures the stress on the deformed state (Ω) while

the Piola-Kirchhoff tensors measure stress with respect to the reference state (Ω0) together

with the gradient deformation tensor F (Maurel et al. (1998); Delingette and Ayache (2004);

Marino (2018)). The usage of the reference state is the reason why the Piola-Kirchhoff

tensors are able to evaluate stress considering large deformations (Maurel et al. (1998)).

Stress and Strain analysis

As mentioned before, most soft tissues enjoy elastic and viscous behaviour (viscoelasticity).

The elastic component of a soft tissue is the one that allows that tissue to resist the stress

loading and go back to its initial state when the load is removed. The viscous component

exhibits time-dependent behaviour when the stress is applied and a residual deformation is

observed after the load release (Papanicolaou and Zaoutsos (2001)). Most of the viscoelastic

soft tissues possess a linear elastic behaviour for small amounts of strain and a nonlinear

behaviour for large deformations (Maurel et al. (1998); Delingette and Ayache (2004)). When

studying elasticity in the 17th century, Robert Hooke noticed that, for many materials, the

relation between stress and strain has a linear region. For displacements lower than a

characteristic size depending on the material, the force required to stretch an elastic object

such as a metal spring is directly proportional to the extension of the spring. This is known

as Hooke’s law and commonly written

F = −kx (2)

where F is the force, x is the length of extension/compression and k is a constant of pro-

portionality known as the spring constant (Khan Academy: Hooke’s Law). Elasticity can

be described by a simple relation between stress (σ) and strain (ε) which can be measured

with tensors (Maurel et al. (1998)). The deformation gradient tensor (F) is necessary for

evaluating the strain. The reason is, that this tensor describes the motion from the three-

dimensional object from its reference state (X ∈ Ω0) to the deformed state (x ∈ Ω), (i.e.), it

relates any elementary segment dX of Ω0 into a segment of dx of Ω giving F = dx
dX (Maurel

et al. (1998)). The deformation of a tissue can be characterised and quantified through the

analysis of the Cauchy-Green right tensor given by C = FT F (Delingette and Ayache (2004)).

To measure the strain, one considers the steady-state configuration of the deformed state,
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and deriving the right Cauchy-Green deformation tensor, the Green-Lagrange strain tensor

E is obtained with

E =
1

2
(C− I) (3)

where I is the identity matrix.

The displacement is denoted by u = x − X while the tensors are expressed in terms of

the displacement gradient tensor with respect to the coordinates of the reference domain

Ω0

∇Xu =
du

dX
. (4)

The tensors then read

F = I +∇u (5)

C = FT F = I +∇u +∇uT +∇uT∇u (6)

E =
1

2
(∇u +∇uT +∇uT∇u). (7)

For small deformations, simplification are performed by keeping the linear first order term

(i.e. neglecting the non-linear components providing the so-called infinitesimal strain tensor

ǫ

E ≈ ǫ =
1

2
(∇u +∇uT) (8)

(Delingette and Ayache (2004)).

In a three-dimensional body, the stress at a material point is the sum of all the forces

that are being applied upon it (Delingette and Ayache (2004)). According to Cauchy stress

theorem, the force long direction n are represented as a linear combination between a tensor

and the vector, namely

T = σ · n (9)

where σ is the 3×3 Cauchy’s stress tensor, evaluated at the material point x associated to

the deformed domain Ω which stores the values of stress (compression, traction and shear).

Alternative stress tensors are the Piola-Kirchhoff 1st and 2nd stress tensors. The 1st Piola-

Kirchhoff P relates the forces in the deformed configuration for direction given in the refer-

ence configuration and is expressed by

P = JσF−T (10)

where σ is the Cauchy’s stress tensor, F is the gradient deformation tensor necessary to

relate the reference and deformed configurations and J is the Jacobian determinant of F

(J = det(F)) which expresses how much the area of the element in the reference state was

changed (e.g. stretched or shrunk) in comparison to the deformed state. The usage of this

tensor is not practical because it is not symmetric and that leads to the non-preservation
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of the stress in the reference configuration (Maurel et al. (1998)). For that purpose, an

additional element is necessary to preserve said condition which leads to the 2nd Piola-

Kirchhoff stress tensor which is given by

P = JF−1σF−T (11)

where F−1 is the element that guaranties the symmetry of the tensor and therefore cor-

responds the stress tensor in the reference configuration to the deformed configuration

(Maurel et al. (1998); Marino (2018)). Consequently, the 2nd Piola-Kirchhoff tensor is the

representation of the stress with respect to the initial configuration Ω0.

Virtual work

To model the displacements of the tissues, one applies the virtual work principle which

states that for any virtual displacement applied on a domain, the total internal virtual work

is equal to the total external work (Delingette and Ayache (2004)). The total internal work

is given by the integral of elastic energy (W(X)) over the body volume whereas the external

work derives from the application of all the internal and external forces (Delingette and

Ayache (2004)), leading to

∫

Ω0

W(X)dΩ0 =
∫

Ω0

uT f Ω0 dΩ0 +
∫

∂Ω0

uT f ∂Ω0 d∂Ω0 (12)

where Ω0 is the volume, ∂Ω0 are the external surface areas, u is the displacement vector, f i

represents the internal forces and f e represents the external forces.

The internal elastic energy of a tissue is given as a function of the strain tensor (Maurel

et al. (1998)), called strain energy function and it relates the amount of energy stored in

a tissue undergoing deformation and the deformation gradient (Delingette and Ayache

(2004)). There is a wide spectrum of models depending on the level of non-linear and

non-isotropic behaviour. As a first approximation, the material is assumed to be linear and

isotropic such that the strain energy function is a function of the tensor invariant given by:

Wi =
λ

2
(tr(ε))2 + µ tr(ε2) (13)

with λ and µ the Lamé parameters, tr(ε) the trace function of the strain tensor ε. The

trace function is the sum of the eigenvalues of the strain tensor, i.e, the values of the main

diagonal. The Lamé parameters are quantities that express the material stiffness (Delingette
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and Ayache (2004)). The matrix invariant (Ii, i = {1, 2, 3}) are defined by the eigenvalues

(ki, i = {1, 2, 3}) of the strain tensor as

I1 = tr(ε) = k1 + k2 + k3,

I2 =
1

2
(tr(ε)2 − tr(ε2)) = k1k2 + k1k3 + k2k3,

I3 = det(ε) = k1k2k3.

An anisotropic elastic material requires a corrective term (∆Wani) to evaluate the energy

(Picinbono et al. (2002)). The anisotropic contribution is composed of the additional stretch

and shear (Picinbono et al. (2002)) given by

∆Wani = ∆λI4tr(ε) + 2∆µI5 − (
∆λ

2
+ ∆µ)I2

4 (14)

where I4 = aTεa and I5 = aTε2 are the invariant which characterise the strain tensor (stretch

and strain respectively) in a direction a, ∆λ and ∆µ are the Lamé parameters of the material

in the direction a. At last, the strain energy is given by:

W = Wi + ∆Wani. (15)

In most of situations, soft tissues are assumed to be hyper-elastic material (Maurel et al.

(1998); Delingette and Ayache (2004); Rajagopal et al. (2007); Marino (2018)) with nonlinear

behaviour (Delingette and Ayache (2004)). As the linear situation, nonlinear stress-strain

relationship derives from a strain energy function where the strain energy function (Wnl) is

given by the St Venant-Kirchhoff elasticity (Delingette and Ayache (2004)). The function is

similar to equation 13 but the infinitesimal strain tensor is replaced by the Green-Lagrange

strain tensor E

Wnl =
λ

2
(tr(E))2 + µ tr(E2). (16)

For non isotropic material, one employs the same corrective term as in the linear case.

An elastic material is characterised by the capacity return to the reference configuration

after deformation when releasing the external forces (no residual deformation). On the

contrary, a viscoelastic material is characterised by a permanent deformation of the material

and better correspond to the tissue response (Maurel et al. (1998); Azar et al. (2002)). This

leads to consider a general linear viscoelastic relationship between stress and strain with

respect to time (Maurel et al. (1998)). The resolution of this problem consists in evaluating

the stress relaxation, i.e, by measuring the stress over time

σ(t) = Eε(t) + η
dε(t)

dt
(17)
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where σ is the stress tensor, ε is the strain tensor, E is the elastic modulus, η is the viscous

modulus (Maurel et al. (1998)). For isotropic materials the Kelvin-Voigt model is one of the

most common methods to solve this problem and reads

σ = E(ε) + η(ε) (18)

E(ε) = λtr(ε)I + 2µε (19)

η(ε) = λθλtr(ε)I + 2µθµε (20)

with E(ε) the elastic component and η(ε) the viscous contribution with respect to the strain

tensor ε (Maurel et al. (1998)).

Boundary Conditions

The boundary conditions of a soft tissue model are constraints located at the boundaries

of the tissues and are necessary to solve problems involving the application of superficial

forces (like pressure or contact) and fixed displacements (Delingette and Ayache (2004)).

For example, let’s consider a bariatric surgery where part of the stomach is removed and

then the remaining part is sutured into the duodenum. The incised part of the stomach and

the duodenum are considered boundaries of the problem. To ensure that the simulation

complies with the surgical procedure, a boundary condition is prescribed in order to force a

union between the incised part of the stomach and the duodenum. If this type of condition

is not applied, the simulation can produce results that might not be considered valid in real

life cases (for example, the stomach connects with the lateral part of the duodenum). So,

boundary conditions can be interpreted in terms of constrained displacements and other

similar boundary conditions, like fixation, are displayed in figure 3.

Figure 3: Example of a boundary conditions scheme of a model. In this example, the blue line is
restricted to not move, the red line is forced to move to the centre grey line, and the green
line if free to move according to displacements happening with the neighbour lines.
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In order to correctly simulate any action, the strain energy functions need to satisfy the

boundary conditions (Rajagopal et al. (2007)). The total energy of the system is composed

of the volume force contribution and the superficial force acting on the boundary, namely

W = Wi, x ∈ Ω

W = Wbc(Bc), x ∈ Γbc

where Γbc is the boundary of Ω and Wbc is the strain energy on the boundary.

Equilibrium Equations

The equilibrium equations derive from conservation laws for mass, momentum, energy,

Rajagopal et al. (2007). Let’s consider a case like the displacement of the breast due to the

action of gravity. In this case, the mass that the breast has in the reference state (considering

it was in a free-stress state) is the same when the breast is in the deformed state (after

applying gravity). If the soft tissue model does not ensure the conservation of mass, then

it is possible that during the simulating the values of mass could change, which is clearly

non-physical.

Extending this idea to the balancing of forces, one gets the conservation of momentum

(Rajagopal et al. (2007)), i.e., in the reference state the breast tissue is at rest since no con-

straints are applied, but when an external force is applied, internal forces are created with

displacement to balance the forces, and those displacements lead to a new shape of the

breast.

As Rajagopal et al. (2007) mentions, the conservation laws must be satisfied subject to the

particular set of boundary conditions o the problem.

2.2.3 Numerical Methods

Theoretical mechanics provide the models that describe the properties and behaviour of soft

tissues. To compute displacement approximations and carry out simulations, numerical

methods will be designed. Most common methods used to compute the deformation based

on the elasticity theory are FEM, Boundary Element Modelling (BEM) and Finite Difference

Method (FDM) (Maurel et al. (1998); Delingette and Ayache (2004)). Linear models lead to

less costly solutions since no fixed point iterative procedure is required. Nevertheless, in

the case of the breast, physically realist models involving non-linear terms have to be taken

into account (Maurel et al. (1998)).

The idea of FEM is to approximate a continuous function with a simple regular shape

function defined piece-wise on a mesh (Maurel et al. (1998)). A mesh is defined by a set of

nodes which are connected between themselves creating elementary volumes named cell

20



Chapter 2: State of The Art

(simplex convex subset). A cell contains edges (represented with lines) and faces (repre-

sented with areas) that it shares with its neighbour cells. The most common mesh topology

is the tetrahedral mesh along with hexahedral (Delingette and Ayache (2004)). The evalua-

tion of stress and strain energy is carried out with the volume energy computed in the cells,

while the energy deriving from forces applied on the boundary is calculated on the faces

(Maurel et al. (1998); Delingette and Ayache (2004)). This method allows setting a differ-

ent kind of energy, in function of the constraints localisation, allowing to describe complex

configurations (Delingette and Ayache (2004)).

BEM is a numerical method that only handle the mesh of the domain surface (Delingette

and Ayache (2004)), (i.e.), the solution of the problem is calculated for the surfaces (bound-

aries) and the stress and strain of the internal volume is interpolated (Delingette and Ayache

(2004)). The advantages of this method are that it does not require a full three-dimensional

mesh and turns to be very efficient for linear elastic isotropic materials when the mesh

topology is not modified (Delingette and Ayache (2004)). However, when compared with

the other methods, BEM does not present accurate approximations for nonlinear materials

and the interpolation of the internal values is quite rough to accurately represent displace-

ments of the internal elements of the materials like tumours (Delingette and Ayache (2004)).

FDM is a numerical method that consists in partitioning the tissue in space and time

where an approximation of the solution is calculated for each space and time elements

(Maurel et al. (1998)). This method estimates the values of stress and strain of the next

time step based on the present time step using finite difference formulation such as central

differences (Maurel et al. (1998)). They sometimes lead to the same discrete system as

FEM when specific finite elements based on linear interpolation are employed and they

can both solve problems with nonlinear materials (Delingette and Ayache (2004)). The

main difference between FEM and FDM is that while FDM is easier to implement, FEM

is more capable of handling more complex geometry and boundary conditions (Delingette

and Ayache (2004)).

2.3 state of the art

The breast is a complex soft tissue which contains, among others, fat and glandular tissue,

ligaments and skin. Moreover, the arrangement of these materials is not the same in every

woman (Jesinger (2014)) leading to a case by case approach. The behaviour of the breast

was studied by several researchers over the years which lead to the creation of several breast

models (Azar et al. (2002); del Palomar et al. (2008); Eder et al. (2014)). The development

of any soft tissue model poses restrictions, namely accuracy with admissible time compu-

tation. The more detail a model possesses, the higher is the accuracy of such a model in

reproducing the real tissue’s behaviour. At the same time, more detail leads to more cal-
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culations which means more time necessary to perform said calculations (Delingette and

Ayache (2004)). This poses the question:

Do one create a realistic model but needing large amounts of time to run any simulation?

or Do one simplify some of the model aspects in order to perform simulations more

quickly?

The answer to these questions depends on the accuracy restriction to obtaining a suitable

approximation for real-life applications. To do that an insight on the breast physiology as

well as a review about previous studies is presented.

2.3.1 Breast Physiology

The breast is a soft tissue composed with a conical disk of glandular tissue which is encased

in variable quantities of fat that give it its characteristic shape (Encyclopaedia Britannica:

mammary gland). The glandular tissue itself is made up of 15 to 20 lobes constituted of

solid cords of ductal cells. In turn, each lobe is subdivided into many smaller lobules,

separated by broad fibrous suspensory bands also called Cooper’s ligaments, connecting

the skin with the fascia or sheet of connective tissue that covers the pectoral muscles beneath

the breast (figure 4 - Encyclopaedia Britannica: mammary gland). Each lobe, ligament and

Figure 4: Anatomy of the breast. (Encyclopaedia Britannica)

portion of fat tissue has different mechanical properties that vary with genetic factors and

age (Poplack et al. (2004)). Moreover, the amount of internal glandular tissue increases

during pregnancy and lactation and regresses after a certain period (Gefen and Dilmoney

(2007); Jesinger (2014)).
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A good understanding of the breast tissues mechanical properties is essential in any at-

tempt to recreate their behaviour using a numerical model (Azar et al. (2002); Delingette and

Ayache (2004); Gefen and Dilmoney (2007)). These tissues exhibit viscoelastic behaviour

and so properties such as the elastic modulus are crucial parameters to be plugged in the

constitutive equations (Holzapfel (2001); Gefen and Dilmoney (2007)). The range of the

property that measures the stiffness of a material (elastic modulus) varies from person to

person. Higher values mean more resistance to deformation, more stiffness (Gefen and Dil-

money (2007)). The pectoralis muscle is in the chest wall and is separated of the breast by

the pectoralis fascia characterised by a thin lamina of tissue (Gefen and Dilmoney (2007)).

Such tissues are usually not used in breast models assumed as a base support for the breast,

(i.e.), the connection between the breast and the rest of the torso (Vavourakis et al. (2016)).

On the other hand, the fat and glandular tissues, as well as the skin and Cooper’s ligaments

modelling, are found in published works (Azar et al. (2002); Gefen and Dilmoney (2007);

del Palomar et al. (2008)).

The Cooper’s ligaments are thin ligaments that cross the subcutaneous fat tissue and help

to maintain structural integrity (Gefen and Dilmoney (2007)). They are very stiff and, like

other ligaments, the value of elastic modulus ranges between 80 MPa and 400 MPa (Gefen

and Dilmoney (2007)). The breast glandular tissue houses the lobes and ducts (where the

milk is produced and conducted) which converge in a network towards the nipple (Ency-

clopaedia Britannica: mammary gland). They are less stiff than the Cooper’s ligaments

with the range of the elastic modulus ranging from 7.5 kPa to 66 kPa (Gefen and Dilmoney

(2007)). The fat tissue of the breast (which is white adipose tissue) stores energy and it

surrounds the glandular tissue (Encyclopaedia Britannica: mammary gland). It is charac-

terised by its low stiffness with the values of the elastic modulus ranging from 0.2 kPa to

25 kPa (Gefen and Dilmoney (2007)). The skin helps support the internal breast tissue and

exhibits high nonlinear and viscoelastic behaviour (Maurel et al. (1998)). It is made of var-

ious layers (epidermis, dermis, and hypodermis) and its elasticity widely varies with age

(Gefen and Dilmoney (2007)). The values of the elastic modulus may vary from 200 kPa to

3000 kPa (Gefen and Dilmoney (2007)).

2.3.2 Breast Models

Physically realistic modelling of breasts has important issues for medical applications such

as cancer diagnosis, image registration, surgical planning and image-guided surgery (Han

et al. (2012a)). Since the work of Azar et al. (2001), several breast biomechanical models

were proposed (Azar et al. (2002); Rajagopal et al. (2007); del Palomar et al. (2008); Han

et al. (2012a); Dufaye et al. (2013); Eder et al. (2014); Eiben et al. (2016)). When developing a

constitutive model of the breast, two cornerstones have to be considered: The identification
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of the breast parameters and the discretisation of the breast mechanics (Azar et al. (2002);

Rajagopal et al. (2007); del Palomar et al. (2008); Eder et al. (2014)). The identification of the

breast parameters determines the behaviour of the breast tissues, (i.e.), how it responds to

the external stress and how it deforms (strain). The discretisation of the breast mechanics

includes the breast geometry and the constitutive equations that describe the boundary

conditions, the analysis of stress and strain and the equilibrium equations. An additional

aspect concerns the assumptions/simplifications we made. As an example, some models

take into account the breast constituents like the fat, glandular tissue, skin and the Cooper’s

ligaments (Azar et al. (2001)) and other use a more simplified approach to the problems

considering glandular tissue and fat as a same homogeneous material del Palomar et al.

(2008)).

Geometry and Parameter Identification

The description of the deformations depends on the geometry and properties of the mate-

rials (Azar et al. (2002); Rajagopal et al. (2007)). The shape and size of a breast vary with

people and can change according to posture (e.g. a woman’s breast shape differs when she

is standing up and when she’s lying down (Rajagopal et al. (2007))). Most of these models

rely on FEM to compute said deformations (Azar et al. (2002); del Palomar et al. (2008)).

Therefore, the most common geometry of breasts consists in digital representations where

the breast materials are modelled with meshes, either hexahedral (Azar et al. (2001)) or

tetrahedral (del Palomar et al. (2008)). Each element of these meshes has a certain property

which tells the type of material it represents, in other words, it tells if an element represents

fat, glandular tissue, skin or even a tumour (Azar et al. (2002)).

Palpation was (and still is) used by doctors to find if there is any indication of potential

disease (Gennisson et al. (2013)). The main problem with this approach is the lack of

information about the internal organs (Gennisson et al. (2013)). Nowadays, technology

helps the doctors to formulate the diagnosis, namely MRI, CT, ultrasounds and X-rays. The

techniques allowed physicians to visualise in real time the organs’ disposition, if there is

anything out of the ordinary and even how they behave when perturbations are made upon

them (Azar et al. (2002)). Another type of technology concerns the usage of cameras with

laser sensors (e.g. Kinect) and scanners to generate 3D models of the breast (Cardoso et al.

(2007); Eder et al. (2012); Henseler et al. (2016); Pöhlmann et al. (2017)).

To represent the breast’s shape and size (geometry), some models consider simple geo-

metrical primitives like a spherical cap and assumptions are stated on the breast tissues

arrangement (Cardoso et al. (2013a)). Other models used images from cameras (stereo or

RGB-D) or 3D laser scanners that they processed to reconstructing the breast geometry

(Cardoso et al. (2007); Henseler et al. (2011); Eder et al. (2012); Henseler et al. (2014); Wheat

et al. (2014); Henseler et al. (2016); Pöhlmann et al. (2017)). However, most models use tools
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like MRI and CT scans to obtain images of the breast following with segmentation and

classification techniques to map the various materials of the breast (Azar et al. (2002); del

Palomar et al. (2008); Eder et al. (2014)).

For the models which use geometrical primitives, the mesh of the breast is generated

considering the breast shape in a free stress state, (i.e.), without any forces acting on it

including gravity (Cardoso et al. (2013a)). Unfortunately, most of the measured configura-

tions (MRI and ultrasounds which use segmentation and classification techniques as well as

the digital reconstructions based on images from cameras and scanners), cannot rely upon

the free-stress configuration (Cardoso et al. (2007); Henseler et al. (2016)). Therefore they

usually use primitives to generate the mesh adding the effect of gravity on the breast mesh

to obtain the final shape and size of the breast (Cardoso et al. (2013a)). Despite removing

the complexity of using segmentation and classification to generate the breast mesh by us-

ing geometrical primitives, by itself, it is not sufficient to provide information about how

the internal tissues are arranged. The same can be said for the models based on images

from cameras and 3D scanners. Table 1 shows a comparison between the different types of

techniques used to obtain the geometry of the breast.

Techniques Processing Internal Surface

Primitives Low No Approximation

Cameras Medium No Yes

Medical Imaging High Yes Yes

Table 1: Comparison between the 3 types of techniques used to generate the geometry of the breast
in terms to the complexity of the breast reconstruction (Low, Medium or High), if they are
capable of giving information about the internal arrangement of the breast tissues (Yes or
No) and if they obtain detail of the breast contours or they obtain an approximation

The numerical model we consider aims at determining the breast behaviour by minimis-

ing the system energy (Rajagopal et al. (2007)). It includes a constitutive relation between

stress and strain of the breast tissues according to the established viscoelastic parameters.

These parameters vary with the type of material we consider. In Eder et al. (2014) and

Krouskop et al. (1998), researchers only rely on the elasticity and stiffness of the materials

to describe the elastic behaviour of the tissues. Most sophisticated relations were considered

in del Palomar et al. (2008) by assessing how soft tissue material can stretch and compress,

namely the elastic moduli which characterises how the material responds to normal stress

(Young’s modulus), the way it responds to shear stress (shear modulus) and the way it re-

sponds to pressure which leads to changes of volume (bulk modulus) (Sigrist et al. (2017)).

These three types of elastic moduli are not independent but they are related, for example,

when a material stretches in a perpendicular direction from the one exerted upon the ma-

terial (figure 5), the ratio between compression and stretch is designated as Poisson’s ratio

and its referenced by some breast models (Azar et al. (2002); del Palomar et al. (2008)). The

25



Chapter 2: State of The Art

Figure 5: Illustration of how a material can expand in a perpendicular direction ~sd of an applied
compression force ~p

values of elastic moduli and Poisson’s ratio used in most breast models were obtained from

studies of the tissues behaviour under different amounts of stress and strain (Azar et al.

(2002); Sigrist et al. (2017)). In breast models, these values are used in stress-strain curves

together with empirical parameters (e.g. Lamé parameters) which are in turn used to bet-

ter approximate the tissues behaviour to that of the real tissue (Rajagopal et al. (2007); del

Palomar et al. (2008)). The literature proposed two main approaches to assess the moduli

values:

• study of a tissue where different amounts of stress are applied and the amount of

strain is registered (e.g. Azar et al. (2002))

• analysis of the breast deformation of a patient in different positions (e.g. standing

up and in lying prone position as in del Palomar et al. (2008)) or of the breast in

different states (e.g. breast undeformed or deformed under plate compression Han

et al. (2012a))

In both cases, the great majority of models use the data from MRI, CT, X-rays or ultrasounds

and use elastography and other imaging techniques to obtain said parameters (Azar et al.

(2002); del Palomar et al. (2008); Sigrist et al. (2017)) although in the case of deformation

analysis some models use experimental measurements (Cardoso et al. (2013a)). Elastogra-

phy is a set of imaging techniques that map the elastic properties of tissues using mainly

MRI and ultrasounds (Mariappan et al. (2010); Gennisson et al. (2013); Sigrist et al. (2017)).

These techniques map the stiffness of a tissue when responding to external perturbations.

This mapping is done by estimating the strain in the tissue under a quantifiable amount of

stress or by the imaging of waves (shear and mechanical) whose propagation depends on

the tissue stiffness (Gennisson et al. (2013)). When analysing a breast deformation, most

models use an iterative approach where they use a set of initial parameters deriving from
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literature and then try to refine those parameters until the digital breast is a good approxi-

mation to the real breast (del Palomar et al. (2008); Han et al. (2012a)). The comparison can

be done through the use of markers (del Palomar et al. (2008)) or the usage of images from

either CT scans and MRI (Han et al. (2012a)) as well as images from RGB-D cameras like

the Kinect and other 3D scanners (Pöhlmann et al. (2017)). There are some works that apply

Machine Learning (ML) in the estimation of these parameters but there are few studies on

this particular subject (Martı́nez-Martı́nez et al. (2017)).

Breast Mechanics

Biomechanical breast models have been employed in several medical and computer science

fields for simulating mechanical deformations of the female breast including image regis-

tration, biopsies, compression in mammograms and breast surgery planning (Eder et al.

(2014)). Most models opt to consider mechanical transformations employing continuum

mechanics with FEM equipped with constitutive equations (Rajagopal et al. (2007); Eder

et al. (2014)). Regarding the volumetric structures, no proposed model considers every

aspect of the breast anatomy, (i.e.), they do not take into account every single element of

the breast like number and size of glandular lobes and ducts because it greatly increases

the complexity of the model. So due to this great difficulty in evaluating and simulating

the complexity of the breast biomechanics, most researchers assumed simplified models of

the breast (Azar et al. (2002); Rajagopal et al. (2007); del Palomar et al. (2008)). The degree

of simplifications varies from models with greater complexity Azar et al. (2001), where fat

and glandular tissue are considered distinct materials, to simplify del Palomar et al. (2008),

where the breast is assumed as a homogeneous mass with elasticity coefficients being an

average value from the amount of fat and glandular tissue.

One of the first studies on the viscoelastic properties of the breast was presented by

Krouskop et al. (1998) where they analysed the stress-strain curve of ex vivo fat and glandu-

lar tissues. With the cases they analysed they concluded that the breast tissues behaviour

depended mainly on their elastic properties, (i.e.), the viscous properties were negligible

(Krouskop et al. (1998)) and the relationship between stress and strain could be considered

linear. Wellman et al. (1999) also reached a similar conclusion, where the breast constituents

(fat and glandular tissue) behave as piecewise linear elastic materials. Both models were

used to analyse the behaviour of the breast when under compression (Krouskop et al. (1998);

Wellman et al. (1999)).

One of the first models to assist in a surgical procedure was presented in Azar et al. (2001)

with a continuation in Azar et al. (2002). Their model aims at helping the surgeon to guide

a needle in live biopsy of tumour cells. The biopsy started with the patient lying prone and

placing the breast between 2 plates that would compress the breast an make the process

of inserting the needle easier. After the needle is inserted, it pushes on until it reaches
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the suspect tumour zone and retrieves a portion of that tissue for analysis. To reproduce

these steps digitally, they considered the breast as a deformable domain with nonlinear

material properties. Moreover, they used exponential curves to describe the stress-strain

properties of the breast tissue (Azar et al. (2001)). The model assumes that the viscous

component could be considered negligible and the breast as an isotropic, homogeneous

and incompressible (Azar et al. (2001, 2002)) material. The model’s density is higher on the

zones of interest (closest to the needle) and decreases away from that point. The biopsy

has 2 different moments of deformation. A big deformation that occurs when the breast is

compressed between 2 plates, and smaller deformations when the needle punctures the skin

and travels through the breast. To this end, a specific elastic model was proposed where

the big deformations were approximated with a set of small deformations steps satisfying

the standard linear mechanics equations. They argue that this option has the advantage

of using small strain formulation which is simpler, easier to implement and produces for

fast calculations (Azar et al. (2001, 2002)). This model employs FEM and the generated

mesh is made of hexahedrons for the volumetric cells and triangular shapes for the skin.

The model differentiates fat and glandular tissues which are represented by cells, and they

consider the effect of the Cooper’s Ligaments in the behaviour of the fat tissues (Azar et al.

(2002)). The surgical procedure is modelled by the boundary conditions that set the degrees

of freedom of the nodes when in contact with the compression plates and the zone of the

breast attached to the torso (Azar et al. (2001, 2002)). To mimic the surgical procedure,

the model simulates the forces that will cause the meshes nodes displacement and by a

sequence of external forces to update the displacements vector by successive iterations. The

displacements are restricted by the boundary conditions and the internal strain is evaluated

for each cell (e) by solving a triple integral energy density over its volume given by

Ke =
∫ ∫ ∫

Ve

BTDBdV (21)

where D is a matrix that contains the elastic properties of an element e and B is the tensor

that relates nodal strains to displacements and incorporates the Cauchy infinitesimal strain

tensor (Azar et al. (2001)). In other words, this strain energy function relates the nodal strain

and stress resulting from the disturbance of the internal forces by the external actions of

compressing the breast and the action of the needle (Azar et al. (2001, 2002)). After all

displacement iterations being calculated, the final configuration of the breast is achieved

(Azar et al. (2002)). At the time and with all simplifications and optimisation’s, they were

able to perform simulations that took around 30 minutes (Azar et al. (2001)).

More recently, a general model was conducted by del Palomar et al. (2008). Their purpose

was to carry out simulations in any kind of medical procedure without major changes apart

from the elastic coefficients of the tissues (del Palomar et al. (2008)). For that purpose, they

considered a simple model where the fat and glandular tissues are represented with an
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average value of the mechanical properties depending on their respective proportion, (i.e.),

a patient with more fat tissue is less stiff and a patient with more glandular tissue (del

Palomar et al. (2008)). Moreover, the effect of Cooper’s ligaments was neglected and the

skin considered as a Neo-Hooken material. They used CT scans data to create a volumetric

structure with tetrahedrons as cells and triangles that represent the skin (del Palomar et al.

(2008)). Instead of using an exponential curve to describe the stress-strain of the tissues like

in Azar et al. (2002), they opted to use a quasi-incompressible, isotropic and hyperelastic

material known as Neo-Hookean material (del Palomar et al. (2008)). To test this model

they evaluated the deformation of the breast tissues in vivo with the patient in two positions:

lying in a prone position (reference) and standing up (final position). To fit the material

properties of the breast tissues they use the CT images of the patient in a vaulted position

considering the breast in a free gravity state, moving after to a vertical position and then

applying the gravity field (del Palomar et al. (2008)). To evaluate the displacements they

solve the strain energy function ψ based on the Neo-Hookean material which was given by:

ψ(C) = ψV(J) + ψiso(C) =
1

D
+ C1(I1 − 3) (22)

where ψvol(J) and ψiso(C) are given scalar-valued functions of the Jacobian J = det(F)

which describe the volumetric and distortional responses of the material, with C being the

right Cauchy deformation tensor (C = J2/3FT F) and F the deformation gradient tensor (del

Palomar et al. (2008)). D and C1 are empirical constants that are adjusted to the tissues

properties and I1 is the first invariant of C which is the trace of the Jacobian matrix (del

Palomar et al. (2008)). The simulation of the tissue ends when the breast displacements

lead to a configuration where the strain energy value goes below a certain threshold (del

Palomar et al. (2008)).

In Rajagopal et al. (2008) a similar approach is proposed by assuming hyperelastic breast

tissues but they considered that the breast of a patient in a prone position is affected by

stress (which was neglected by del Palomar et al. (2008)). They have estimated the breast is

in a free stress state by acquiring images with MRI of the patient’s breast when immersed

in water (Rajagopal et al. (2008)). To generate the breast geometry they used cubic-Hermit

basis functions to fit the breast surfaces and for the fat and glandular tissues, they used

segmentation techniques on the MRI images to obtain the contours of the tissues and then

map the values to the finite element mesh (Rajagopal et al. (2008)). In order to produce a

more accurate representation of the breast mechanics, they considered the area of the breast

attached to the torso as a boundary condition by prescribing a no displacement condition

for the nodes of that array (Rajagopal et al. (2008)). The simulation starts with the breast
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in a free stress state, and then, gravity field is applied. The simulation solved the strain

energy function W based on the Neo-Hookean hyperelastic material is given by:

W = C1(I1 − 3) (23)

where the properties C1 and the invariant I1 = trace(FT F) have the same purpose as in

equation 22, (i.e.), the I1 is a measure of strain and C1 is the user-fixed parameter of elasticity

(Rajagopal et al. (2008)). The strain energy equation satisfies the equilibrium equations

deriving from the mass, linear and angular momentum conservation. The simulation ends

when the strain energy functional is minimised below a certain threshold value (Rajagopal

et al. (2008)). Similar models using hyperelastic materials were also derived to detecting

lesions and tumours (Zhong and Peters (2007); Bounaı̈m et al. (2007); Stewart et al. (2011)).

A complete model for simulating surgical procedures of breast reduction was proposed

by Cardoso et al. (2013a). The main goal was to propose a solution to handle the general

problem of plastic surgery (Cardoso et al. (2013a)). They considered the breast as a hyper-

elastic and compressible Neo-Hookean material. They argued that the elastic properties of

the breast cannot be readily deduced from the elastic properties of its tissues. They differ

from the most common notion that the breast tissues are incompressible due to the fact that

in some breast reduction surgeries where only part of the skin was removed, the breast’s

volume was reduced (Cardoso et al. (2013a)). Just like del Palomar et al. (2008) they also

consider the fat and glandular tissue as one mass but they consider the skin as having dif-

ferent mechanical properties and that for that they need to be modelled separately (Cardoso

et al. (2013a)). Moreover, they take into account the Chassaignac space which is a physio-

logical area situated between the breast and the torso which plays a special role in breast

mobility. The geometry of the breast is created using a spherical cap where the surface

is subdivided into triangles and the internal volume is subdivided into tetrahedrons. The

cap section represents the Chassaignac space, the spherical surface represents the skin, and

the internal volume represents the fat and glandular tissue (Cardoso et al. (2013a)). The

breast reduction surgery was solved with specific boundary conditions for the Chassaignac

surface whose elements are connected to the torso via a spring-like force with restrictive

movement. In the same way, the cut surfaces are linked via an additional constraint in order

to simulate the suturing (Cardoso et al. (2013a)).

To perform the breast reduction simulation, the mesh is first generating according to

elastic parameters λ and µ and the geometrical parameters that characterise the cuts to be

performed (Cardoso et al. (2013a)). Under the null gravity condition, superficial forces cor-

responding to the suturing process are applied and the energy I is minimising in function
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of the displacements f of the body (B) and including the effect of the Chassaignac space

(chass), namely

I(F) =
∫

B
WB + Wchass (24)

where WB represents the strain energy function of the breast tissues and Wchass is the mass-

spring system positioned at the base of the breast (Cardoso et al. (2013a)). The strain energy

function (W) is based on the Neo-Hookean material for the breast tissues and is given by

WB(F) =
µ

2
(tr(FFT)− 3− 2ln(det(F))) +

λ

2
(det(F)− 1)2 (25)

where F is the deformation gradient tensor (or Jacobi Matrix), µ and λ are Lamé parameters

and are different for the skin and for the fat+glandular tissue (Cardoso et al. (2013a)). The

effect of the Chassaignac space is modelled by the spring system ernergy

Wchass(p) =
∫

chass
c(p)( f (p)− p)2dp (26)

where c(p) is a given function (Cardoso et al. (2013a)) that represents the non-linear spring

stiffness.

Eder et al. (2014) tested several breast models and simulations (some which were already

presented above) in order to assess their adequacy to real-life cases. Different mechanical

behaviour the breast tissues were considered: linear elastic (Krouskop et al. (1998)), expo-

nential elastic (Azar et al. (2001, 2002)) and hyperelastic (del Palomar et al. (2008); Rajagopal

et al. (2008)). Regarded to hyperelastic materials, they presented comparisons with the Neo-

Hookean model and more general Mooney-Rivlin model (Maurel et al. (1998)). They used

the elastic parameters estimated by those models (the empirical parameters like C1 in the

Neo-Hookean model) and showed that the Neo-Hookean models provide better approxi-

mations, especially with the model proposed by Rajagopal et al. (2008). It is also reported

in Eder et al. (2014) the lack of deformation accuracy and heavy computation time, (i.e.),

a trade-off between time and quality is achieved by using meshes with fewer nodes (Eder

et al. (2014)).

Eiben et al. (2016) presented an extension of the previous model where they take into

account the additional deformations when the breast is in contact with the MRI coil during

the MRI image acquisition. They also argued that defining appropriate prescribed dis-

placements usually requires manual pre-processing (as mentioned in Azar et al. (2002); del

Palomar et al. (2008); Rajagopal et al. (2008)) which is undesirable in a clinical context (Eiben

et al. (2016)). So they acquire images of the breast when the patient is in prone and supine

positions and they use FDM to analyse the displacements which do not require an explicit

mesh generation step just like what happens for the more common FEM models (Eiben et al.

(2016)). With FDM they split the displacements into small time steps which they solve using
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the strain-energy functions based on the Neo-Hookean material. The boundary conditions

include a technique they called slave nodes that simulate the effect of what Cardoso et al.

(2013a) point as the Chassaignac space (Eiben et al. (2016)). The registration process starts

with an initial breast configuration which is obtained with the MRI images. Then they re-

move the gravity field and use FDM to estimate the breast under a free stress state for both

supine and prone positions (Eiben et al. (2016)). Then they start a refinement process to

obtain the breast elastic coefficients which use the MRI images to apply a correction (Eiben

et al. (2016)). They used the NiftySim GPU based package to solve nonlinear finite element

problems including the simulation of soft tissue biomechanics (Johnsesn et al. (2015); Eiben

et al. (2016)).

Recently, new models and algorithms are developed in order to accelerate the breast

mechanical parameters estimation taking advantage of the GPU and of ML algorithms, but

are still in an experimental stage (Martı́nez-Martı́nez et al. (2017)).

2.4 discussion

The breast mechanical behaviour is a complex system to reproduce numerically. The vari-

ous studies point out that modelling every breast tissue and mechanics is still intractable

(Maurel et al. (1998); Azar et al. (2002); del Palomar et al. (2008); Rajagopal et al. (2008);

Eder et al. (2014)). Every model in literature is based on a set of simplification. Curiously,

some simpler models were able to provide better results than models with a higher level

of detail (Eder et al. (2014)). That means that such assumptions are relevant and provide

representative solutions while reducing the computational effort. To put in a nutshell, the

different breast models proposed over the years have some elements in common such as:

• FEM - most models use FEM to evaluate the tissues deformations (with some exam-

ples using FDM instead like in Eiben et al. (2016))

• free stress state - more recent breast models showed the importance of considering

the shape and size of the breast and its tissues arrangement in a free stress state

• viscoelasticity - most models neglect the viscous behaviour of the tissues and consider

only their elastic behaviour

• Imaging - most models acquire images from MRI and CT scans and use those images

to generate the breast’s geometry

These models showed that they can reproduce the behaviour of breasts with some accuracy.

However, most of them are very complex and their application is sometimes very restrictive.

For example, to identify internal lesions and tumours, medical imaging equipment like

MRI is necessary to allow surgeons to locate them and then remove them. But the same
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cannot be said for breast reduction surgeries which are usually planned by marking the

patient, although the use of such equipment could be used (Cardoso et al. (2013b)). Another

problem concerns the usage of this type of equipment which in many places is limited and

can lead to long wait periods that in some cases can reach 90 days (Maia (2016); Carriço

(2017)).

The study conducted by Eder et al. (2014) showed that the distinction between fat and

glandular tissue isn’t a key factor in terms of a models accuracy but the right choice of the

elastic parameters of the materials is. Some models like the one proposed by Azar et al.

(2002); del Palomar et al. (2008) used elastic parameters from the literature, but the model

proposed by Cardoso et al. (2013a) offered a new way to look into this problem which

passed by estimating these parameters for each patient because every person is different

from each other and the elastic properties of the breast can change with time (Cardoso et al.

(2013a); Poplack et al. (2004)). The breast in a free stress state used as the reference state

helps very much to generate the geometry of the breast using primitives because what has

usually considered the natural shape and size of the breast is a representation of the breast

under the Earth’s gravitational field.

Due to the increasing complexity of the models and the breast shape, a trade-off between

accuracy and computation effort has to be reached. To obtain better results additional

computational resources are required and the relation is not linear (the computational effort

increased more rapidly than the accuracy). There are software solutions that use the GPU

to solve problems with FEM (Johnsesn et al. (2015); Talbot et al. (2015)) recently use in Eiben

et al. (2016). The usage of accelerating hardware and software can contribute to minimise

the time constraint of these models. The idea proposed by Martı́nez-Martı́nez et al. (2017)

to use ML algorithms to create a breast model can also have the potential to minimise

the computational costs and is something to take into consideration in the development of

future models.
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To support surgeons take better informed decisions, numerical models enable the simula-

tion of virtual surgery operations in which one can visualise the post-operated breast and

therefore analyse several scenarios. A new breast model is presented along with a numer-

ical tool capable of simulating breast reduction surgeries. The model considers perform-

ing sutures with asymmetric geometrical configurations as well as viscoelastic parameters

based on the Neo-Hookean mechanical model. The research was published in Lopes et al.

(2017a). The parameters are obtained solving an inverse problem presented in chapter 4.

One also carried out the post-surgical breast simulation to analyse its behaviour when un-

der gravity. Moreover, the discretisation of the mathematical problem, as well as a series of

benchmarks are presented in this chapter to assess the ability to reproduce the surgeries.

3.1 numerical model

The breast is a combination of various soft tissues whose behaviour presents high nonlinear

aspect under stresses. Due to the physiological complexity of the breast, assumptions such

as homogeneous and isotropic material are stated to simplify the model at a macroscopic

scale. Moreover, following (del Palomar et al. (2008); Rajagopal et al. (2008); Cardoso et al.

(2013a); Eiben et al. (2016)) the reference geometry (coordinate space) is the breast in the

free stress state. The breast model is composed of the following ingredients:

• Geometry

• Mechanics

• Boundary Conditions

It is first assumed that the reference geometry in a free stress state is a spherical cap. Notice

that the breast shape obtained with equipment like MRI is affected by the gravity and

submitted to the compression of plates. It yields an additional deformation of the tissues

with respect to the stress-free domain (Eiben et al. (2016)). Therefore, the spherical cap
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assumption is a good approximation to the breast’s shape and size without gravity and

pressure.

The biomechanical model is assumed to be a nonlinear hyperelastic Neo-Hookean ma-

terial. The good results presented in literature Eder et al. (2014) support the idea that

the Neo-Hookean model is capable of describing with accuracy the mechanical behaviour

of the breast. Cardoso et al. (2013a) argued that despite the incompressible or quasi-

incompressible nature of the breast tissues, the reduction of the breast’s volume happens in

breast lift’s where only a portion of skin was removed. This suggests that, in practice, the

mammary gland can compress. Therefore the model has to consider the breast tissues as

compressible materials. From a computational point of view, a FEM discretisation will be

carried out to evaluate the tissues deformation using tetrahedron elements meshes.

Boundary conditions are prescribed to fix the breast that to the chest wall and a suturing

condition is given on the sections of the breast that will be joined during the surgical

procedure (also known as knitting conditions). However, the model the breast to be in a free

gravity state because the effect of gravity does not affect the suturing process. Nonetheless,

to determine the breast shape after the surgery, Cardoso et al. (2013a) and Eiben et al.

(2016) showed, the importance to consider the mobility of the breast and the effect of the

Chassaignac space (Cardoso et al. (2013a)) when applying the gravity.

3.1.1 Geometry

The domain definition of the breast, i.e. its geometry, is the first step in the modelling.

Particularly, breast reduction surgery is a procedure used to remove excess of fat, tissue,

and skin from the breasts in order to achieve a breast size in proportion with the body and

to alleviate the discomfort associated with overly weight breast. Therefore, the suturing

process is very complex from a geometrical point of view, involving contact areas that are

joined into a unknown final surface. One has to carefully define the interfaces of the breast

and its parametrisation to enable the description of the future sutured interface.

There exist several techniques to perform breast reduction like the inverted-T and vertical

scar techniques (Zoumaras and Lawrence (2008); Cardoso et al. (2013b)). While the vertical

scar technique can be simple to implement, in practice they cannot be performed on very

large breasts (Cardoso et al. (2013b)) and so, this model allows the implementation of both.

In both techniques the surgeon starts by planning the new position of the nipple and the

frontal cuts marking them on the breast like what is shown in figure 6. The inverted-

T technique includes rear cuts that will align in the infra-mammary fold (Zoumaras and

Lawrence (2008); Cardoso et al. (2013b)). At last, the skin is closed with stitches to initiate

the natural suturing process.
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Figure 6: Breast reduction surgery planning marks on a patient. Photography taken by Dr. Augusta
Cardoso and reproduced with kind permission from Hospital de Gaia.

From a mathematical point of view, Ωcut represents the domain corresponding to the

incised breast and where one prescribes the conditions to perform the suturing (Figure 7),

i.e. the breast after the cut but before exerting the forces to join the two parts.

Figure 7: Scheme of breast reduction surgery: the middle panel is the frontal view while the left and
right panels report the parameters for the left and right parts of the breast

Figure 7 displays three technical views of the incised breast with the boundaries being

described as follows:

• ΓB → back side of the breast that is fixed to the chest

• ΓF → surface associated to the skin of the breast

• ΓL, ΓR → left and right cuts performed during the frontal incision

• ΓBL, ΓBR → left and right cuts performed during the rear incision

• A → point of the front of the breast where the first incision starts and which corre-

sponds to the new nipple position
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• γ0 = ΓL ∩ ΓR → line between point A and the chest

• γL = ΓF ∩ ΓL → frontal left suturing line

• γR = ΓF ∩ ΓR → frontal right suturing line

• γBL = ΓF ∩ ΓBL → backward left suturing line

• γBR = ΓF ∩ ΓBR → backward right suturing line

• θ → angle of the suturing plane

• αL, αR → left and right angles of the frontal incision

The breast is partially covered with skin characterised by the boundary surface ΓF. The

frontal incision is performed between two interfaces denoted by ΓL and ΓR respectively

sharing the line γ0 = ΓL ∩ ΓR passing at point A, orthogonal to the trunk body. A second

rear incision is performed between the breast and the trunk such that a portion of the breast

remains in contact with the chest wall via the interface ΓB while ΓBL and ΓBR are the left

and right surfaces respectively deriving from the rear incisions. Boundary lines γL and γR

in red in figure 8 correspond to the suturing line that the surgeon will join while γBL and

γBR are the rear incision lines.

Figure 8: Full breast (left) and half breast (right) in a 3D frontal view (top row) and rear view (bottom
row)

3.1.2 Mechanics

The breast behaviour is described with a nonlinear hyperelastic Neo-Hookean compress-

ible model. The surgery simulation neglects the gravity force assuming that the suturing
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process is independent of the external field. The breast is in a ”at rest” state and the su-

turing process will lead to the breast deformation. The problem turns to minimise the

associated energy functional under restrictions: one determines the new position vector

field f : p→ f (p) which minimises

Jcut( f ) =
∫

Ωcut

Wbr(∇ f (p))dp +
∫

ΓF

Wsk(∇|| f (p))dSp (27)

where Wbr and Wsk are the expressions for the volume (mammary gland) and surface (skin)

strain energy densities respectively. As the tissues behaviour employ the Neo-Hookean

model the expressions Wbr and Wsk are given by

Wbr(F) =
µbr

2

Ä
tr(FFT)− 3− 2ln(det(F))

ä
+

λbr

2
(det(F)− 1)2, (28)

where F = ∇ f is the Jacobian matrix of f and (λbr, µbr) are the Lamé parameters for the

breast and

Wsk(F||) =
µsk

2

Ä
tr(F||F

T
|| )− 2− 2ln(det(F||))

ä
+

λsk

2
(det(F||)− 1)2, (29)

where F|| = ∇|| f is the Jacobian matrix of the superficial (skin) displacement f|| and

(λsk, µsk) are the Lamé parameters for the skin. f (Ωcut) will be the new breast configu-

ration after the suturing that one has to determine. In chapter 4 one details a technique to

determine the breast and skin mechanical parameters.

3.1.3 Boundary Conditions

The breast reduction surgery boundary conditions (also known as knitting conditions) are

given by the equation 27 representing the constraints displacement for the suturing process.

These conditions read:

f (p) = p, in ΓB, (30)

b( f (p)) = 0, in ΓBL ∪ ΓBR, (31)

Πθ( f (p)) = 0 in ΓR ∪ ΓL, (32)

f (p)− f (g(p)) = 0, in γR, (33)

where Πθ is the equation of the plane where the suture of the left and right frontal cuts

will take place. Indeed, this model assumes that for a small asymmetry, (i.e.), αL ≈ αR,

the suturing interface may be approximated by the medium plane. Of course, for large

asymmetries, this assumption is no longer valid and the problem of the location of the final

interface turns to be more complicated.
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Condition 30 guarantees that the back interface remains in contact with the trunk while

condition 31 states that the rear cut interfaces (ΓBL and ΓBR) belongs to the trunk plane to

model the suturing of the breast with the body. To achieve the suturing process with the

frontal cut, two boundary conditions are prescribed. Condition 32, states that the junction of

the left ad right incised sections (ΓL and ΓR respectively) occurs in a plane Πθ characterised

by the angle θ which is prescribed as the mean value of the left and right angles. Condition

33 introduces the mapping g : γR → γL associated to the suturing which provides the

point-to-point correspondence between the left and right side of the cut.

3.2 discretisation of the model

3.2.1 Mesh and Notations

It is assumed that the breast geometry reference domain, i.e. at rest without any stress, is

obtained from a spherical cap with the performed cuts which are made from geometrical

parameters as the ones in Figure 9.

Figure 9: Incised breast geometry Ωcut with the incision parameters. On the left is the breast frontal
view while on the right is the breast side view.

FL represents the distance between the top of the breast to the beginning of the incision

(point A) and its value can vary from the breast frontal perimeter (FP) to a value where the

height of point A would be inferior to the height of point B (Az < Bz). LL is the length

of the lateral incisions marks that ends at point D which can be in any part of that mark

from the point A to C. Point C is a point in the base of the breast which is determined

by the value distance d from the spherical cap middle section (xOy plane in figure 9). The
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incision marks depend on the frontal cut angles αL for the left angle and αR for the right

angle which will lead to find the positions of the Dk and Ck points where k ∈ {L, R}.

The breast is discretised by a tetrahedral mesh with the displacements being represented

by a piece-wise continuous representation of the new position f . To this end, T denotes

a mesh of Ωcut constituted of I non-overlapping tetrahedron cells τi, i = 1, . . . , I, and N

vertices Pn = (Pnx, Pny, Pnz) ∈ R
3, n = 1, . . . , N. Moreover, Tk, k = 1, . . . , K, represents the

faces of the tetrahedrons of the mesh that belong to ΓF. Quantities |τi| and |Tk| represent

the volume and the area of the cell and the triangle respectively. In local indexation, the

vertices of τi are denoted by Pij = (Pijx, Pijy, Pijz) ∈ R
3, j = 1, 2, 3, 4, while the vertices of Tk

are denoted by Pkj = (Pkjx, Pkjy, Pkjz) ∈ R
3, j = 1, 2, 3.

To discretise function f , one associates to each node Pn an approximation fn ≈ f (Pn)

and denotes by fh the usual continuous piece-wise linear function while vector Φh =

( fnx, fny, fnz)p collects the 3N components of the new positions. Vector Φh corresponds

to the new configuration but the entries are not the unknowns of the problem since some

of them are characterised by the boundary or the suturing conditions. Therefore, one ex-

tracts a sub-vector Xh of Φh which only contains the unknown values that are used in the

minimisation process while the boundary conditions define an operator

Xh → Φh = B(Xh) (34)

which provides the other entries to complete vector Φh.

3.2.2 Boundary and Suturing Conditions

Condition 30 yields that fn = Pn for any Pn on ΓB while relation 31 implies that for any

Pn on ΓBL ∪ ΓBR one sets fky = 0 to enforce the suturing of the rear cut on the trunk plane

y = 0. To apply constraint 32, for any Pn ∈ ΓR ∪ ΓL, fny and fnz are used as unknowns, (i.e.),

fny and fnz are entries of Xh. Therefore, one computes the last component with the relation

fnx = tan(θ) fnz.

Constraint 33 is the main condition since it describes the surgical procedure. For a node

Pn ∈ γL, fny and fnz are entries of Xh and one computes the last component with fnx =

tan(θ) fnz thanks to condition 32. Assuming now that function g : γR → γL is given, one

proceeds in the following way at the discrete level:

• For a node Pn ∈ γR, the edge e = [PαPβ] ∈ γL is determined such that g(Pn) ∈ e;

• One then defines the unique barycentric coordinates such that λnαPα + λnβPβ = g(Pn)

(see Figure 10).
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Pα

Pβ

Pnfn

fβ

fα

g(Pn)

b

b

b

b

Figure 10: Discretisation of function g. For any point Pn ∈ γR, one determines an approximation
g(Pn) ∈ γL between two nodes Pα, Pβ of an edge belonging to γL. Barycentric coordinates
then derive from the relative position of g(Pn).

To preserve the relative position of fn with respect to fα and fβ in the final configuration,

one sets

fn = λnα fα + λnβ fβ.

The barycentric coordinates are computed once as a pre-processing step and none of the

coordinates of Pn is an entry of Xh. For any Pn, the choice of the associated edge e and the

barycentric coordinate is equivalent, at the discrete level, to completely define function g.

3.2.3 Strain Energy

The energy functional given by equation 27 is approximated with the following discrete

representation

Jh(Xh) = Ĵh(B(Xh)) = Ĵh(Φh) = J1
h + J2

h (35)

constituted of the volume energy Jh1 and the surface energy Jh2.

For a new configuration characterised by the approximation p ∈ Ωcut → fh(p) ∈ R
3 and

stored in vector Φh, the internal energy on tetrahedron τi is given by

Wτi
= |τi|

Ç
µ

2

ï
tr(FiF

T
i )− 3− 2ln(det(Fi))

ò
+

λ

2

ï
det(Fi)− 1

ò2å
, (36)

where Fi is the 3 x 3 matrix solution of the linear system

fi2 − fi1 = Fi(Pi2 − Pi1), fi3 − fi1 = Fi(Pi3 − Pi1), fi4 − fi1 = Fi(Pi4 − Pi1).
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The total internal energy is then approximated by

J1
h =

∑

τi∈Ωcut

Wτi
. (37)

The surface energy is given by the surface integrals of the functional. The discrete piece-

wise linear function fh transforms a triangle Tk with vertices OAB into a triangle T′k with

vertices O′A′B′. Since the translation and the rotation do not change the stress due to the

deformation, one assumes that O′B′ is collinear to OB and A′ belongs to the same plane

than triangle OAB. Function f|| is a two-dimensional function locally given by f||(O) = O,

f||(A) = A′, f||(B) = B′. The Jacobian matrix of f|| is the constant matrix

J f|| = A =

[
a b

c d

]
.

To determine the matrix, one writes

[
a b

c d

] [
‖OB‖

0

]
=

[
‖O′B′‖

0

]
,

[
a b

c d

] [
‖OA‖ cos(α)

‖OA‖ sin(α)

]
=

[
‖O′A′‖ cos(α′)

‖O′A′‖ sin(α′)

]
,

where α = ∠(OA, OB) and α′ = ∠(O′A′, O′B′). The first linear system gives c = 0 and

a = ‖O′B′‖
‖OB‖ . Substituting these expressions in the second linear system one obtains

d =
‖O′A′‖ sin(α′)

‖OA‖ sin(α)
, b =

‖O′A′‖ cos(α′)− ‖O
′B′‖
‖OB‖ ‖OA‖ cos(α)

‖OA‖ sin(α)
.

The superficial energy on triangle Tk for the skin is then given by

WTk
= |Tk|

Ç
µsk

2

ï
tr(J f|| J f t

||)− 2− 2 ln(det(J f||))
ò
+

λsk

2

ï
det(J f||)− 1

ò2
å

(38)

and the whole superficial energy is approximated by

J2
h =

∑

Tk∈ΓF

WTk
. (39)

3.2.4 Minimisation algorithm

For a given vector Xh and the boundary conditions, one deduces vector Φh = B(Xh), hence

the continuous linear piece-wise function fh used to compute the discretised energy func-

tional. In order to determine the minimiser X̄h of the discrete functional Jh(Xh), the conju-

gate gradients method was employed. To this end, one has to compute an approximation
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of the derivative of the discrete functional in directions ℓ = 1, . . . , #Xh. Since the function is

nonlinear and has complex structure, numerical derivatives are computed in a very simple

way. For example, an approximation of derivative with respect to direction ℓ at point X is

given by

∂ℓ Jh(X) ≈
Jh(X + ǫℓ)− Jh(X)

ǫ
, (40)

where ǫℓ is a vector of zeros except value ǫ for the ℓ−th entry.

3.3 breast under gravity

After the suturing, the two faces ΓL and ΓR are in contact and the question arises of the

breast shape in the gravitational field in function of the trunk position.

3.3.1 Geometry

The sutured breast, now denoted by Ωgrav is modelled with the previous geometry, i.e. so

the incised sections (ΓL and ΓR) are still considered as being distinct parts of the boundary

with a non-matching mesh. Because the gravity problem is different from the suturing

problem, new boundaries are considered as seen in figure 11.

Figure 11: 3D rear views for the gravity problem: full breast (left) and half breast (right).

The breast geometry domain Ωgrav deriving from the suturing process still maintains

the skin surface ΓF, the frontal suture sections (ΓL and ΓR) as well as the frontal suture

lines (γL and γR). The breast rear interfaces ΓB, ΓBL and ΓBR were merged into a unique

interface ΓC where the Chassaignac condition is prescribed. Moreover, a new curve γD on

the infra-mammary fold is defined where the breast elements are fixed.
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3.3.2 Mechanics

Besides the evaluation of the strain energy from the skin and the breast fat and glandular

tissue, two new contributions are considered for the energy functional: the gravity force and

the Chassaignac space. The latter corresponds to a mobile zone located between the breast

and the trunk which acts as a spring to maintain the breast close to the trunk (ΓC). The

gravity force will deform the mesh according to the alignment of the breast, i.e. depending

on the position of the patient. Because the geometry of Γgrav results from the suturing

process without physical alterations, the two interfaces ΓL and ΓR, despite being in contact,

are distinct. Therefore, to determine the new shape, one assumes that the surfaces are stick

together in such a way that the relative position of the nodes of ΓR (resp. γR) with respect

to the nodes of ΓL (resp. γL) will be preserved when the gravity field is applied.

The problem turns to the minimisation of the associated energy functional where one

determines the new position vector field f : p→ f (p) which minimises

Jgra( f ) =
∫

Ωgra

Wbr(∇ f (p))dp +
∫

ΓF

Wsk(∇|| f (p))dSp−

∫

Ωgra

ρ ag · f (p)dp +
∫

ΓC

c‖ f (p)− p‖dSp (41)

where ag is the gravity acceleration, c the Chassaignac coefficient, and ρ the density. So the

new energy functional evaluates the contributions of the skin and the fat plus glandular

tissue just like in the suturing procedure (equation 28) but now adds the contribution of the

potential energy due to the application of gravity over every element of the breast that will

lead to displacements of the mesh elements and the contribution of the Chassaignac space

for the mobility of the nodes along ΓC.

3.3.3 Boundary Conditions

The boundary conditions of the breast under gravity are used to ensure that the additional

contributions to the energy functional are properly conditioned. This means that the left

and right interfaces (ΓL and ΓR) along with the suturing lines (γL and γR) need a condition

to keep them together, because when the force of gravity is applied, if a sticking condition

is not prescribed, the two sections will be displaced independently and the suturing process

is undone. So, the energy functional is restricted by the following boundary conditions

f (p) = p, in γD, (42)

b( f (p)) = 0, in ΓC, (43)

f (p)− f (G(p)) = 0, in ΓR ∪ γR, (44)
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where G is a functions which results from the suturing process which defined the mapping

from ΓL (resp. γL) onto ΓR (resp. γR).

Condition (42) fix the position of the elements along curve γD which correspond to the

infra-mammary fold. Condition (43) maintains the breast on the trunk despite the mobility

evaluation with the Chassaignac space contribution to the energy functional. Condition

(44) is the stick condition that preserves the junction between the left and right interfaces

previously joined in the suturing process.

3.4 discretisation of the breast under gravity

A discrete version of problem 41-44 is introduced based on a mesh of tetrahedrons of the

sutured breast and a continuous piecewise representation of the displacement f . Due to the

new boundary and constraint conditions, one has to deal with a new subset of unknowns

Yh from Φh and a new operator C such that Yh → Φh = C(Yh) models all the constraints

42-44.

3.4.1 Boundary, Chassaignac and sticking conditions

Condition 42 yields that fn = Pn for any Pn ∈ γD while relation 43 implies that for any

Pn ∈ ΓC, one sets fny = 0 to maintain interface ΓC on the trunk plane y = 0. Constraint

44 means that the two interfaces previously joined and stick will preserve their relative

position and function G is defined in the following way. At the initial stage, after reading the

mesh, the barycentric coordinates are calculated for points Pn on γR and ΓR corresponding

to the suturing process:

• If Pn ∈ γR, one determines the edge e = [Pα, Pβ] ⊂ γL such that Pn also belongs to e

since the two curves are joined. Then the unique barycentric coordinates are defined

such that G(Pn) = λnaPα + λnβPβ = Pn. Hence the constraint on the new location fn

associated to point Pn writes fn = λna fα +λnβ fβ where fα and fβ are the new positions

of Pα and Pβ, respectively. fn does not belong to the entries of Yh since it is deduced

from the linear combination of Pα, Pβ.

• If Pn ∈ ΓR, one determines the triangle f = [PiPjPk] ⊂ ΓL such that Pn also belongs

to f since the two surfaces are sutured. Then the unique barycentric coordinates are

defined such that G(Pn) = λniPi + λnjPj + λnkPk = Pn. Hence the constraint on the

new location fn associated to point Pn writes fn = λni fi + λnj f j + λnk fk where fi, f j,

and fk are the new positions of Pi, Pj and Pk, respectively. fn does not belong to the

entries of Yh since it is deduced from the linear combination of Pi, Pj, and Pk.
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3.4.2 Discretisation of the functional

A discrete version of the energy functional setting is introduced as

Jh(Yh) = J̃h(C(Yh)) = J̃h(Φh) = J1
h + J2

h + J3
h + J4

h (45)

with J1
h being the volume strain energy and J2

h being the surface strain energy. J3
h rep-

resents the potential energy of gravity force exerted over the breast mass (whose density

ρ is constant) and J4
h represents the energy obtained with the spring-mass model of the

Chassaignac space like as the one presented by Cardoso et al. (2013a) where c is a constant.

J1
h and J2

h are given in section 3.2.3. J3
h and J4

h are given by

J3
h = −

∑

τi

Wgτi
(46)

and

J4
h =

∑

Tj⊂ΓB

WcTj
(47)

where Wgτi
and WcTj

are given by

Wgτi
=
|τi|

4
ρag ( f (Pi1) + f (Pi2) + f (Pi3) + f (Pi4)) (48)

and

WcTj
=
|Tj|

3
c (‖ f (Pi1)− Pi1‖+ ‖ f (Pi2)− Pi2‖+ ‖ f (Pi3−)Pi3‖)) . (49)

The minimisation of functional Jh is performed in the similar way as presented in section

3.2.4.

3.5 numerical tests

To evaluate the performance of the numerical model in terms of breast shape and size, some

numerical tests were done. Tests concerning real-life cases are shown in chapter 8 where the

results were validated by surgeons with the exception of just one example to give practical

context. Apart from that example, this section only considers numerical results.

As mentioned previously, the original breast is modelled as a truncated sphere charac-

terised by its principal radius and the length of the truncated portion. Figure 12 displays

the initial configuration of the breast, i.e. before the incisions. It is worth noticing that more

complex geometries can easily be considered and the suturing method is not limited to that

particular configuration.
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Figure 12: Mesh of the pre-operative breast: frontal view (left) and lateral view (right).

To this extent, the tests aimed to evaluate in visual terms how the model behaves for

breast surgeries with frontal symmetric incisions, frontal asymmetric incisions as well as

breast reduction surgeries with frontal and rear incisions. Every test started by generating

the geometry of the breast with cuts, followed by the suturing process and ending with

the simulation of the sutured breast under gravity. The figures will show the breast mesh

configuration in two views: frontal and lateral. This way it is possible to observe the

differences between the various tests more clearly. The breast examples showed in this

section have a value of radius R = 10cm and H = 5cm.

3.5.1 Symmetric suturing

In the first numerical tests, symmetric frontal incisions were done with various values

for αL = αR. Figure 13 shows an example of a breast with frontal cuts performed with

αL = αR = 30◦ and without rear cuts. The value of FL chosen to decide where the incision

starts (point A) was of 130mm.

Figure 13: Mesh of the breast after a symmetric incision: frontal view (left) and lateral view (right).
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This mesh is used during the breast suturing simulation and the result can be seen in

figure 14 with the junction plane Πθ being obtained with θ = 0◦ in order to preserve the

symmetry of the junction.

Figure 14: Shape of the breast after the suturing without gravity field: frontal view (left) and lateral
view (right).

The symmetry of the shape is preserved and the convergence is checked to a limit con-

figuration using thinner meshes. One then evaluates the breast shape, after being sutured,

subject to the gravity field for a patient in a stand up position. Figure 15 displays the frontal

and side view of the breast under the gravity field.

Figure 15: The breast under the gravity field: frontal view (left) and lateral view (right).

Notice that the symmetry is also preserved and the junction obtained is a straight line.

Computations have been carried out with thinner meshes to check that the solution con-

verges to a limit one. The presented solution involves a mesh of 1246 tetrahedrons and is

very closed to the one obtain with thinner meshes (less that 1% of relative errors).
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3.5.2 Asymmetric suturing

In some situations, the surgeon needs to perform asymmetric incisions. Therefore addi-

tional experiments were conducted to assess the code architecture capacity to handle a case

with such higher complexity. Figure 16 presents an example of the breast with cuts before

the suturing process.

Figure 16: Mesh of the breast after an asymmetric incision: frontal view (left) and lateral view
(right)..

For the frontal incision angles, αL = 15◦ and αR = 45◦ were chosen as well as FL = 130mm

for the initial incision point. Clearly the breast volume of the right side is strongly reduced

in comparison with the left side. The junction plane is characterised by taking the angle

θ0 = (−15 + 45)/2 of the suturing plan as the (algebraic) mean values of the two frontal

incision angles and the result of the suturing can be seen in figure 17.

Figure 17: Mesh of the breast after suturing: frontal view (left) and lateral view (right).

Computations were carried out with a 1376 tetrahedrons mesh and the shape of the breast

after the suturing process is clearly asymmetric. As in the former case, one obtains shape

convergence using thinner meshes which guarantee the stability of the method.
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As in the previous example, the behaviour of the sutured breast under the gravity field

was also tested. Figure 18 shows the final configuration of the breast after all iterations of

the simulation of the breast behaviour under gravity assuming a patient standing up.

Figure 18: The breast under the gravity field: frontal view (left) and lateral view (right).

Notice that the suture location is no longer a straight line as displayed in figure 17. The

breast nodes re-arranged in a form that seems more natural even though it shows the area

where the incised sections were sutured. Convergence to a limit configuration has been

also checked using thinner meshes.

3.5.3 Frontal and rear suturing

The last set of tests were done considering frontal and rear cuts. Figure 19 shows an

example of a test where the mesh corresponding to two frontal symmetric incisions with

αL = αR = 30◦ and the rear cuts being defined by a value for d = 10mm, FL = 130mm and

the lateral cuts being given by LL = 115mm.

Figure 20 shows the mesh configuration after the numerical suturing process where the

chosen suturing plane Πθ was obtained with θ = 0◦.

A 1539 tetrahedrons mesh was used and the results show a symmetric breast preserved

by the choice of suturing plane. Several finer meshes were also experimented to check the

convergence. No significance differences (lower than 1%) have been reported with respect

to the solution. Finally the sutured breast behaviour was simulated considering that the

patient was standing up. It is displayed in figure 21 the resulting shape and observe a

symmetric final breast with a nipple position being in a central position of the breast.
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Figure 19: Mesh of the breast after a symmetric front incision and a rear incision: frontal view (left)
and lateral view (right).

Figure 20: Breast shape after the suturing process: frontal view (left) and lateral view (right).

3.5.4 Comparison with a real surgery case

To validate the code and assess the capacity of the numerical method to provide realistic

results, a comparison between a real surgery and the simulation has been carried out. As a

first stage, a real surgery took place, and pictures of the breast were taken.

Then, a numerical simulation was performed using a set of parameters inferred from

the original breast. Figure 22 displays a comparison before and after the surgery between

the real breast and the corresponding simulation. Qualitative results are very good since

one obtains the same shape and a good approximation of the volume. There is also a nice

matching of the nipple location which show that the simulation is in accordance with the

reality.

3.6 discussion

The breast model developed in the scope of this project enable to accurately predict the

behaviour of the breast, given the surgical parameters (in this particular case breast reduc-
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Figure 21: The suturing breast in the gravity field: frontal view (left) and lateral view (right).

Figure 22: Comparison between a real surgery operation and the simulation. Before the surgery
(left) one reproduces the initial breast with an identical volume. After the surgery (right),
one carries out the simulation with the cuts made by the surgeon. Photographies taken
by Dr. Augusta Cardoso and reproduced with kind permission from Hospital de Gaia.

tion surgery parameters). The simplicity of the model and the assumptions made, namely

the approximate spherical shape of the breast in a state of free stress and the new knit-

ting conditions provide a good approach to the development of a simple breast model that

reproduces the behaviour of the breast tissues.

The overall performance of the simulation method is good although in the first versions

of the code it could took a few minutes to process data for meshes with just a 1000 nodes.

Improvements were made afterwards to improving the simulation performance detailed

in chapter 5. The real life case presented in this chapter shows the ability of the model

to guide surgeons for planing surgeries. It also provides an helpful medical assistant for

students to gain some experience and develop a certain sensitivity when studying surgical

cases. Accuracy depends on a correct estimation of the breast’s biomechanical parameters

presented in chapter 4.
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Despite the good results, there is still works to make the model more robust, namely

additional tests to consolidate the work already done in this project. There were some

considerations made regarding the breast model which concerns its evolution in a posterior

phase which involve the study of other breast structures like Cooper’s ligaments or think

on exploring other primitives like splines or simply ellipsoidal shapes.
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4
PA R A M E T E R S I D E N T I F I C AT I O N

The parameters associated to any breast material are key ingredients in the constitutive

model’s performance. The study by Eder et al. (2014) presents a clear example that the

biomechanical parameters of breast tissues play a major role in describing the breast be-

haviour. In this chapter a new method to estimate biomechanical parameters of a breast

model is presented along with its proof of concept using the constitutive model described

in chapter 3.

4.1 parameter identification

The correct identification and estimation of the geometric and mechanics parameters is a

crucial issue for achieving representative purposes. From ex vivo tissue samples to elas-

tography there exist a large spectrum of techniques that are used to estimate the elastic

properties of the female breast. The identification of soft tissue parameters quite depends

on the underlying model (Delingette and Ayache (2004)) and the material characterisation,

namely, the linear elastic model, the Neo-Hookean model and even the Mooney-Rivlin

model (Eder et al. (2014)).

4.1.1 Manual Methods

Palpation is a very simple and basic procedure used by doctors and encouraged in people

by self-examination (see figure 23) to detect possible lumps or other tumours out of the

ordinary on the breast (Wells and Liang (2011); Gennisson et al. (2013)). Palpation does not

offer, by itself, any kind of reliable information about the elasticity of the breast internal tis-

sues (Wells and Liang (2011)). It can, however, provide hints and comparisons that together

with experience can lead to fair estimations. For example, when holding two breasts one

can determine if the difference in weight is significant. Two breasts with approximately the
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Figure 23: Breast self-examination (Wikipedia)

same size and shape may have a substantial weight difference leading to the definition of

density (ρ)

ρ =
m

V
(50)

with the body’s mass (m) and the associated volume (V). Commonly, the heavier breast

has more fat and glandular tissue is more compressed by the skin. However, the breast is

constituted of a lot of different internal tissues and the volume information is not enough to

characterise the breast (Gefen and Dilmoney (2007)). With experience, the doctor feels the

difference for well distinct cases without using additional equipment. However, the method

is almost qualitative, quite limited and depends on the doctor’s skill. As highlighted in

Wells and Liang (2011), the interpretation of palpation is completely subjective, i.e. it does

not provide any quantitative data and manual estimation of the breast elasticity parameters

using palpation is not eligible any longer.

4.1.2 Medical Imaging

As mentioned in chapter 2, medical imaging technology like MRI, CT, ultrasounds and

x-rays allowed doctors and medical practitioners to collect information about the internal

tissues of the human body (Gennisson et al. (2013)). More importantly, a new imaging

technique known as elastography leads to the rise of various imaging processing used to

measure and map tissue’s stiffness. A potential tumour detected with palpation could

be confirmed and localized (Wells and Liang (2011)). In terms of soft tissue constitutive

models, the technique determines the elastic properties of the tissues (Wells and Liang

(2011); Gennisson et al. (2013); Sigrist et al. (2017)) prescribed in the biomechanical model

(Azar et al. (2002); del Palomar et al. (2008)). linear model or hyperelastic relations such as

Neo-Hookean and Mooney-Rivlin (Eder et al. (2014)) are the most common model used in

a health context.
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Original methods use ex vivo samples of breast tissues to analyse the deformation un-

der compression using medical imaging techniques (Krouskop et al. (1998); Wellman et al.

(1999); Azar et al. (2001)). More recent techniques apply non-invasive procedures by dis-

placement differentials in the breast when the patients were standing up, in a supine or

prone position (del Palomar et al. (2008); Eiben et al. (2016)).

The ex vivo sample analysis provides average values for the elastic modulus of the breast

tissues, especially for fat, glandular tissue, skin and ligaments (Krouskop et al. (1998); Well-

man et al. (1999)). As mentioned by Gefen and Dilmoney (2007), these values vary with the

studies, for example, fat tissue can have values for the elastic modulus ranging from 0.5 to

25 kPa while the skin values vary from 200 to 3000 kPa. The coefficients were evaluated

for different rates of stress and strain in order to provide a specific stress-strain curve for

the breast models. In Yin et al. (2004); Stewart et al. (2011); M.Kuhlmann et al. (2013), the

authors suggest that averaging the different tissue component, regard to the elastic parame-

ters, might not deliver good enough approximations for complex cases as they highlighted

in Eder et al. (2014). Moreover, the deformation of the tissues when being compressed (in

MRI or CT scan devices) introduces error in the measurements of the elastic properties

(Rajagopal et al. (2008)).

Other breast models proposed by del Palomar et al. (2008); Han et al. (2012a); Dufaye

et al. (2013) use the coefficient values from literature as a starting point to generate an initial

mesh and they adjust the parameters for a specific breast by an iterative procedure until

the difference between the digital model and the real-life model provides a small enough

error. They obtain images from specialised equipment like MRI machines to compare with

the refined breast.

In a similar approach, the technique proposed by Rajagopal et al. (2008); Cardoso et al.

(2013a); Eiben et al. (2016) enables to evaluate the tissues parameters by considering the

breast in a free stress state from which they analyse the breast’s displacement deriving

from the gravity force. Those techniques partially overcome the potential inaccuracy of

inadequate values issuing from the literature. However, they are time consuming and

their efficiency depends on some additional factors such that the initial set of parameters

considered for the iterative procedure (del Palomar et al. (2008)). This latter aspect is also

referenced in Eiben et al. (2016) which use an extreme set of initial values (meaning that

the breast is either very soft or stiff) as a starting point for optimising the solution. They

mention that this approach does not give optimal parameters but accurate enough provide

rough approximations (Eiben et al. (2016)).

The model proposed by Dufaye et al. (2013) picks up again the previous approaches for

parameter estimation. They use a predetermined set of patients (in the paper 10 cases are

considered) to produce MRI images and then solve the inverse problem where the parame-

ters are refined by comparing with keys elements of the breast, namely the nipple position.
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After obtaining the parameters, they then consider the average values for predicting the

parameters for every other future case (Dufaye et al. (2013)). They compute the estimates

of the elastic parameters by using significant samples, i.e. patients with breasts that can

cover most of the female universe. Although the study only considers patients with C cup

or higher breasts volume, the method can be easily extended to every patient. Nevertheless,

average values of properties are not adequate for every kind of breast (Eder et al. (2014)).

4.1.3 Cameras and Scanners

Medical imaging techniques and technology, mainly MRI, CT and ultrasounds provide the

raw data they used to estimate the breast parameters by comparing the respective positions

of specific elements of the breast like the nipple (Dufaye et al. (2013)) or boundaries (Car-

doso et al. (2013a)) or even zones assigned with markers (del Palomar et al. (2008)). To

accurately determine the internal tissues location, medical imaging equipment like MRI is

necessary since they reveal the entire volume of the breast (more specifically multiple slices

that transverse the breast). That is particularly important for tumorous/cancerous cells

identification and localisation (Azar et al. (2002)). However, in mechanical models as in del

Palomar et al. (2008), the difference between the fat and glandular tissue is neglected and

information deriving from visual evidence is enough to estimate the breast parameters and

images or films to determine the external aspects of objects was widely studied over the

years (Bregler et al. (2000); Kimura and Saito (2000); Viola and Jones (2001); Lowe (2004);

Salzmann and Urtasun (2012); Eder et al. (2012); Zollhöfer et al. (2014); Henseler et al. (2016);

Pöhlmann et al. (2017); Guo et al. (2017)).

More recently, new algorithms were proposed to capture and reconstruct the surface

of a three-dimensional object (Oliveira et al. (2013)). One uses regular cameras to seek

features like corners, edges and zones that are detectable by the images. These features

have characteristics that make them observable and easily detectable. According to Oliveira

et al. (2013), such features take into account the following:

• Reliability - features that can be seen and recognised in different perspectives of the

object

• Distinctiveness - features should be different/unique in order to ease the process of

recognition

• Locality - the features should be placed in distinctive areas of the object

• Quantity - The more distinctive features, the easier is to recognise the object

In the case of the breast, features pointed in literature are the nipple, the infra-mammary

fold, the clavicular notch, the armpit and the contrast made between the breast and the
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torso (del Palomar et al. (2008); Dufaye et al. (2013); Oliveira et al. (2013); Henseler et al.

(2016)). These features fit the criteria mentioned above and so they are used to create a

representative mesh. The identification of features and object surface is performed with

regular cameras or cameras and scanners with the capacity of evaluating depth (Oliveira

et al. (2013)).

Regular cameras do not directly provide information about the three-dimensional of the

breast that is required to reconstruct a mesh. Most algorithms use multiple cameras as in

reference Kimura and Saito (2000) to reproduce the eyes perception of the three dimensions.

Two cameras using epipolar geometry (figure 24) are used to simulate the geometry of

stereo vision (Kimura and Saito (2000)).

Figure 24: Epipolar Geometry (by Arne Nordmann - wikipedia)

Henseler et al. (2011) presented a method using a capturing system using 8 cameras

which are aimed at both breasts of the patient. The problem of a method like this is the

potential of errors that can occur from the location of the cameras, calibration and even

lighting (Lowe (2004); Henseler et al. (2011)). Those errors could also arise from the quality

of the algorithm used (e.g. Scale Invariant Feature Transform (SIFT)) and the tweaks made

before capturing (Lowe (2004))

Recently, low-cost cameras and scanners have been massively produced and enable to

measure depth (Eder et al. (2012); Zollhöfer et al. (2014); Henseler et al. (2016); Pöhlmann

et al. (2017); Guo et al. (2017)). For instance, the Kinect camera developed by Microsoft

turns to become famous in the video game industry (Izadi et al. (2011)) but also reveals

to be a precious tool for collecting 3D picture. Similarly, the Konica-Minolta V910 scanner

used by Eder et al. (2012) also provide 3D views for breast reconstruction. The usage

of the Kinect camera was widely studied mainly due to its low cost compared to other

cameras and solutions (Oliveira et al. (2013)). Independently of the depth camera used, the

complexity of the problem is reduced with the additional depth information. KinectFusion

is a software solution developed by Microsoft that displays real-time 3D reconstruction of

objects by moving the Kinect camera (Izadi et al. (2011)). One also mentions Zollhöfer et al.

58



Chapter 4: Parameter Identification

(2014) who manages to compute the depth map that generate a point cloud on the object’s

surface. The points are then tracked even when the camera moves (Izadi et al. (2011);

Zollhöfer et al. (2014); Henseler et al. (2014, 2016); Pöhlmann et al. (2017)).

Figure 25: 3D object reconstruction from depth maps and point clouds (by Arsi Warrior - wikipedia)

From this point cloud on the objects, a surface is then possible to reconstruct the object

(figure 25) by connecting these points using algorithms that integrate 3D vertices (points)

into voxels like signed distance functions which allow determining how far are some points

from a certain objects surface (Izadi et al. (2011)). The usage of the Kinect in breast recon-

struction was explored in Pöhlmann et al. (2017) and the results show that these type of

cameras designed for speed have the potential of estimating the breast surface and volume.

There are however issues concerning these types of cameras, namely the error that can

come from depth noise, the resolution of the camera (which is better with the new versions

of the Kinect) and in terms of capturing people the error that can come from their natural

movement (Henseler et al. (2014); Pöhlmann et al. (2017)). Besides, with the exception of

the Kinect, other 3D scanners are expensive and for that matter may not be accessible to

everyone (Pöhlmann et al. (2017)).

4.1.4 Alternative Method

The above methods (palpation, medical imaging, 3D reconstruction using cameras) have

their pros and cons. Palpation is easily done by a doctor and quite practical but does

not give quantifiable information about the breast properties. Regarding medical imaging

technologies and techniques, the pros and cons are:
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• Pros

– Provide information about the internal organisation of the tissues;

– Enable the analysis of the tissues elastic properties with great accuracy (Krouskop

et al. (1998); Azar et al. (2002)).

• Cons

– The equipment is very expensive and is limited (Carriço (2017); Pöhlmann et al.

(2017));

– The patient spends a great deal of time during the exams (MRI average can go

from 20 to 60 minutes Edelstein et al. (2010));

– The techniques used are very complex and time consuming (Azar et al. (2001);

Eder et al. (2014); Eiben et al. (2016)).

The list of pros and cons for 3D reconstruction using cameras are:

• Pros

– Cheap cameras like the Kinect can be used to generate the surface of the object

with a certain amount of accuracy (Izadi et al. (2011); Pöhlmann et al. (2017));

– Enables the analysis of the breast surface with a certain accuracy (Henseler et al.

(2014));

– The techniques used are easier to implement when compared to the medical

imaging (Oliveira et al. (2013); Pöhlmann et al. (2017)).

• Cons

– Do not provide information about the internal organisation of the tissues;

– Quality of the results depend on the quality of the camera, lighting and the

behaviour of the patient when capturing images or scanning (Henseler et al.

(2014); Pöhlmann et al. (2017));

– High definition cameras which can lead to less errors are expensive (Pöhlmann

et al. (2017)).

Unfortunately, doctors may not have access to any of those resources, either by the MRI

machine being scheduled for other patients or by not having cameras or not having cali-

brated cameras. Moreover, the cost and time required to achieve the measures is also an

obstacle. It would be desirable that the pre-surgical planning data could be used to estimate

a breast’s elastic parameters.

Without data from any medical imaging equipment, it is not possible to create a breast

model with an adequate discretisation of tumours and other types of internal lesions. How-

ever these different approaches have something in common: for breast models where the
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internal arrangement of the tissues can be neglected, they can use features of the breast

surface with the patient in different positions and analyse the deformations in order to

obtain the breast parameters. So, knowing the way a breast reduction surgery is planned,

it might be possible to use the marks made on the breast (like the ones in figure 6) as

measurements that one compares with the patient in different positions. The approach to

estimate parameters presented in Cardoso et al. (2013a) reflects such a perspective but they

have only estimated the mechanical parameters of the fat plus glandular tissue.

Another aspect to take into consideration is that, without medical imaging techniques

and the usage of cameras, the only way to generate a mesh passes by the usage of splines

and other primitives which use parameters to be generated and fit the breast. So, in the end,

the method to estimate the breast mechanical parameters could possible also estimate geo-

metrical parameters. This approach has the benefits of being flexible and easy to implement

because the method can not only be used by a surgeon using only pre-surgical planning

marks but also use the other technologies and techniques mentioned previously (MRI and

RGB-D cameras). With this, the method to estimate the breast model parameters, which

is presented in this chapter, will try to answer the question mentioned in the introduction

”How can measurements be used to create accurate models for the breast?”

4.2 parameter estimation

Determining the material parameters of soft tissues for simulation is the very critical point

since it almost drives the simulations. To provide the reference configurations, optimisation

procedures are usually carried out on the basis of MRI and other radiological acquisitions

(Azar et al. (2002); del Palomar et al. (2008); Rajagopal et al. (2008); Eiben et al. (2016)).

The methods proposed in literature are based on very complex reverse elasticity problems

which have a high computational cost (Han et al. (2012a); Eiben et al. (2016)), that would

be unnecessary or too expensive for routinely or low-cost practices. From a practical point

of view, the objective of these methods is to recreate a digital model of the breast that

presents a very similar behaviour to the real breast (del Palomar et al. (2008); Rajagopal

et al. (2008)). However, as Eder et al. (2014) proved, the use of complex models with

many details don’t necessarily mean that the results will be good, hence a new and simpler

method is proposed.

The proposed method wants to provide an effective way of retrieving the breast param-

eters to be, in turn, used to accurately predict breast deformations. Moreover, another aim

of this model is to enable it to run on a mid-range laptop and produce results within a few

minutes. The key ideas are:

• introduction of a simple set of in vivo breast measurements;
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• usage of a four-parameter non-linear mechanical model defining on a simplified two-

parameters reference configuration (breast in a free stress state).

The measurements provide the data to fit the model parameters (both mechanical and

geometrical) that best approximate the breast size, shape and behaviour.

4.2.1 Breast Modelling

The breast model is presented in section 3.1. Deformation evaluation of the breast over ex-

ternal actions is achieved by considering a simplified stress-free geometrical domain of the

breast equipped with the Neo-Hookean mechanical model where the breast core (fat and

glandular tissue) and skin are differentiated and with the Chassaignac space which affects

the breast mobility. The gravity-free reference breast domain Ωg is a piece of spherical cap

where the plane section is attached to the torso. The domain is parameterised with the

radius R of the sphere while H < R represents the non-truncated length as displayed in

Figure 26. The cap which is placed in the torso plane corresponds to a circle of radius r

which is smaller than R.

Figure 26: Breast geometry configurations. Radius R characterised the main sphere while H identi-
fies the truncated part following the y direction.

The difference between the present model and the one presented in chapter 3 is its goal.

While the other model’s focus relied on the surgical procedure, in here one analyses the

breast deformation from a state where the breast is in a free stress state and under a gravity

field (figure 27). To prescribe the boundary condition and compute the energy associated to

the skin, one denotes ΓB as the back side plane of the breast which attaches to the torso, ΓF
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Figure 27: Notation and geometry of the gravity-free geometry (left) and configuration in the gravity
field (right)

that represents the surface associated to the skin of the breast and γD which is the arc of the

infra-mammary fold. ΓB also corresponds to the Chassaignac space. The main difference

is then reflected on the boundary conditions, because in this problem, one evaluates the

breast parameters before the surgery, which means that there are no cuts performed in the

breast and so the sticking conditions are not applicable.

Under gravity, the breast corresponds to a minimisation of the energy functional asso-

ciated with the Neo-Hookean model. Such a functional aggregates the internal energy

due to the bulk, the energy deriving from the skin displacement, the gravitational energy

characterised by the gravitational field ag ∈ R
3 and the spring energy associated to Chas-

saignac space. For any generic point p ∈ Ωg, one seeks the new position vector field

f : p ∈ Ωg → f (p) ∈ R
3 which minimises the energy functional given by

J ( f ) =
∫

Ωg

Wbr(∇ f (p))dp +
∫

ΓF

Wsk(∇|| f (p))dSp−

∫

Ωg

ρ ag · f (p)dp +
∫

ΓB

c‖ f (p)− p‖dSp (51)

subject to the constraints

f (p) = p, in γD, (52)

f (p).~NB = 0, in ΓB (53)

where c is the Chassaignac coefficient, and ρ stands for the bulk density. Constraint 52 rep-

resents the fixation of the infra-mammary fold on the torso, i.e. any point p in γD maintain

their position while constraint 53 states that any point p on the breast plane attached to
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the torso (Chassaignac space) only moves inside that trunk plane. The expressions for the

volume strain-energy and the skin strain-energy densities, respectively represented by Wbr

and Wsk, are given in equations 28 and 29.

4.2.2 Measurements

To estimate the geometrical and mechanical parameters of a breast, one checks that the

measurements correlate with the parameters, i.e. a particular set of measures should relate

to a specific set of measurements. In literature, the influence of the volume of the breast

and the area of the skin surface are one of the most mentioned (Rajagopal et al. (2007); del

Palomar et al. (2008); Henseler et al. (2016)). Others criteria as the position of the nipple

(Dufaye et al. (2013)) and even the frontal and horizontal length of the breast (Cardoso et al.

(2013a)) are underlined as potential measurements. Most of these measurements derive

from medical imaging techniques or cameras but the intention of the method proposed is

to enable gathering measurements during consultations. In Liu (2009), an optical method

capable of accurately measuring the breast volume and surface area was presented. The

work that leads to the method development proves that it is possible to estimate breast

characteristics that some considered difficult without using special equipment (Liu (2009)).

Anthropometric measurements techniques were presented in Kayar et al. (2011). When

surgeons plan surgeries, for example, breast reductions, they perform some markings that

allow them to plan the course of action (figure 28).

Figure 28: Markings on a patient in two positions: standing up on the left; bend over approximately
45º on the right. Photographies taken by Dr. Augusta Cardoso and reproduced with kind
permission from Hospital de Gaia.
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The surgeon marks the breast with lines that represent the incisions, the new position

of the nipple as well as the limits of the breast. Based on the markings and additional

information provided by the literature, it was decided to determine the mechanical and

geometrical parameters with the help of the following measurements:

• Breast Volume (volume): calculated with the breast inferior radius IR, the lateral ra-

dius LR, the medial radius MR and the breast depth is given by miny using a formula

presented in Kayar et al. (2011);

• Skin surface area (area): calculated with the same elements as the volume but adding

the breast base radius BR and the distance between the top of the breast and the

nipple (TR);

• Height of the breast (minz): difference between the highest point and the lowest point

of the breast;

• Frontal Depth (miny): distance between the torso and the most frontal point of the

breast (can be obtained with a normal or squared ruler);

• Back Depth (maxy): distance between the torso and the back of the breast;

Other measurements could be considered, but our choice is mainly driven by the practical

capacity of a doctor to achieve the measures on every patient. The breast volume and skin

surface area can be obtained using a similar strategy to the one presented in Liu (2009),

while the others can be obtained using a measuring tape. Using other equipment it is also

possible by using the reconstructed mesh elements (cells for volume and the area of the

faces located in the breast’s skin) where the height of the breast, frontal depth and back

depth can be obtained with a bounding box. Considering the coordinate system of figure

26, the height of the breast, the frontal depth and back depth become the minimum in z, the

minimum in y and the maximum in y respectively. Notice that, from a mathematical point

of view, the number of measurements has to be greater than the number of parameters.

One performs five measures for each position, totalling 15 data with the three positions,

the patient bending forward approximately 45º (just like is shown in the right view of

figure 26) and the patient on all fours. Note that some of these measurements might not

play a significant role in estimating the breast parameters.

4.2.3 Parameters identification

Lets denote Λ = (Λg, Λm) as the six parameters which represents the geometrical and

the mechanical degrees of freedom respectively. First, for the two geometrical parameters
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Λg = (R, H), one creates the stress-free configuration Ωg, as shown in Figure 26, which

defines the operator

Λg → Ωg = Ωg(Λg). (54)

Secondly, for a set of mechanical parameters Λm = (λbr, µbr, λsk, µsk), minimisation of the

energy J ( f ) = J ( f ; Ωg, Λm) = J ( f ; Λ) over the set of regular functions f defined on Ωg

provides the solution f (p) = f (p; Λ). At last, applying the displacement over the reference

domain provides the deformed domain Ω(Λ) = f (Ωg) which, at the end of the day, defines

the operator

Λ→ (Λm, Ωg)→ Ω(Λ) = f (Ωg) =
¶

f (p, Λ); p ∈ Ωg

©
. (55)

Third, to perform the parameters identification, one considers the measurements mentioned

previously: the volume, the surface area of the breast’s skin and the three sizes, namely

miny, minz and maxy. Figure 29 shows the last three measurements in a digital context.

The measures are performed for three patient positions, stand up, inclined (45 degrees)

Figure 29: Size characteristic (min y, max y and min z) of a breast (stand-up position)

and horizontal, providing 15 real values denoted M = (M1, · · · , M15)
T. On the other hand,

given a set of parameters and solving three times the direct problem corresponding to the

three positions provides the vectors M(Λ) = M(Ω(Λ)) = (Mk1, · · · , M15)
T. The problem
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consists in seeking the set of parameters such that M(Λ) is equal to M in the least square

sense. Introducing the cost function

E(Λ) =
n∑

i=1

(Mi(Λ)−Mi)
2, (56)

one seeks for Λ = arg minΛ E(Λ) which minimises the errors between the experimental

data and the theoretical solution values.

To provide the optimal set of parameters, an iterative process is considered by evaluating

the sequences Λ
k+1 = Λ

k + ∆Λ
k such that E(Λk+1) < E(Λk). The conjugate gradient was

experimented at first but it proved to be very slow and have problems converging. Knowing

that the problem consists in minimising a sum of square values (in this case the square

differences) the Gauss-Newton method was experimented. This method is mentioned in

literature as being able to efficiently solve these types of problems that are not only from

breast parameter estimation as in Rajagopal et al. (2007) but also other problems like heat

transfer coefficients as in Marques et al. (2016). So, the Gauss-Newton method was used to

take advantage that function E casts in the specific form

E(Λ) = (Mi(Λ)−Mi)
T(Mi(Λ)−Mi). (57)

To obtain the optimal parameters, the variation of the measurements is evaluated by chang-

ing the values of Λ. For that purpose one considers the first-order Taylor series expansion

M(Λ + ∆Λ) ≈ M(Λ) +
∂M

∂Λ
(Λ)∆Λ = M +

∂M

∂Λ
∆Λ (58)

where
∂M

∂Λ
is the Jacobian matrix. From relations 57 and 58 one deduces the first term of

error for a perturbation of the parameters ∆E = E(Λ + ∆Λ)− E(Λ)

∆E = −∆Λ
T
ï
2
Å

∂M

∂Λ

ãT

(M−M(Λ))−
Å

∂M

∂Λ

ãT ∂M

∂Λ
∆Λ

ò
.

Thus, by identification, one deduces

∂E

∂Λ
(Λ) ≈ −2

Å
∂M

∂Λ

ãT

(M−M(Λ)) +
Å

∂M

∂Λ

ãT ∂M

∂Λ
∆Λ (59)

One seeks a perturbation ∆Λ that minimises E, i.e., ∂E
∂Λ

= 0. Therefore Equation 59 provides

the expression

∆Λ = 2
ï Å

∂M

∂Λ

ãT ∂M

∂Λ

ò−1 Å∂M

∂Λ

ãT

(M−M(Λ)) (60)
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Since a direct computation of the Jacobian matrix is not possible, it becomes necessary to

numerically evaluate each partial derivative setting

∂i M(Λ) ≈
M(Λ + εei)−M(Λ)

ε
∈ R

n (61)

where ε is fixed by the user in function of the minimisation problem and ei = (δij)j=1,··· ,n.

4.3 problem discretisation

To carry out the numerical simulations a discretisation of the model and method are intro-

duced. The model discretisation is similar to the one presented in chapter 3. Th,g denotes a

mesh of the gravity free domain Ωg = Ωg(Λg) constituted of I non-overlapping tetrahedron

cells τi, i = 1, . . . , I, N vertices Pn = (Pnx, Pny, Pnz) ∈ R
3, n = 1, . . . , N, Tk, k = 1, . . . , K which

represents the faces of the tetrahedrons of the mesh that belong to ΓF, and Tj, j = 1, . . . , J

which represents the faces of the tetrahedrons of the mesh that belong to ΓB. The discrete

domain is described by

Ωg,h =
⋃

τi∈Th,g

τi.

Vector Φh corresponds to the new configuration. Not all the entries of Φh are unknowns of

the problem since some of them are characterised by the boundary conditions. So, again,

a sub-vector Xh of Φh is obtained with only the unknown values that shall be used in the

minimisation process. The boundary conditions operator is denoted in the same way as in

equation 34 but with a distinct set of boundary conditions: condition 52 yields that fn = Pn

for any Pn ∈ γD while relation 53 implies that for any Pn ∈ ΓB, one sets fny = 0 to maintain

interface ΓB on the trunk plane y = 0.

4.3.1 Numerical approximation to the discrete energy minimiser

The discrete version of the energy functional (Jh(Xh) = J1
h + J2

h + J3
h + J4

h) is the same as the

one presented in sections 3.2.3 and 3.4.2. For a given vector Xh and the boundary conditions,

one deduces vector Φh = B(Xh), hence the continuous linear piecewise function fh that is

used to compute the discrete energy functional. This leads to build the operator

Xh → Φh = B(Xh)→ Jh(Xh; Λ) = Ĵh(Φh; Λ) ∈ R

where Λ is a given set of parameters. The numerical solution that is sought provides

the vector Φh = Φh(Λ) which minimises the energy of the discrete mechanical system.
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Conjugate gradients method is employed to determine the minimiser X̄h of the discrete

functional Jh(Xh; Λ) in a similar way as shown in equation 40.

4.3.2 Cost function discretisation

Let Λ = (Λm, Λg) be a set of parameters. One deduces the discrete gravity free configura-

tion Ωg,h which provides the operator Λg → Ωg,h. Then one computes the solution Φh(Λ)

minimising the discrete energy functional Jh( fh) = Jh( fh; Ωg,h, Λm) = Jh( fh; Λ). Then the

final discrete breast Ωh(Λ) is deduced after applying the deformation

Ωh(Λ) = { fh(p, Λ); p ∈ Ωg,h}

with fh being the function that provides the new position. The measures on Ωh(Λ) are

then assessed and so one gets vector Mh(Λ), i.e. one defines an operator that from a

set of parameters Λ obtains the correspondent measurements Mh(Λ). This operator is

denoted as Λ → Mh(Λ). The objective of the estimation method is to obtain the best

possible approximation between the experimental measurements Mi and the measurements

Mh obtained with the refined parameters Λ (Mh(Λ)). For that purpose the method employs

the discrete cost function which reads

Eh(Λ) =
n∑

i=1

ki

Å
Mh,i(Λ)−Mi

ã2

(62)

where ki is a pondering factor that depends of the type of measure and its purpose is to bal-

ance the cost function so that every element as a similar importance. This happens because,

the volume is measured in cubic meters, the surface area is evaluated in squared meters

and the other 3 different measure types are evaluated in meters. While some measure-

ments are evaluated around 0.1 like miny, others may be evaluated around 0.001 (volume

expressed in cubic meters). An alternative cost function which uses a normalisation of the

measurements could also be employed. The usage of such function could also solve the

measurement range value difference problem. This function would be denoted as

ENh(Λ) =
n∑

i=1

Å
Mh,i(Λ)−Mi

Mi

ã
.

The iterative process is applied to the discrete versions to get the best parameter set Λ

by calculating successive variation of the parameters (∆Λ
n) until Eh(Λ

n)− Eh(Λ
n+1) < ǫm

for a given threshold ǫm as well as when Eh(Λ) < ǫe for a given threshold ǫe and for a

predetermined number of max iterations.
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4.4 proof of concept

To assess the model quality and robustness, several numerical experiments were carried out

using a manufactured solution. The main reason to use synthetic solution is the limitation

of obtaining real-life cases (waiting for the doctors to obtain patients to perform breast surg-

eries, as well as consents) while on the other hand synthetic cases can be generated with

ease using the validated breast model presented in chapter 3 and published in Lopes et al.

(2017a) (the results with real-life cases are shown in chapter 8). In any case, the estimation

method receives the measurements from the doctor/surgeon (or from the digital model in

terms of synthetic cases) and tries to estimate the set of geometrical and mechanical param-

eters that can provide an approximation such that the measurements obtained with those

parameters are very close to the reference values. The main objectives of these experiments

(according to the hypothesis mentioned in subsection 4.2.2) are:

1. Check if the method is capable of recovering the reference values for the parameters

that match the reference measures;

2. Analyse the impact that each measurement has on the breast model’s parameters;

3. Evaluate the method’s robustness.

To this end, one evaluates the initial guess accuracy, the impact of the breast mesh granu-

larity and the relationship between the measurements and the parameters. In theory, initial

guesses that are closer to the reference values have an easier time converging to the refer-

ence values rather than initial guesses which are far.

In the conducted experiments, three different mesh sizes (h̄) were used: coarse with

226 nodes and 1116 elements; medium with 1014 nodes and 5030 elements; thin with

2498 nodes and 12986 elements. Figure 30 shows an example of the visual aspect of the

Figure 30: Examples of a breast configuration using different granularity: coarse (left), medium
(middle) and thin (right)

70



Chapter 4: Proof of Concept

breast configuration for the patient standing up with the reference parameters Λ
re f = (R =

0.12, H = 0.05, λbr = 1100, µbr = 150, λsk = 7000, µsk = 1400)T. The thin mesh (right config-

uration) is a better approximation to a real breast than the coarse mesh (left configuration)

and will result in better approximations to the breast parameters.

There exist some relationships between the parameters and the measurements. For exam-

ple, larger volumes might mean that the values of the geometrical parameters are higher.

However, the same can happen for larger values of the mechanical parameters which can

mean that the breast tissues can undergo bigger deformations (Maurel et al. (1998)). So the

relations are not linear and a careful analysis of them is done using specific tests.

4.4.1 Feasibility

To check that the method is functional, a synthetic breast is generated using the reference

parameters (Λre f ). With Λ = Λ
re f , one applies the operators 54 and 55 that provide the

correspondent measurements M. One now considers the reverse problem taking as an

initial guess (Λ0) a perturbation of the real parameter (Λre f ) controlled by a maximum vari-

ation index in %. One runs the parameter identification method to find a set of parameters

Λh that approximates Λ. The process is repeated N times in order to statistically analyse

the convergence to the reference parameters. At last, one computes the relative difference

between each parameter i of Λ and Λh using equation 63.

Eparam(i) =
|Λi −Λh,i|

Λi

. (63)

Besides the difference between the parameters, one also registers the number of iterations

required by the method to converge, hence allowing to evaluate if the method is fast or

slow (the smaller number of iterations the faster the method). The method converges when

the criteria mentioned in section 4.3 is met, i.e. the value obtained with the cost function

62 (Eh(Λ)) is inferior to a given εe = 5e−6 and the variation of the error between iterations

is smaller than a given εm = 1e−9. These criteria ensure that the error obtained is very

small (for example the difference between the reference and the estimated value for miny

is inferior to the millimetre). To prevent the method to run indefinitely, the maximum

number of iterations was set to 25. The tests are carried out for different initial guesses as

perturbations of the reference solution, starting with small variations up to 10%, going up

to 30% and, finally, for large variations up to 60%.

More precisely, the initial guesses are gathered in a set of N vectors sn ∈ R
6, n = 1, · · · , N

generated such that each component sn
i is chosen randomly with the normal law N (0, ginit),

where ginit is the value of the variation of the parameters Λ
re f (0.1 representing the variation

of 10%, 0.3 representing the variation of 30% and 0.6 representing the variation of 60%).
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Then one sets Λ
n
i = (1 + sn

i )Λ
re f
i , i = 1, · · · , 6, n = 1, · · · , N, eliminating the non-physical

situations (negative values). A total of 20 tests were performed for each variation of the

initial guess and for different meshes granularity, namely coarse, medium and thin. A

statistical analysis of the results in tables 2, 3 and 4 is presented.

Estimation with Initial guess of 10%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
0.06% 0.73% 2.13% 1.53% 2.11% 3.77% 1.72% 3 9.37e−7

Medium

(N=1014)
0.12% 0.87% 2.00% 0.96% 0.80% 3.43% 1.36% 3 8.59e−7

Thin

(N=2498)
0.13% 0.86% 1.93% 0.91% 1.04% 3.16% 1.34% 3 8.62e−7

Table 2: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method with initial guesses which differ the reference parameters up to 10%. Mean
values of the error per parameter, the number of iterations necessary to converge and the
value of the cost function that measures the difference between the reference measurements
and the measurements obtained with the estimated parameters.

When the initial guess ranges in intervals up to 10% of the reference parameters, the

identification parameter method provides approximation Λ
n with good accuracy and con-

verged with 3 iterations on average (table 2). The average relative error per parameter is

around 1.5% while the average value obtained with the cost function is inferior to 1.0e−6.

Notice that the relative error obtained for the geometrical parameters (R and H) is smaller

when compared with the error obtained for the mechanical parameters (λbr, λsk, µbr and

µsk). Using a 10%-variation initial guess corresponds to small perturbations and it is not

enough for asserting the efficiency of the inverse method. Concretely, it is quite difficult for

a practitioner to give an estimate within the 10% range from the correct set of parameter

(as an initial guess). To this end, the variation of the initial guess parameters was increased

such that the difference between the initial guess parameters would differ up to 30% of the

reference parameters. Using the same conditions as in the previous test, for 20 different

cases, table 3 reports the relative error average.

The 30%-variation parameters use as a guess still provide good performances. The

method is still converging with an average of 5 iterations. The major difference between

these and the previous tests concerns the increase of the relative error obtained with the

mechanical parameters of the breast skin λsk and µsk. They range from approximately

0.91− 1.53% and 3.16− 3.77% respectively to 2.32− 2.86% for λsk and 8.97− 9.55% for µsk.

The other parameters error also increases but in a smaller magnitude. The main discrepancy

is associated to µsk and leads to the increase of the relative error average of approximately

3%. Despite such drawback, the average value of the cost function is still below the 5e−6
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Estimation with Initial guess of 30%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
0.28% 0.90% 2.50% 2.86% 2.56% 9.55% 3.11% 5 1.36e−6

Medium

(N=1014)
0.39% 1.01% 2.38% 2.51% 2.21% 9.47% 3.00% 5 1.19e−6

Thin

(N=2498)
0.31% 1.28% 2.32% 2.32% 2.14% 8.97% 2.89% 5 1.13e−6

Table 3: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method with initial guesses which differ the reference parameters up to 30%. Mean
values of the error per parameter, the number of iterations necessary to converge and the
value of the cost function that measures the difference between the reference measurements
and the measurements obtained with the estimated parameters.

threshold which ensures that the estimation is still good. The larger value of error associ-

ated with the µsk parameter suggest that this parameter impact of the breast shape and size

might not be significant, i.e. a poor estimation of this parameter might not result in signif-

icant changes in the measurements. The increase in the number of iterations necessary for

the method to converge is understandable knowing that the initial guess is further away

from the reference values.

Next steps consists in checking how well the method works with initial guesses that are

even further away and a new set of tests is carried out where the initial guess parameters

differ from the reference values up to 60%. Once again an additional set of 20 different

cases are evaluated, whose results can be seen in table 4.

Estimation with Initial guess of 60%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
0.26% 1.67% 2.84% 3.34% 2.32% 11.44% 3.64% 8 2.10e−6

Medium

(N=1014)
0.46% 1.62% 2.90% 3.48% 2.10% 11.05% 3.60% 8 1.97e−6

Thin

(N=2498)
0.44% 1.83% 2.87% 3.35% 2.06% 10.70% 3.54% 8 1.89e−6

Table 4: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method with initial guesses which differ the reference parameters up to 60%. Mean
values of the error per parameter, the number of iterations necessary to converge and the
value of the cost function that measures the difference between the reference measurements
and the measurements obtained with the estimated parameters.
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For 60%-variation initial parameters, the method still converges and good approxima-

tions for the reference parameters are reported. Once again the relative error for µsk and

λsk increases in average to approximately 11% and 3.5% respectively. Such errors do not,

however, deteriorate the value of the cost function significantly (the difference between the

reference measurements and the estimated values approximating 2e−6) and so that value re-

mains smaller than the 5e−6 threshold. The increased relative error of µsk supports the idea

that this parameter might not be very significant or perhaps the considered measurements

are not suited to recover this particular parameter. As expected the number of iterations

necessary to converge increase to approximately 8.

Overall, these results prove that this method succeeds in finding a good approximation to

the real parameters of a breast when given a set of measurements with a large spectrum of

the initial condition. In relation to the impact of the mesh granularity, it is difficult to assert

any significant finding. However, the results suggest that coarse meshes can provide better

approximations to the geometrical parameters while thinner meshes can provide better ap-

proximations to the mechanical parameters. The worse performance of the method when

estimating the mechanical parameters of the skin, mainly µsk, point out to a lack of sensi-

tivity of this parameter in relation to the measures considered by the estimation method.

As expected, worse initial guesses lead to more iterations to find a good approximation to

the reference parameters (3 iterations for an initial guess difference up to 10%, 5 iterations

for an initial guess difference up to 30% and approximately 8 iterations for an initial guess

difference up to 60%).

4.4.2 Sensitivity Analysis

Sensitivity analysis is an important issue for assessing the robustness of the method and

evaluating the measures that preponderantly influence the parameters. Moreover, potential

errors might derive from the performed measurements in a practitioner’s office and one has

to assess the consequences of such errors on the parameters. At last, it is a good indicator

of the ill-posed inverse problem. Minimising the cost function Λ → Eh(Λ) provides the

relation M → Λ(M), i.e. the best parameters that fit the measurements. The sensitivity

analysis aims at assessing the impact of the measure variations on the parameters evalua-

tion. Low sensitivity of parameter R with respect to measure m1 means that the relative

partial derivative

dR,m1
=

1

R(M)

∂R

∂m1
(M) << 1

while an high sensitivity is obtained if dR,m1
>> 1.

It is assumed that practitioners provide measurements mi with a relative error up to 10%.

To simulate the error impact, two new sets of parameters are defined, namely Λ(mi+) and
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Λ(mi−) which correspond to a positive and a negative variation of 10% of parameter mi,

while the others are fixed. To calculate the sensibility value one approximates the relative

derivative with the expression

∂Λj

∂mi
=

Λj(mi+)−Λj(mi−)

0.2 ∗mi ∗Λj(M)
. (64)

It results a 6× 15 matrix that approximate the Jacobi matrix. Computations are achieved

with the thin mesh and the results are reported in Table 5 with the parameters in row and

the measures in columns.

Such data needs to be handled and interpreted with caution since the variation derives

from the ±10% prescribed and computational errors due to the discretisation may degrade

the approximation accuracy. Therefore one has two variations to take into consideration

δΛj(mi) = Λj(mi+)−Λj(mi−)

which corresponds to the error of the variation of the measure mi and

∆Λj = Λj(M)−Λj

which corresponds to the error of the discretisation with respect to the exact parameters

Λ.The data can be classified into three groups. The red groups are the data where the

discretisation error is preponderant, namely δΛj(mi) < 2∆Λj. It results that the derivative

approximation error is mainly due to the discretisation and not the variation of the mea-

surement. The yellow corresponds to the data where 2∆Λj < δΛj(mi) < 5∆Λj, i.e. the

discretisation errors and the variation errors are of same order. At last, the green group

provides the data such that 5∆Λj < δΛj(mi) which guarantee that the derivative is the

consequence of the 10% variation of the parameter mi and can be considered as a correct

approximation of the partial derivative. The values in the table are mapped according to

the colours of reliability.

The impact of measurements m1, m6 and m11 corresponding to the volume for the three

positions cannot be considered as significant since the error deriving from the discretisation

is larger than the error of variation, hence no significant information can be deduced. The

same happens with maxy given by the measures m10 and m15. It suggests that a potential

misevaluation by a doctor (error in the measurement of 10%) of this measurements might

not have a great impact on the estimated parameters. The other measures evaluations have

an impact since they provide an admissible approximation of the partial derivatives. The

main conclusions are:

• Parameter R does not present a great sensitivity to the measurements except with

measurement m9 corresponding to the minz in the lying down position. This means
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R H λbr λsk µbr µsk

m1 0.43 3.05 12.89 1.55 7.34 0.58

m2 1.92 2.05 39.71 7.72 60.54 10.60

m3 -0.66 -6.65 -18.53 -51.29 -14.83 -144.72

m4 -0.93 -2.54 -49.88 -8.67 -15.66 -30.36

m5 1.15 8.62 19.62 35.48 2.31 106.97

m6 0.40 0.87 15.49 3.23 3.97 6.37

m7 3.80 5.67 59.84 38.28 53.72 137.28

m8 -0.62 -0.37 -53.02 -16.30 -8.70 -77.01

m9 -10.51 -2.34 -52.03 -1.78 -8.12 -12.00

m10 2.99 25.17 67.18 43.56 1.95 136.82

m11 0.59 1.68 9.57 3.85 0.03 11.09

m12 0.51 5.75 6.72 4.49 21.24 4.14

m13 -1.58 -8.58 -28.47 -12.19 -1.05 -39.19

m14 -4.71 -0.68 -20.33 -21.35 -2.87 -52.51

m15 2.15 13.20 114.59 8.43 20.90 38.76

Table 5: Table with the sensibility analysis of the parameters. (Red - unreliable values, yellow -
slightly reliable values, green - reliable values)

that an error in a particular measurement in the order of 10% will not cause a large

variation in the estimated value.

• The same conclusion is drawn for parameter H although one observes a slightly larger

sensitivity (in average) than the R parameters.

• It is possible to observe a great sensitivity for λbr with respect to the measurements,

especially for the skin area of the patient lying down m7 with a value of 59. The

error of the practitioner for this particular measure will have a high impact on the λbr

parameter. It is also noticeable that the measurements may act in opposite way since

there is a positive derivative for m7 and a negative derivative for m8 and m9 (miny and

minz) of about −50. Such a situation leads to a more complex analysis since several

parameters have antagonist actions.

• The µbr parameter present a similar behaviour to λbr but with a smaller impact, except

for the miny patient standing up measurement m3 with a value of −51. Positive

derivative associated to measurement m5 with value 35 denote the antagonist action

between the two measures.

• Parameter λsk has a high sensitivity with respect to the miny measurements over the

3 positions with values of 60, 53, 21 respectively. Other parameters provide negative

derivative and have an antagonist effect.
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• The coefficient µsk is the most sensitive of the six parameters considered in this study

which explains the high volatility when performing optimisation with meshes of dif-

ferent granularity. High positive values 137 and 106 were recorded for the derivatives

with respect to m5 and m7 whereas negative values of −144 and −77 were obtained

for the derivatives with m3 and m8. It is safe to say that accurate value for µsk re-

quires a careful evaluation of the measures. This high volatility can also mean that

the measurements used are not ideal to recover this parameter.

Overall, these results point out to a future necessity of considering different measure-

ments in order to estimate the breast model parameters, mainly for µsk whose sensitivity to

some measurements is very high. The fact that the discretisation error for 5 different mea-

sures (m1, m6, m10, m11 and m15) is larger than the errors that come from the evaluation of

the partial derivatives suggests that maybe the other measurements play a more significant

role in the estimation process.

4.4.3 Robustness

The previous examples concerned the evaluation of the parameters for a specific breast with

the set of reference parameters Λ
re f . It is important to evaluate how the method performs

for other types of breasts, hence, additional tests were done. To this end, a pool of 75 cases

is generated where each case consists of a set of parameters that are generated using a

similar configuration as the one present in subsection 4.4.1.

A Gaussian distribution of the parameters centred on Λ
mean = (R = 0.1, H = 0.04, λbr =

1000, µbr = 400, λsk = 8000, musk = 1600)T is used. The choice for the values of Λ
mean comes

from multiple experiences and from an optical assessment of the generated breast which

was not too big or too small (this process could have been done with a different set of

parameters). N vectors sn ∈ R
6, n = 1, · · · , N are generated such that each component sn

i is

chosen randomly with the normal law N (0, ginit), where ginit is the value of the variation

of the parameters Λ
mean. Then one sets Λ

n
i = (1 + sn

i )Λ
mean
i , i = 1, · · · , 6, n = 1, · · · , N,

eliminating the non-physical situations (negative values). This process is done for three

different values of ginit = {0.1; 0.3; 0.5}. For a value of ginit = 0.5, each parameter Λ
n
i will

vary up to 50% from Λ
mean
i , for a value of ginit = 0.3 it means that the parameters will vary

up to 30% and finally for a value of ginit = 0.1 it means that the parameters will vary up

to 10%. The 75 cases are split between the three values of ginit and are performed for each

mesh size (which results in a total of 225 tests).
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For any set of reference parameters that comes from the pool Λ, one computes the three

configurations of the breast under a gravitational field (up, bend forward and all fours) that

provide the reference set of measurements

M(Λ) = Mh̄ = (Mh̄,1, · · · , Mh̄,15)
T

where h characterises the mesh granularity. Then one uses Mh̄ as the reference measure-

ments and uses Λ
mean as the initial guess. A statistical analysis of the results in tables 6, 7

and 8 is presented.

Estimation with Parameter derivation up to 10%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
1.98% 2.56% 4.51% 6.22% 1.66% 8.62% 4.26% 4 2.73e−06

Medium

(N=1014)
2.29% 3.44% 4.24% 6.13% 1.63% 8.10% 4.31% 4 2.53e−06

Thin

(N=2498)
2.36% 3.66% 4.17% 5.96% 1.60% 7.92% 4.28% 4 2.46e−06

Table 6: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method using the same initial guess (Λmean) which differ the reference parameters
up to 10%.

The identification parameter is still efficient and provides a good approximation to the

reference parameters. Despite the increase of the error per parameter to approximately

4.3%, the difference between the reference measurements and the estimated measurements

is still inferior to the accuracy threshold of 5e−6 (cost function value around 2.5e−6). The

mechanical parameters of the breast’s skin are the ones that present higher values for rel-

ative error (≈ 6% and ≈ 8% respectively). The number of iterations as also augmented to

4 iterations. When comparing the values of table 6 to table 2, it is possible to observe that

there is a substantial error growth. A possible explanation is that the data curve associated

to the synthetic breast used to obtain the results of table 2 (curve obtained with the values

of the cost function depending on the breast model parameters), lye in the convergence

basin or, on contrary, are far from the minimum point.

Table 7 reports similar results regarded to table 6. The main change is reflected on the

breast skin mechanical parameters λbr and µbr which increase from approximately 6− 6.2%

and 8− 8.6% to 7.9− 8.7% and 13− 14% respectively. This rise of the relative error leads

to the increase of the error per parameter to approximately 5.7%. Nevertheless, the cost

function value is still around 3.3e−6 which means that it remains under the threshold value

that ensures a good approximation. The number of iterations also increase to 7 and 8
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Estimation with Parameter derivation up to 30%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
2.12% 2.48% 4.74% 8.77% 2.46% 14.01% 5.76% 8 3.37e−06

Medium

(N=1014)
2.31% 3.62% 4.62% 8.02% 2.38% 13.28% 5.70% 7 3.35e−06

Thin

(N=2498)
2.52% 3.78% 4.61% 7.85% 2.21% 12.85% 5.64% 7 3.31e−06

Table 7: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method using the same initial guess (Λmean) which differ the reference parameters
up to 30%.

iterations which is expected taking into account the highest difference between the initial

guess parameters.

Estimation with Parameter derivation up to 50%

Mesh

Granularity
R H λbr λsk µbr µsk

error per

parameter

number of

iterations

cost

function

Coarse

(N=226)
2.30% 2.71% 5.28% 9.41% 3.07% 15.72% 6.42% 14 4.03e−06

Medium

(N=1014)
2.42% 3.78% 5.11% 9.24% 2.68% 15.19% 6.40% 13 3.86e−06

Thin

(N=2498)
2.56% 3.83% 5.07% 9.13% 2.48% 14.43% 6.25% 12 3.58e−06

Table 8: Difference between the reference parameters (Λ) and the parameters obtained with the esti-
mation method using the same initial guess (Λmean) which differ the reference parameters
up to 50%.

Table 8 report substantial growth of the error per parameter (≈ 6.4%) but the associated

cost function ranges within the acceptable interval (4e−6 < 5e−6). Once again, on average

λbr and µbr present the worst results. The number of iterations also increases to a large

number of iterations (12 to 14).

The values reported in tables 6, 7 and 8 proves that the proposed estimation method

works well. The method succeeds in providing good approximations to the reference pa-

rameters, although some case is considered quite difficult to solve (many iterations). It hap-

pens with a data curve obtained with parameters variations around Λ
mean. These curves

shape might be non regular or quadratic when comparing them with the curve using the

breast with the Λ
re f parameters (results in tables 2, 3 and 4). Therefore, by refining the

parameters, the iterative process slowly reaches a point where the value of the cost function

goes below the set threshold of 5e−6. Such a situation is supported by the behaviour of
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the parameters reported in subsection 4.4.2, namely the error compensation. For example,

when the parameter R is smaller than the reference value, that means (assuming that the

other parameters are equal to the reference values) that the volume and the surface area is

smaller than what it should be. So, in order to compensate that, the value of the H increases.

A better approximation could be obtained but would require a more restrictive criterion to

provide a better approximation. However, as the value of the cost function ranges in an

acceptable interval, further numerical improvements are not necessary.

4.5 performance evaluation

One aims at evaluating the implementation code performance since the computational cost

of this method relies heavily on the cost of the simulation method. For instance, the pa-

rameter estimation method consumes huge amounts of time which can reach to hours of

computation using a coarse and medium mesh and a day with a thin mesh. Even after code

improvements, the simulation code (chapter 5) the process of estimating the breast model

parameters using a thin mesh could take hours.

The thin mesh provides the best approximates of a real breast (figure 30). Therefore to

achieve good approximation regarded of real cases, the thin mesh is the first choice. Due

to the iterative procedure by successive approximations, the method performance depends

on the quality of the initial guess. Roughly speaking, a poor initial guess leads to around

12 iterations to converge (Table 8) whereas a nice initial candidate may converge with just

4 iterations (tables 7 and 6 respectively). Moreover, recall that the number of iterations

with a thin mesh would be respectively of 3, 5 and 8 iterations with initial guesses range in

intervals 10%-variation, 30%-variation and 60%-variation around the reference parameter.

To reduce the number of iteration with the thin mesh and improve the coding efficiency,

the following is proposed:

1. Use a coarse mesh to run a few iterations and obtain an approximation to the reference

parameters;

2. Use the results coming from the estimation with the coarse mesh and run additional

iterations with the medium mesh refining the parameters even more;

3. Run the estimation method with the thin mesh and obtain the final set of parameters.

The time spent with a coarse and medium mesh is inferior to the time spent using a thin

mesh. So, first candidate is created with the coarser mesh which is afterwards refined by

successively thinner meshes until the last set of parameters become accurate.

For the same set of parameters, the measurements obtained with a coarse, medium and

thin mesh are different due to the mesh quality. 25 different set of parameters were used
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to generate the 25 sets of measures for each mesh size. The differences between the coarse

and thin mesh as well as the difference between the medium and thin mesh are reported in

table 9.

Diff

Mesh
m1 m2 m3 m4 m5 m6 m7 m8 m9 m10 m11 m12 m13 m14 m15 avg

T-C 4.98 5.37 11.63 6.92 79.35 7.26 18.33 11.91 6.83 32.56 4.09 3.37 3.81 3.38 13.82 14.24

T-M 1.23 1.75 5.27 3.97 21.49 4.95 14.95 5.99 4.60 25.90 0.96 0.61 0.96 1.06 4.45 6.54

Table 9: Differences in percentage between the measurements obtained with a coarse and thin mesh
(T-C) as well as with a medium and thin mesh (T-M).

It is possible to observe that the relative difference of the measurements with respect

to the thin and a coarse mesh is around of 14% (on average) for each measurement. The

comparison between the measurements obtained with a thin and a medium mesh substan-

tially reduces the difference with only 6.5%. As seen in subsection 4.4.2, a variation of the

measures can affect greatly some parameters while not affecting others. With this in mind,

and in order to test the hypothesis that the estimation process with a thin mesh could be

optimised using coarser meshes, additional tests were done, based on the set of parameters

Λ
re f as in subsections 4.4.1 and 4.4.2. Using 10 different initial guesses, whose parameter

values can differ the ones of Λ
re f up to 60%, the average evolution of the parameters is

recorded along with the current iteration number and displayed in figure 31.

The graphics present the parameters evolution in absolute percentage difference for the

first 25 iterations. Note that most parameters, with the exception of µsk, stabilise/converge

within iterations 5 and 7. Drawing comparisons with the parameters evolution for the

coarse and medium mesh, it is possible to notice that the parameters converge to limit

values closer to the reference with the medium mesh in comparison with the coarse mesh.

Moreover, differences between the measurements follow the same pattern, namely 6.5% for

the medium mesh and 14% for the coarse mesh. Nonetheless, the approximation of the

geometrical parameters R and H are well approximated as well as parameters λsk and µbr

both for the coarse and medium mesh (below 10%).

The figure highlights the high sensitivity of the λbr errors to the measurements. With a

coarse mesh, the value blows up to almost 50% while the discrepancy reduces to 20% with

a medium mesh. At last, with the thin mesh, λbr stabilises close to the reference values. µsk

presents a more volatile nature, especially using a coarse mesh. With the usage of thinner

meshes that issue is less visible but even using a thin mesh, it is possible to see the volatility

of the µsk parameter. This results support the idea that the measurements used to estimate

µsk are not ideal.

Overall these results show that it can be possible to optimise the breast parameter esti-

mation process when the measurements come from a thin mesh by using coarser meshes to

successively approximate the parameters to the reference values. In practice, these results
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Figure 31: Parameter error evolution of the optimisation process with a coarse mesh (top left), a
medium mesh (top right) and a thin mesh (bottom). Evolution is shown in the absolute
percentage difference between the current values of the parameters in the iterations (from
0 to 25) and the reference parameters.

show that using a coarse mesh one can obtain a better approximation of the R, H, λsk and

µbr parameters. Then using a medium mesh, one can refine R, H, λsk and µbr even further

but more importantly, it is possible to approximate λbr and also µsk closer to the reference

values (lower than 5%). In conclusion, the thin mesh only helps to refine λbr and µsk but

does not bring any improvement with the other variables.

To measure the efficiency of the new method, an evaluation of the computational cost is

done together with the value of the cost function. The computational cost is evaluated in

terms of running time for achieving a full iteration with the coarse mesh and presented in

table 10. This table reports that the computational cost increases with the mesh granularity

Mesh Size Coarse Medium Thin

Cost Function 5.52e−4 7.26e−5 1.12e−6

Time 1 4.26 12.36

Table 10: Measurement’s difference residual between the reference measurements and the measure-
ments obtained with different sized meshes with the same values for the breast parameters
Λ and the work effort which is spent by the optimisation process.
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since one parameter estimation iteration with the thin mesh required 12 more times for a

coarse mesh iteration. Comparing the thin and medium mesh, that ratio is of approximately

3. The evolution of the cost function with respect to iteration indicates that the difference

between the reference measurements and the estimated measurements is only acceptable

when one uses a thin mesh. An average error of 6.5% is achieved for the measurements

using a thin or a medium mesh.

4.5.1 Optimisation experiments

A mesh cascade by computing successive approximations using three levels of mesh quality

is now tested.

1. The reference measurements M are processed at first by the coarse mesh together with

the initial guess of the parameters (Λ0). With this mesh one runs up to 7 iterations and

obtains a new set of parameters Λcoarse which are closer to the reference parameters

Λ;

2. Then one uses the medium mesh which receives Λcoarse and refines them up to 5

iterations obtaining then Λmedium;

3. In the end the thin mesh is used as it normally would and runs the estimation method

until it converges. The difference is that, instead of using the initial guess Λ0, it uses

Λmedium.

To test our technique, new benchmarks were performed with the reference parameters and

measurements as in subsections 4.4.1 and 4.4.2. It is expected a faster convergence for the

final approximation on thin mesh than the one only computed with the thin mesh as 4.4.3.

10 runs have been carried out with different initial guesses ranging in the 60%-variation

intervals with respect to the reference solution. The results are presented in table 11. As

Coarse Medium Thin

Cost

Function
4.86e−4 4.12e−5 1.50e−6

Iterations 5 3 3

Table 11: Mean value of the cost function

a first stage, one obtains a first approximation using a coarse mesh with 5 iterations in

average to stabilise the parameters. Then the second stage with the medium mesh requires

3 iterations. An additional 3 iterations are needed for the last stage with thin mesh in order

to reach the target accuracy, i.e. where the value of the cost function would be under 5e−6.

Since 1 iteration with a thin mesh corresponds to 3 iterations with a medium mesh and
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12 iterations with a coarse mesh, one estimates that the method cut half the running time

from 8 iterations with the full thin mesh (table 4) to approximately 4.5 thin-mesh iterations

(5/12 + 3/3 + 3 ≈ 4.5). This represents a speedup of approximately 1.8 times which is

really better. Even by cutting the computational time by two, the method still requires

almost a full day to complete. Therefore additional improvements with respect to the

implementation, memory management and hardware efficiency (vectorisation, multi-core)

has to be developed to strongly reduce the computational cost.

4.6 discussion

A new parameter identification method for estimating the geometrical and mechanical pa-

rameters of a breast model in function of measurements performed by doctors during con-

sultations was presented and analysed. Such parameters are involved in the numerical

model to accurately evaluate the breast deformation after suturing. The simulation then

helps the practitioner for planning breast surgeries. The accuracy of the model in repre-

senting not only the breast shape and size but the behaviour as well enable the surgeon

to evaluate complex situations and adapt procedures. It reduces the probability of making

errors and gives a visual expectation of the final shape after the surgery. The method al-

lows doctors to handle virtual breast without needing to wait for long (mainly in terms of

waiting periods) and expensive exams like MRI and CT scans.

The results obtained with this method are very positive and show that its potential usage

in real life cases. There are some aspects of the method that can be improved, namely the

measurements used to estimate the breast parameters which some are not ideal, especially

relating to µsk and the high time consumption. In terms of the lack of influence that some

measurements have in some parameters, the issue can be solved by considering and testing

other measurements like the frontal perimeter of the breast or even the lateral contour of the

breast (more or less convex) as well as removing the measures that have small to no effect.

In terms of the time consumption, despite the improvement obtained for estimations using

thin breast meshes, other improvements will be considered for code optimisation: change

the data structures, improve the memory management of the data, implementation of par-

allel versions that can take advantage of vectorisation units or the GPU. Another possibility

includes the introduction of machine learning algorithms to train a model capable of pro-

viding a set of parameters when given a set of measurements. Besides these issues, there

are other aspects that were considered but that are out of the scope of this project which

include adding additional parameters to the breast model and finding the least amount of

measures in order to obtain a good estimation.
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Overall the method’s performance is good and the results with synthetic tests are promis-

ing. Additional tests with real-life cases are the next step in terms of evaluating the true

potential of the proposed method.
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5
C O D E A R C H I T E C T U R E P R O F I L I N G

The modelling and implementation of the numerical surgery as well as the parameter esti-

mation iterative method has been performed successfully and provides good results. Nev-

ertheless, the question of the computational efficiency arises since the simulation stage

with just 1000 elements counting cells and faces is computationally very expensive taking

approximately 50 seconds for the problem of the breast under gravity. Furthermore, the

necessity to improve the code architecture increases even more with the parameter evalua-

tion method which runs several hundred stages per iteration. So, a surgery simulation that

can take around 50 seconds to complete leads to a parameter identification process that

can take approximately 7 hours. For meshes with more nodes, the required time can reach

days of calculations. There are several was to improve the code efficiency which include

reconsidering the implementation, use new data structures, use acceleration hardware like

the GPU or taking advantage of modern CPU with Single Instruction Multiple Data (SIMD)

technology. To this end, the present chapter is dedicated to the assessment of the main

bottlenecks and performance issues. This assessment will lead to a more efficient design

and robust code architecture.

5.1 computational architecture

To simulate a breast reduction surgery in both suturing and gravity field stages, a code

architecture was developed. For the mesh generation, GMSH software was used while the

rest of the code was developed in C++. The mesh is generated from a set of geometrical

parameters as described in section 3.2.

5.1.1 Simulation Data Structures

The data structures used in the architecture represent the mesh elements (vertex/nodes,

edges/lines, faces/triangles and cells/tetrahedrons) as well as auxiliary structures used to

solve the minimisation of the energy functional of equation 35 in section 3.2.3.
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Figure 32: Breast model code architecture data structures.

Figure 32 shows the diagrams of the data structures used to solve the breast reduction

surgery problem. The mesh is composed of a list of all the nodes, edges, faces and cells.

For the mesh (figure 13 in section 3.5), each vertex/node has an index to map it inside

the faces and cells, a code that identifies the type of node, i.e. it determines if a node

belongs to a fat or glandular cell or if it belongs to one of the boundaries (for example

the incised sections). The nodes also have the information about their coordinates (Coords

Pn = (Pnx, Pny, Pnz)) and the list of cells to which the node belongs to. Each edge has a code

and index and the information about the two nodes that it belongs. Each face has an index

and code just like the nodes and cells, but it also has information about its centroid, normal,

area and the list of nodes and cells that are linked to it. Besides the index and code, each

cell has a centroid, volume and the list of nodes and faces that are linked to it.

For the auxiliary structures, the position structure represents the components of the new

configuration (Φh) while DOF represents the unknown variables of the problem which are
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the degrees of freedom. The degrees of freedom are the nodes coordinates that can be

displaced according to the Neo-Hookean model and the boundary conditions (Xh for the

suturing problem and Yh for the breast under gravity problem). The displacement structure

contains the variation of strain energy that is used to re-arrange the nodes positions at each

iteration of the simulation. The energy structure stores the information about the volume

strain energy of each cell and the surface strain energy of each face. The structure also stores

the value of strain energy of the current mesh configuration which is the sum of the strain

energy over the cells and skin faces. There is also another structure that is used to map the

frontal incisions (ΓL and ΓR). To this end, the map structure stores in nodes2map the node’s

indexes of a frontal incision line (left or right). In the match nodes it stores two nodes from

the opposite front incision along with the coefficients which are stored in match coe f s.

5.1.2 Code system and map g

There is a system of codes which is used to identify the behaviour of each mesh element.

Those behaviour are the following:

• Fixed position ((ΓB) and γD )

• Chassaignac Space (ΓC)

• Skin (ΓF)

• Left Frontal Incision/Suture (ΓL)

• Right Frontal Incision/Suture (ΓR)

• Back Incision/Suture (ΓBL, ΓBR)

• Backward left suturing line (γBL)

• Backward right suturing line (γBR)

• Frontal left suturing line (γL)

• Frontal right suturing line (γR)

These behaviours are connected to its respective code which are used inside the methods

to know how to evaluate the strain energy values for each mesh element. They are stored

inside the mesh file generated with GMSH.

Function g is the fundamental information to describe the suturing process by defining

the mapping from γR onto γL which physically represents the skin junction performed by

the surgeon. To this end, a new method to provide such a mapping is proposed based

on the principle of equivalent relative distance. More precisely, since A is a fixed point, for
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any P ∈ γR, one computes the distance of arc ÃP denoted by |ÃP| and defines the relative

distance

r(P) =
|ÃP|

|γR|

where |γR| is the length of the curve γR. Then one takes the associated g(P) such that

|˚�Ag(P)| = r(P)|γL|. At the numerical level, for a node Pn ∈ γR, one seeks the edge

e = [vℓ1, vℓ2] ⊂ γL such that g(Pn) ∈ e and computes the barycentric coordinates by solving

equation

g(Pn) = λ1vℓ1 + λ2vℓ2, λ1 + λ2 = 1.

The correspondence between vertices and edges and the associated barycentric coefficients

are store in the Map data structure.

5.1.3 Simulation Steps

Computation is divided into two main parts: initialisation and the minimisation loop. In the

initialisation process, the mesh structure is built from the mesh file as well as pre-computed

data structures used later on. The minimisation main loop search the node configuration

that minimises the value of strain energy. In practice, two successive total energies are

compared and the loop stops when the difference value is lower than a given threshold ǫ.

The different stages within the loop are:

• pos2dof global - method which copies the current coordinates of the mesh (Φh) which

belong to the unknown variables of the DOF structure (Kh, K ∈ {X, Y}). In practice,

the method copies the coordinates which in the problem are free to move. The coor-

dinates that can be displaced are controlled by the codes associated to each node;

• dof2pos local - method which copies an element from vector Kh to Φh updating its

position. This methods leads to a change in the node configuration. The way these

changes are done depends on the codes associated to each node. Their specifications

are described in sections 3.2.2 and 3.4.1;

• calc gradient - method which evaluates for each degree of freedom in Kh, the local

variations of strain energy (∂ℓ Jh(K), with K ∈ {X, Y}) and evaluates its impact on

the global strain energy value (Jh). This method creates a vector which contains the

displacement direction (R) for each degree of freedom Kh;

• local gradient - method that displaces one degree of freedom (Kh) using dof2pos local

and evaluates the effect of that displacement on the global value of strain energy (Jh);

• calc energy global - method used to evaluate the strain energy of the mesh (Jh). It

iterates over all faces and all cells and calls calc energy face and calc energy cell to
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calculate their energy according to equation 35 in section 3.2.3 for the breast suturing

problem or equation 45 in section 3.4.2 for the problem with the breast under gravity;

• line search - method which evaluates a displacement factor β to apply on the mesh

nodes along with the displacement vector (R) calculated with the calc gradient method.

This method uses a convergence cycle that temporarily displaces the nodes of the

mesh by βR and evaluates the strain energy (Jh) of those configurations. The cycle

then converges when it finds a value for β which can minimise the global energy

value. This method also calls the calc energy face and calc energy cell methods to

compute the values of strain-energy;

• calc residual - method which sums the values of R such that nor =
N∑

r=0

R2
r where N is

the size of the unknown variables in Kh;

• calc energy face - method which calculates the strain energy of a face (WTk
for the

skin and WcTj
for the Chassaignac space);

• calc energy cell - method which calculates the strain-energy of a cell (Wτi
for the

breast suturing problem and Wτi
−Wgτi

for the problem with the breast under grav-

ity).

A pseudo-code version of the breast surgery simulation can be seen in algorithm 1.

Algorithm 1: Simulation process pseudo-code

1 mesh τ ← load(file);
2 {position Φh; dof Kh; energy J; displacement R}← init(τ);
3 map g ← mapping(τ);
4 double nor, β;
5 Kh ← pos2dof global(Φh);
6 R ← calc gradient(Φh, Kh, J);
7 β ← line search(Φh, Kh, J, R);
8 nor← calc residual(R);
9 while nor > ǫ do

10 Kh ← pos2dof global(Φh);
11 R ← calc gradient(Φh, Kh, J);
12 β ← line search(Φh, Kh, J, R);
13 nor← calc residual(R);

14 end

The initialisation stage is represented in the pseudo-code from line 1 to line 8. In line

1 the mesh is loaded and the data structures related to the mesh are filled with the links

between the nodes, edges, faces and cells as well as the codes corresponding to the problem.

In the case of the breast suturing problem, the file contains the geometry obtained with the
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GMSH software and for the problem with the breast under gravity, the geometry is the one

obtained after the breast suturing process ended. Line 2 presents the pre-computation step

where values like the faces area, the cells volume as well as their centroid are calculated

and stored. Besides that, the mesh nodes current position are also copied to Φh and the

other structures (Kh, J and R) are initialised with zeros. Line 3 represents the elaboration

of the mapping between the right and left side for the interfaces suturing as well as their

suturing lines. In line 5 the unknown variables of the problem are evaluated using the

codes associated to the mesh elements and so one obtains the vector with the degrees of

freedom for the simulation problem (Xh for the suturing and Yh for the gravity). Line 6

corresponds to a first guess of the solution, i.e. the degrees of freedom of vector Kh are

displaced using dof2pos local which modifies the node configuration. This step leads the

frontal incision interface nodes to move towards the suturing plane (θ) as well as the rear

interfaces to join the zone attached to the torso (y = 0). The first candidate displacement

vector is filled thanks to the local strain-energy variations per degree of freedom (gradient

method). Line 7 calculates the best displacement factor following the gradient while line 8

calculates the current energy residual value.

From line 9 to 14 it is represented the energy minimisation cycle. In line 9 the simulation

evaluates if the local variation of energy is smaller than a threshold value ǫ which is very

close to zero (< 1e−6). If the value is not small enough then it proceeds to lines 10-13 which

are an iteration of lines 5-8. This means that the nodes are re-arranging themselves until the

energy variation is below the threshold, meaning that the final configuration is obtained.

Breast under gravity

The evaluation of the breast configuration under gravity works in a similar fashion to the

workflow presented above. However, in this cases the mapping is not necessary and so, a

workflow diagram of the breast under gravity simulation is presented in figure 33.

The simulation starts by loading the mesh τ from a file which is then used by the method

init to fill the data structures with the information about the mesh current configuration

Φh (node, face and cell data), the Energy structure J (values for the volume and area) and

initialising with zeros the unknown variables Xh and the displacement vector R. Then Xh

is updated with the values in Φh which, depending on the code, can be displaced using the

strain energy functionals. Then, a first evaluation of the strain energy is done by calculating

the gradient which returns the vector of displacement (R). Afterwards, all these structures

are used to obtain the optimal displacement factor β that will then be used together with

R to change the mesh configuration. This leads to the evaluation of the residual which is

the squared sum of the values of R. The simulation enters in a state where if the value

of the residual (nor) is larger than a given ε, then it continues with the pos2dof global,
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Figure 33: Flowchart of the simulation

calc gradient, line search and calc residual methods until the value of nor becomes smaller

than ε.

5.2 estimation method architecture

The section is dedicated to the effective implementation of the breast model parameters

estimation method, using the code architecture presented in section 5.1.

5.2.1 Estimation Data structures

The data structures are quite similar to the ones use in the knitting code although some

of code blocks are not used. For instance, the map structure that links two interfaces is

not required in parameters identification. On the other hand, one additional structure that

holds the estimation parameter variables (figure 34) is needed.

The estimator structure holds the input parameters such as the initial guess (input p),

the reference measurements (input m) that the optimisation method will attain by comput-

ing successive candidate parameters. For each iteration, the parameters are modified and
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Figure 34: Diagram of the data structures used to perform the parameter estimation including a new
structure (estimator in blue).

stored in output p while the associated computed measurements (from the mesh current

configuration in the Position structure) are stored in output m. At the end of the iterative

process when the solution converges up to a given error, the final parameters estimation is

stored in (output p). Notice that a maximum number of iterations max i is prescribed in

case that no convergence is achieved. To compute the vector of the unknown variables (Xh)

at the node, specific label are attributed together with the boundary conditions:

• 1→ Fixed position (γD)

• 2→ Chassaignac Space (ΓB)

• 3→ Skin (ΓF)
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The nodes and edges on the infra-mammary fold are fixed, while the elements in the

Chassaignac space can only move along the torso (not forward). The labels are also used,

to identify which equation hat to be used to calculate the values of strain energy (equation

49 in section 3.4.2 for the elements in ΓB and equation 29 in section 3.1.2 for the elements

in ΓF).

5.2.2 Computational sub-stages

The estimation of the parameters can be divided into the initialisation stage and the opti-

misation loop. Inside the loop, a subroutine is dedicated to calculate the partial derivatives

and an other one employs the Gauss-Newton method. To main sub-stages in the estimation

process are:

• fit parameter - method which uses the geometrical parameters R and H to generate

the stress-free configuration (Ωg);

• simulation - method which takes the stress free breast and a gravity field (according

to a specific patient position) and solves the minimisation of the energy functional

(equation 51);

• simulate 3pos - method which uses the method simulation for the three patient po-

sitions;

• get outputs - method which obtains the measurements of a breast configuration;

• get derivative - method which calculates the derivative of the measurements by vary-

ing a parameter (equation 61);

• solve partial - method which solves evaluates the partial derivatives of the measure-

ments by varying the value of one parameter at a time for all parameters. The return

value is a vector which possess the variation of measurements which is then used in

the Gauss-Newton method;

• solve newton - method which receives the results of the partial derivatives and cal-

culates the optimal variation of the parameters seeking to minimise the difference

between the reference measurements (M) and the current measurements (Mh(Λ));

• evaluate error - method which evaluates the value of the cost function (equation 62);

• calc step - method which evaluates the change of the values of the parameters and

chose a value of step that most fit the solution.
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The estimation process starts with an initial guess Λ0 and with the reference measure-

ments M. A pseudo-code version of the parameter estimation method can be seen in

algorithm 2.

Algorithm 2: Parameter estimation method pseudo-code

1 mesh τ ← load(file);

2 estimator E ← input(Λ0, M);
3 position[] (Φh) ← fit parameter(E,τ);
4 Φh ← simulate 3pos(Φh, E);
5 E ← get outputs(τ);
6 double Em ← 1e6;
7 double Ee ← evaluate error(E);
8 int i ← 0;

9 double step ← 2.0e−1;
10 while Em > εm and Ee > εe and i < E.max i do

11 ∆M ← solve partial(E, Φh);
12 ∆Λ ← solve newton(∆M);
13 step ← calc step;
14 E.output p ← E.output p + ((∆Λ) ∗ step);
15 Φh ← fit parameter(E,τ);
16 Φh ← simulate 3pos(Φh, E);
17 E ← get outputs(τ);
18 Em, Ee ← evaluate error;

19 end

The initialisation stage goes from line 1 to line 9. The first line shows the loading of

the mesh from a file. In line 2 the estimator receives the values of input of the problem,

namely the parameters initial guess (Λ0) and the reference measurements (M). Line 3

shows the function fit parameter which takes the mesh nodes positions, and changes it in

order to fit the new geometrical parameters that come from the initial guess. The result

is stored in the three element array that memorises the mesh current configuration for all

three positions that are simulated (patient standing up, bend 45 degrees forward and on all

fours). The method sets the same value in each element of the array. Line 4 solves equation

51 for each of the patients position and stores the results in the three element array Φh.

Line 5 shows the initial evaluation of the differences between the reference measurements

and the measurements obtained with an initial parameter guess. Lines 6-9 show only the

initialisation of variables like the energy variation Em, the measures squared difference Ee,

the iteration number and the amount of step which by default takes the value 2e−1 (after

testing with different values this value was found to provide a better starting point).

The optimisation loop is described from line 10 to line 18. While the stop conditions in

line 10 are not satisfied, the loop starts by evaluating the partial derivatives of the mea-

surements variation by varying the values of one parameter at a time for all 6 parameters
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in E.output p (line 11). In line 12 the Gauss-Newton method is used to obtain the best

variation of the parameters. In line 13 the new step is calculated and is used in line 14

to obtain and the new set of parameters and update the estimator data structure. With

the new parameters, the values of the new positions are once again update according to

the mechanical parameters (line 15) and are followed by the solution of the minimisation

problem with the breast model mechanical parameters (line 16). In line 17 the new mea-

surements are assessed and in line 18 the difference between the reference measurements

and the current measurements is evaluated returning the values of the variation of error

and the squared error.

5.3 profiling analysis

The previously implemented solution in C++ presents some issues in terms of performance.

These issues affect the overall time consumption of the simulation process even for simula-

tions with meshes with few nodes. The objective of this type of procedures is to identify

and understand the possible bottlenecks of the code (Chang et al. (1991); Chen et al. (1993);

Hennessy and Patterson (2017); Melo and Hat (2010); Bryant and O’Hallaron (2016); Khan

(2011)). For that purpose a series of profiling tests were conducted using a laptop with the

following specifications:

• Memory : 4GB 1333 MHz DDR3

• Processor : intel i5 2450m 2.3GHz

• Cache : 3MB L3, 256KB L2, 2*16 load + 16 store L1 with 32KB

• Micro-architecture : sandy bridge

For a matter of consistency, the results presented in the next sections consist in the mean val-

ues of groups of 5 tests/runs were the number of iterations run by the simulation method

(main loop) is fixed on 1500.

When evaluating the weights of the methods used in the estimation of the breast parame-

ters, GProf (Graham et al. (1982)) showed that 99% of the time was being spent solving the

minimisation of the energy functional, i.e. the time was being spent with the simulation

method which was in turn being called by the simulate 3pos mentioned in section 5.2.2.

Because of this, the focus of the profiling was in this method (simulation).

5.3.1 Time Consumption and Instructions per Cycle

An initial test was made to better understand which routines were consuming more CPU

time. Figure 35 presents the first call graph using GProf (Graham et al. (1982)) to profile
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the simulation method. This graph shows that the solution is spending more time in the

Figure 35: Call Graph of the simulation with percentage of, total and self, time consumed (clock
cycles spend on each method)

line search method than any other method (≈ 72%). However, this time is spent on child

functions like the method that evaluates the energy of the breast (evaluate energy global

with 72%) which in turn call the methods that evaluate the energy for the cells (calc energy cells)

and for the faces (calc energy faces) with 34% and 42% respectively. Other method that has

a significant impact is the local gradient method with 25%. This means that the line search,

calc gradient and the energy evaluation methods for the faces and cells need improve-

ments. line search and calc gradient are methods with low self time consumption, while,

on the other hand, the calc energy cells and calc energy faces (and even the local gradient

method) have a great portion of self time. The pos2dof global method which was men-

tioned above, does not show in this graph which means its time consumption is inferior to

1%.

To better understand the efficiency of these methods, linux’s perf (Melo and Hat (2010))

was used to evaluate their Instructions per Cycle (IPC). The number of IPC, indicates the

efficiency of the method, i.e. higher values of IPC indicate that the processor can perform

more instructions per unit of time (in this case, clock cycles) and vise-versa (Hennessy and

Patterson (2017); Bryant and O’Hallaron (2016)). Therefore, low values for this indicator

suggest a need for improvements.
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IPC

Coarse

(4,172MB)

Medium

(8,644MB)

Thin

(17,068MB)

total self total self total self

simulation 1.05 1.76 1.10 1.83 1.10 0.81

calc energy global 0.95 2.06 0.99 1.86 0.99 1.94

line search 0.97 1.84 1.01 1.16 1.00 0.78

calc gradient 1.31 1.32 1.38 1.22 1.39 1.46

local gradient 1.25 2.37 1.26 1.71 1.30 1.65

calc energy faces 0.57 0.57 0.57 0.57 0.56 0.56

calc energy cells 1.24 1.24 1.20 1.20 1.20 1.20

Table 12: IPC of the simulation methods with different size meshes

Table 12 shows that the methods IPC do not vary much with the granularity of the mesh

used in the simulation. Almost all methods show an IPC close or higher than 1, except for

the calc energy faces with values of 0.56 and 0.57. This shows that this particular method

is far from optimised. In the code, this method performs several division operations, which

are very expensive for any CPU. Nevertheless, these values, by themselves, cannot explain

why the bottleneck is there (Hennessy and Patterson (2017); Bryant and O’Hallaron (2016)).

So, an analysis to memory access patterns was also performed.

5.3.2 Memory and Cache

It was necessary to know if the bottlenecks were due to lack of bandwidth, lack of pro-

cessing power or maybe both. So, the linux’s perf was also used to analyse the memory

usage and cache access (Melo and Hat (2010)). On top of this, the amount of memory con-

sumption was also measured. The following tables (13, 14 and 15) show the results of perf

profiling. Table 13 shows the miss % when the simulation methods try to access L3 cache as

L3 miss %

Coarse

(4,172MB)

Medium

(8,644MB)

Thin

(17,068MB)

total self total self total self

simulation 0.01 0.06 26.41 28.92 67.72 30.36

calc energy global 0.01 0.01 32.57 70.21 84.87 95.23

line search 0.01 0.01 29.55 15.01 76.88 27.81

calc gradient 0.04 0.01 14.10 0.93 26.00 3.17

local gradient 0.05 0.01 13.40 9.05 23.29 12.80

calc energy faces 0.02 0.02 35.00 35.00 78.17 78.17

calc energy cells 0.01 0.01 9.36 9.36 32.21 32.21

Table 13: L3 miss percentage of 3 different sized meshes

well as the memory used during the simulation. As it can be seen, the size of memory used
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increases with the number of nodes of the mesh (thinner meshes have more nodes). This

information helps understanding why the amount of cache misses also increases with the

higher number of mesh nodes. As mentioned above, the size of the L3 cache used for the

tests is 3MB, and the size of the data structures for thinner meshes are bigger than all L3

cache. That means there is a higher probability for a miss. The high miss % for a medium

mesh, and specially, for a thin mesh suggests that the data being used during the calcula-

tions might be replacing cache lines on a constant basis, therefore, hurting the simulation

performance (Hennessy and Patterson (2017); Bryant and O’Hallaron (2016)). One aspect

worth mentioning is the big difference for thinner meshes between the two methods which

evaluate energy (faces and cells). While the method which evaluates the strain-energy of

cells have a substantial miss rate (9.36% and 32.21%) the method to calculate the faces strain-

energy has an enormous miss rate, specially for the thin mesh with 78.17%. This means,

the structures used for this method might have very poor locality and so, the data that is

being requested for the method requires entire L3 cache lines to be constantly overwritten

which is inefficient (Hennessy and Patterson (2017); Bryant and O’Hallaron (2016)). Table

L1 Load miss %
Coarse Medium Thin

total self total self total self

simulation 2.78 31.53 3.27 53.00 3.68 21.35

calc energy global 3.35 0.91 3.88 1.04 4.52 2.58

line search 3.52 40.89 4.07 40.18 4.65 34.90

calc gradient 1.05 2.91 1.41 2.94 1.53 3.28

local gradient 0.95 0.55 1.32 1.05 1.38 1.13

calc energy faces 4.12 4.12 4.09 4.09 4.19 4.19

calc energy cells 3.23 3.23 4.93 4.93 6.43 6.43

Table 14: L1 Load miss percentage of 3 different sized meshes

14 presents the miss % for the L1 cache loads. The number of L1 load accesses is much

higher than the L3 cache accesses. In fact, the number of L1 loads is approximately a third

of the number of instructions of the simulation. Overall, the number of L1 load misses don’t

follow a particular pattern like the one seen in the L3 miss % case, where it increases with

the number of mesh nodes. However, it is possible to see that for thinner meshes, the meth-

ods which have the highest self time consumption (calc energy cells and calc energy faces)

don’t follow the tendency of L3 miss. In this case, the method for cell energy evaluation has

higher miss % than the face method (4.93% and 6.43% opposed to 4.09% and 4.19% respec-

tively). In terms of store cache accesses, the number is approximately half when comparing

to L1 load accesses. Table 15 shows that the miss % for data storage in the L1 cache is close

or inferior to 1%, which means that there are no major bottleneck for the simulation when

storing data.
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L1 Store miss %
Coarse Medium Thin

total self total self total self

simulation 0.41 4.61 0.36 11.32 0.34 16.63

calc energy global 0.56 0.10 0.40 0.14 0.36 0.30

line search 0.60 6.83 0.51 13.54 0.47 12.53

calc gradient 0.07 0.42 0.08 0.78 0.07 1.50

local gradient 0.05 0.06 0.06 0.08 0.06 0.08

calc energy faces 1.63 1.63 1.42 1.42 1.33 1.33

calc energy cells 1.36 1.36 0.72 0.72 0.71 0.71

Table 15: L1 Store miss percentage of 3 different sized meshes

The misses on L3 cache leads to memory accesses which are expensive for the simulation

method overall performance. Although every significant method was analysed, 2 of those

methods possess an higher self percentage of time consumption (namely calc energy cells

and calc energy faces). So the main focus on this cache and memory analysis was on these

particular methods. As mentioned above, when comparing the miss rate values between

these methods, calc energy cells have a much lower L3 miss rate and a slightly higher L1

load miss rate than calc energy faces. The profiling analysis showed that calc energy cells

have a much higher number of L1 load accesses than calc energy faces while calc energy faces

has more L3 accesses than calc energy cells. This suggests that, for calc energy cells, the

size of the cell structures do not fit in L1 or might have redundant information that is pulled

but that is not used and therefore occupies cache lines that could be used more efficiently,

hence an higher miss % on L1 cache. On the other hand, the lower miss rate on L3 suggests

a better organisation of the entire cell’s data, i.e., the cells arrangement might be more con-

tiguous and therefore enjoy better locality which leads to reduced numbers of misses on L3.

calc energy faces face structure might have less redundant data and therefore the number

of L1 cache misses might reflect that, but the arrangement of the data is clearly poorer and

result on high miss rate.

5.3.3 Arithmetic efficiency and Intensity

As mentioned above, the nature of a bottleneck relies on lack of power to process calcula-

tions or lack of bandwidth to load necessary data (Hennessy and Patterson (2017); Bryant

and O’Hallaron (2016)). So, in order to better understand the nature of these bottlenecks a

peek to the assembly code was made. This closer look allows to see the instructions called

by the processor during these methods and evaluate what kind of calculations and loads

are being performed. Table 16 shows the number of times and number of cycles the float

operating instructions (subsd, mulsd, addsd, sqrtsd and divsd) and memory calls (movsd)

were performed. The calc energy faces method has an if which performs different calcula-
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floating ops addsd subsd mulsd divsd sqrtsd

Faces

(chass ; skin)
8 ; 20 3 ; 23 5 ; 51 3 ; 13 0 ; 6

Cells 41 16 58 0 0

memory movsd

Faces

(chass ; skin)
14 ; 22

Cells 26

Table 16: Assembly instructions of the face and cell evaluate energy methods. For the face method,
the table divides the values by the Chassaignac and skin calculations while the cell method
only has one way to calculate the strain-energy. The table is divided in floating operation
instructions (addsd, subsd, mulsd, divsd and sqrtsd) and data access instructions (movsd)

tions depending on the code of the face, which can be Chassaignac (face in the zone of the

torso which is mentioned in the table 16 by ”chass”) and skin (face associated to the breast’s

skin). The instructions show for the case of the calc energy cells method a high number

of floating point operations (115) while having less data access operations (26), just like the

calc energy faces method for the skin face with 113 floating point operations and 22 data

accesses. On the other hand, the calc energy faces method for the Chassaignac faces have

only 19 floating point operations for the 14 data accesses.

To know if the method is compute or memory bound one has to evaluate the ratio be-

tween floating operations and memory loads (floating operations per byte). As the methods

operate on doubles, that means each movsd loads a 8 byte double, so, one gets the follow-

ing results (table 17): These ratios show that for each byte there is a low amount of floating

Method
Adds and

Muls

(AM)

Divs and

Sqrts

(DS)

Loads

(L)

Arithmetic

Intensity

(AM+DS)/(L*8)

Cells 115 0 26 0.55

Chassaignac 16 3 14 0.17

Skin 94 19 22 0.64

Table 17: Arithmetic intensity of the energy evaluation methods (cells, Chassaignac and skin faces).
Ratio between the number floating point operations (adds, muls, divs and sqrts) and bytes
loaded (number of loads times size of double )

point operations. Therefore, it suggests that the memory bandwidth isn’t enough to feed

the calculations performed in the methods ( specially the energy evaluation method of

the Chassaignac faces). However, this simple analysis does not evaluate a key aspect of

the methods that is the time the processor spends between loading data and performing

calculations.
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5.3.4 Arithmetic efficiency and Bandwidth

According to Intel (2016), the sandy bridge micro-architecture has 1 units for multiplica-

tions (muls) and additions (adds) and 1 unit for divisions (divs) and square roots (sqrts).

However, due to its particular specifications, the sandy bridge has only 2 ports to sched-

ule the instructions, and in one of these ports both muls, divs and sqrts are scheduled

while on the other port only the adds are scheduled. This means that when a division is

being processed, no multiplications can be done. On the other hand as the adds are on

an independent port they can be done at the same time as divisions and multiplications.

Nevertheless, the modern processors with the skylake micro-architecture work with inde-

pendent units which allows to perform muls and adds simultaneously (Intel (2016)). With

this in mind the study of the time spent takes into account the modern processes. In sum,

both muls, adds and divisions can be done simultaneously but with a maximum of two at

a time. The same Intel manual states that the processor has the capacity of performing 2

loads and 1 write of 16 bytes at the same time.

In terms of time consumption, i.e., the instructions throughput, adds and muls have only

1 cycle of throughput, while divs and sqrts have approximately 20 cycles. For the load

instructions, they can have latency of 1 and 2 cycles, so, one considers its throughput to

be 1.5. The alternative arithmetic intensity measurement by time spent gives the following

results (table 18): In addition to these values one tested the bandwidth of the machine in

Method
Adds and

Muls

(AM)

Divs and

Sqrts

(DS)

Loads

(L)

Arithmetic

Intensity
max(AM,DS)

L

Cells 57.5 0 39 1.49

Chassaignac 8 60 21 3.10

Skin 47 380 33 13.06

Table 18: Arithmetic intensity of the energy evaluation methods (cells, Chassaignac and skin faces)
based on number of cycles. Ratio between the number of cycles spent on performing
calculations (AM and DS) and loads (L).

order to know how much data can be sent to the processor and obtained the following

results: These values of bandwidth can show the maximum number of doubles that can be

Bandwidth (GB/s) 32KB 256KB 3MB 500MB

Sequential 8B 24.3 16.8 11.5 9.1

Random 8B 16.8 11 5.2 2.5

Sequential 16B 47.6 23.9 15.5 10.6

Table 19: Bandwidth measured for different sizes (32KB, 256KB, 3MB and 500MB), order of access
(sequential or random) and bytes loaded at a time (8B and 16B)
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loaded in a certain time. For the test it was chosen memory sizes that coincide with the

sizes of the L1, L2 and L3 cache. So, the amount of data that is being loaded varies with

the amount of doubles that can be feed to the processor. As the structure sizes used in the

simulations round the 3MB and the access is most of it sequential, lets consider 11.5 GB/s

as the memory bandwidth. This bandwidth means that, for the 2.3GHz processor used, for

each second 1.437.500.000 doubles per second which in cycles turns into 0.625. So, one can

build a table with the maximum amount of doubles that can be loaded during the time of

calculations (table 20) These values contradict the ones presented before and suggest that

Methods
Calculating

cycles

Loading

operations

Max

Operations

Cells 57.5 26 36

Chassaignac 60 14 37

Skin 380 22 237

Table 20: Comparison between the number of doubles loaded in each methods vs the maximum
number that could be loaded if the bandwidth was fully utilised.

these methods are not memory bound but actually compute bound (specially the method

to evaluate the skin energy). Either way, both tests point out the performance bottlenecks

which are the high number of divisions and square roots.

5.3.5 Profiling Analysis

The profiling tests that were performed over the simulation with different mesh sizes have

shown that the main bottlenecks are located in the calc energy cells and calc energy faces

methods. So any improvement on these methods may lead to high gains in terms of per-

formance. The tests suggest that the calc energy cells and calc energy faces methods are

compute bound and also memory bound. So, the strategy for calculating the energy of the

mesh elements could pass by packing the data and operations and take advantage of the

vectorisation units (SSE, AVX, ...), while also by restructuring the data structures (Hennessy

and Patterson (2017); Bryant and O’Hallaron (2016)). Another problem was the high L3

miss percentage, which can be solved by improving the data locality which in turn can be

made by restructuring the code structures.

Another way of improving the code performance would be to take advantage of the mul-

tiple cores on a single machine to perform the several operations (Hennessy and Patterson

(2017); Bryant and O’Hallaron (2016)). The parallelism and vectorisation of data would be

able to reduce the amount of time spent on performing multiplications and divisions, i.e., if

a single division takes 20 cycles to perform, and the method has 12 divisions, if all divisions

are done in sequence, they will take 240 cycles to complete, while if this number could be
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spread by an AVX unit or by 4 different cores, the time could be reduced to only 60 cycles

to perform all 12 divisions.

One another aspect worth mentioning is the improvement on these methods may not only

be done by changing the code structures, but also by changing the methods that call them

(Hennessy and Patterson (2017); Bryant and O’Hallaron (2016)). On this particular note,

the line search method, which uses a convergence algorithm, was tested to evaluate the

number of iterations necessary to obtain a good value for the displacement factor. The tests

showed that the number of iterations were around 40-50. This high number of iterations is

far from optimal, and therefore, a more convergent algorithm should be implemented.

In terms of improving the data locality and accesses, one aspect that was verified during

this profiling stage was the way calc energy faces was working inside the methods that call

it, namely, local gradient and evaluation energy global. The majority of these calls resulted

in choosing which method to calculate the value of energy depending if the face was part

of the skin, or the torso/Chassaignac space. Besides these faces there are others with no

code attached because their contributions are already calculated through the cells. In fact

these are the majority of the faces. This result in thousands of calls for this method that

only perform an if statement to then simply return. This aspect can also be optimised by

changing the data structures so that the faces are organised in terms of calculations, i.e.,

the faces of the Chassaignac space would be on one list, the faces of the skin would be on

another list and the rest would be in a third list.

With all these considerations the following strategy for the new code architecture was

devised:

• The data structures will be reorganised to a Structure of Arrays (SoA) or Array of

Structures (AoS) in order to improve the data locality (Faria et al. (2013));

• The line search method will be changed to use a more convergent algorithm in order

to reduce the number of calls to heavy functions and methods (Graham et al. (1982));

• The strain-energy evaluation of the cells will be changed to take advantage of the

SIMD units;

• The new structures and methods will be able to take advantage of parallelism and

therefore reduce the time by performing more calculations simultaneously (Hennessy

and Patterson (2017); Bryant and O’Hallaron (2016)).

After these changes to the code architecture, a new profiling set of tests will be made and

they will evaluate what type of improvements were accomplished with this change.
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5.4 new code architecture

After profiling the code and identifying the bottlenecks, the next step is to perform the

necessary changes in order to improve the code’s overall performance. Knowing that the

main performance bottleneck concerns memory access, the first upgrade was made in the

data structures. Next, different algorithms were implemented in order to improve some

method’s efficiency (e.g. the line search method). After that, an attempt to improve the

code’s performance is made by taking advantage of its parallel nature as well as the modern

hardware capabilities to perform several tasks simultaneously.

At every step of this optimisation phase, new profiling tests were performed. Most of

these tests were made in the same machine as the previous ones. New machines were

also used to establish comparisons and to evaluate the new code’s efficiency with different

processors and computational environments (used in a multi-thread context).

5.4.1 Code Structure analysis

The profiling of the breast simulation code has shown memory issues. A high L3 miss per-

centage and a high rate of loading instructions suggests a data structure with poor locality

and with too much information. Therefore, the new data structures were designed to solve

these problems. To improve data locality the information was arranged in a SoA type (Faria

et al. (2013)). To reduce the size of the structures, some redundant data was removed. The

new data structures are presented in figure 36 with the new elements (comparing to the the

previous structures of figure 34) marked in blue.

The new Mesh structure is a SoA which holds the current value of energy of the mesh

during the simulation and the arrays with the information about the nodes, faces and

cells. The simulation methods use this structure to access the necessary data to perform

the calculations. The main reason behind the choice to arrange the data in a SoA instead

of AoS, was the usage of the elements of the structure, i.e., when calculating the strain

energy values, single elements from many structures are used (volume of a cell, the current

positions of the nodes) and so, according to Faria et al. (2013), this behaviour benefits the

usage of SoA.

The nodes, faces and cells suffered a change in terms of organisation. The main change

concerns the way the relevant elements were organised. By relevant elements, one means,

the faces and cells which were used to compute the strain energy value during the sim-

ulation (when evaluating the strain energy of faces, the ones which didn’t belong to the

Chassaignac space or to the skin were not doing anything and so were spending time with

if statements unnecessarily). The strain energy of elements with different codes is evalu-

ated differently, in this particular case, the energy of the faces of the skin and of the faces
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Figure 36: New code architecture data structures (new elements in blue).

in the Chassaignac space are computed with different numerical methods. So, to improve

the cache accesses, the data is organised in arrays for each relevant type of element. Due to

its redundancy, the arrays that linked both faces and the cells (figure 32 f cells and c faces)

were removed.

The Node structure, stores the number of nodes of a mesh, the codes of those nodes,

the coordinates represented by x, y and z. It also stores, in an arrays of arrays, each cell,

Chassaignac face and skin face belonging to each node. In these structures, the first element

of the first array (column [k][0]) indicates the number of those elements.

The Face structure, stores the data of each face, namely the size, codes and nodes. Then it

stores the necessary data to compute dividing it by relevant elements. An array to hold the

nodes of the Chassaignac faces (Nodes chass) and another for the skin faces (Nodes skin).

It also stores for each of those element types, the energy, area (surface) and auxiliary arrays

(Cx, Cy and Cz for Chassaignac faces and OA and OB for skin faces). As mentioned before,

each of the relevant elements strain energy is calculated differently, and so, each one of

them has a different function to perform the energy evaluation (calc energy chass() and
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calc energy skin()). The Cell structure holds every information about the nodes of each

cell, the codes, energy, volume and also other auxiliary computational elements like JMat.

However the Mesh and its core elements are not sufficient to perform the simulations and

like before, auxiliary structures were also implemented. The Position and DOF structures

are very similar to the previous ones: the Position structure stores the current positions of

the nodes while the simulation is occurring and the DOF structure holds the degrees of

freedom of the system. The difference in these structures is the inclusion of the codes of

the nodes for energy calculations purposes.

On the previous version, there was a structure Energy which held the energy data of the

simulation. Now that data is spread on other structures. Moreover, two new structures

with different functions: the AuxArch structure which has arrays used in the simulation to

store temporary values like R and R1 (which are used to store the displacement vector in

each simulation cycle) and P1 and P2 (which are copies of the current mesh configuration

[px,py,pz]) and the SParams structure which holds the values of the simulation, namely the

mechanical parameters of the breast, the max number of iterations, the density of the cells

and the Chassaignac coefficient used in the calculation of the strain energy for the elements

in that boundary. This structure also holds other parameters like derivative precision which

represents the threshold value ε in figure 33 and log parameter which is used in some

methods like line search to determine when the optimal displacement factor was found.

5.4.2 New Structure profiling

After implementing the new structure, a new set of tests was conducted in order to assess

its performance. These tests check the speedup obtained, the IPC, cache miss percentages

and also the number of cycles, instructions and cache related events. To better understand

the difference in terms of code’s performance, these results are compared with the ones

obtained before (done with the same machine).

Figure 37 presents the weight of each method of the simulation process using GProf.

There are not significant changes when comparing this call graph with the one present in

the section 5.3.1 (line search continues to be the most expensive method). However, big

changes can be seen in the measured values with linux’s perf.

Table 21 shows the difference between the old and new solution. In terms of cycles there

is a reduction that goes from 28% for a coarse mesh to 39% to a thin mesh. This value

ultimately represents a significant reduction in time consumption by the code architecture.

In terms of instructions the reduction rounds the 50% for every mesh size. In terms of L3

cache misses the reduction is even more significant reaching 99% for thinner meshes having

only 80% reduction in L3 cache references. For the L1 cache there is also a significant re-
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Figure 37: Call graph representing the weight of each major method called during the simulation
with a new data structure.

Events Coarse (3,212 MB) Medium (4,848 MB) Thin (6,452MB)

Cycles 28,4 34,0 39,3

Instructions 51,5 55,4 56,6

L3 cache
misses

62,5 99,3 99,7

L3 cache
references

94,4 70,4 79,4

L1 Load cache
misses

61,0 51,1 36,6

L1 Load cache
references

51,3 55,2 56,6

L1 Store cache
misses

40,5 36,7 40,5

L1 Store cache
references

67,4 70,8 71,8

Table 21: Comparison between old and new solution. This table shows the percentage reduction of
the measured events from the old code to the new code.

duction in both misses and references (load and store). In this particular case the reduction

is more expressive in the L1 store cache misses.

Table 22 shows the IPC of the simulation methods of the new code architecture. The

table shows that the IPC of the methods, excepting the calc energy cell, is bellow 1. When
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IPC

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 0.80 1.39 0.84 1.86 0.88 1.52

calc energy global 0.79 0.66 0.83 0.79 0.86 0.87

line search 0.80 2.16 0.84 2.50 0.89 2.19

calc gradient 0.80 0.79 0.82 0.83 0.87 0.87

local gradient 0.79 0.92 0.82 0.79 0.87 0.83

calc energy skin 0.48 0.48 0.47 0.47 0.50 0.50

calc energy cell 1.35 1.35 1.37 1.37 1.37 1.37

Table 22: IPC of the simulation methods with different sized meshes

comparing these values, with the previous version one can see that they are in fact lower.

However, the number of instructions and cycles is much lower in this version of the code.

This means that despite performing less instructions per cycle, this code is more efficient

and also that can be improved in terms of computation. One other aspect worth mentioning

is the non appearance of the calc energy chass when profiling the code with perf. This par-

ticular method consists on a very simple calculation with low instructions and it represents

less than 1% of all time spent during the simulation, and therefore its deep evaluation was

neglected.

L3 miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 0.14 - 0.06 0.18 0.32 1.52

calc energy global 0.24 - 0.06 0.03 0.26 0.58

line search 0.13 - 0.03 0.01 0.26 0.27

calc gradient 0.19 1.45 0.12 0.61 0.40 0.90

local gradient 0.20 - 0.12 0.28 0.40 0.58

calc energy skin 0.35 0.35 0.09 0.09 0.36 0.36

calc energy cell 0.42 0.42 0.04 0.04 0.16 0.16

Table 23: L3 cache miss % of the simulation methods with different sized meshes. Cells with ’-’
mean that the values were smaller than 0.01%

Table 23 shows a large improvement on the L3 cache miss %. Almost all values show a L3

miss % inferior to 1. The reduction of this miss % is significant and show the improvement

in locality of the data. Another factor that contributes to the miss % improvement is the

reduced size of the data structure (from 4MB, 8MB and 17MB to only 3MB, 4MB and 6MB).

In terms of L1 load miss %, the new values are very similar to the previous version as

shown in table 24. The same can be said of the L1 store miss % (Table 25).

These new results show an architecture with less cycles and even less instructions. More-

over, there is a huge reduction in terms of data accesses which are reflected by the 50%
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L1 Load miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 1.98 20.80 3.19 13.47 4.77 14.93

calc energy global 1.80 3.10 3.28 2.43 4.98 2.65

line search 2.01 8.63 3.35 5.23 5.23 13.46

calc gradient 1.79 1.01 2.42 3.22 2.64 4.80

local gradient 1.77 2.24 2.38 2.24 2.46 2.98

calc energy skin 1.18 1.18 2.88 2.88 1.57 1.57

calc energy cell 1.65 1.65 3.00 3.00 5.41 5.41

Table 24: L1 cache load miss % of the simulation methods with different sized meshes

L1 Store miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 0.61 4.11 0.63 17.28 0.60 20.63

calc energy global 0.63 4.63 0.47 19.32 0.40 23.08

line search 0.68 2.18 0.68 7.69 0.64 11.45

calc gradient 0.24 0.09 0.26 0.68 0.28 0.64

local gradient 0.18 2.39 0.21 1.76 0.27 2.60

calc energy skin 1.75 1.75 1.13 1.13 0.89 0.89

calc energy cell 1.00 1.00 0.98 0.98 1.04 1.04

Table 25: L1 cache store miss % of the simulation methods with different sized meshes

reduction of L1 Load cache references and by approximately 80% of L3 cache references

(thin mesh). This means that the memory bottleneck of the previous solution does not have

the same impact in this new version of the code architecture. To check this hypothesis the

arithmetic intensity of this new code’s version was measured (Table 26).

Method
Adds and

Muls

(AM)

Divs and

Sqrts

(DS)

Loads

(L)

Arithmetic

Intensity
max(AM,DS)

L

Cells 57 0 12 4.75

Chassaignac 11.5 60 7.5 3.64

Skin 44 360 16.5 48.00

Table 26: Arithmetic intensity of the energy evaluation methods (cells, Chassaignac and skin faces)
based on number of cycles. Ratio between the number of cycles spent on performing
calculations (AM and DS) and loads (L).

The values of bandwidth are the same as the ones seen in Table 19. Just as before, one

considers 11.5 GB/s as the memory bandwidth. So, for the 2.3GHz processor used, for

each second 1.437.500.000 doubles per second which in cycles turns into 0.625. So, the new
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maximum amount of doubles that can be loaded during the time of calculations ca be seen

in table 27.

Methods
Calculating

cycles

Loading

operations

Max

Operations

Cells 57 8 36

Chassaignac 60 5 38

Skin 360 11 225

Table 27: Comparison between the number of doubles loaded in each methods vs the maximum
number that could be loaded if the bandwidth was fully utilised.

These values of arithmetic intensity and loading operations are very different from the

ones present in section 5.1. In fact, the arithmetic intensity of the methods improved

from 1.49, 3.10 and 13.06 to 4.75, 3.64 and 48.00 (calc energy cells, calc energy chass and

calc energy skin respectively). It is also observable the reduction in loading operations

from 26, 14 and 22 to just 8, 11 and 5 (calc energy cells, calc energy chass and calc energy skin

respectively). This reduction in loading operations in these methods reinforces the idea that

the new data structures have improved the code’s performance by improving the data lo-

cality and accesses.

Speedup

These improvements on the code in terms of time can be seen in table 28.

Time

(s)

Base Code

Architecture

New Code

Architecture
Speedup

Coarse 49.02 35.59 1.38

Medium 244.54 166.52 1.47

Thin 601.03 404.32 1.49

Table 28: Comparison of the time (in seconds) consumption using the previous code version (base
code architecture) and the new version (new code architecture) as well as the speedup
obtained for three different mesh sizes.

By changing the data structures, the time required to complete a simulation for three dif-

ferent mesh sizes, namely coarse, medium and thin, reduced from 49, 245 and 601 seconds

to just 36, 167 and 404 seconds respectively. This represents an approximate speedup of

1.45 times which is very positive. So, these results prove that by reducing the memory de-

pendency, one was able to improve the code’s efficiency and therefore improve the overall

performance.

The next step concerns the improvement of the algorithms and in the increase of the

amount of floating point operations that can be done at the same time.
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5.4.3 Improved Algorithms

With a new data structure small modifications of the methods were made. These modi-

fications were necessary to accommodate this new organisation. However, some parts of

the code, specially the line search method, still showed poor performance. The simulation

as well as the line search function are convergence methods. The speed of these methods

depend not only on how optimised the code is, but also on the minimum number of it-

erations necessary to achieve an accurate result. With line search being the method were

more time is consumed, the focus is on improving its convergence by reducing the number

of necessary iterations to find the optimal displacement factor (β).

The tests showed that each time the line search method was called, it was necessary to

perform, on average, 10 to 15 iterations to find an optimal β. The same tests also showed

that the conversion method was fast at reaching an approximate value (4 to 5 iterations) but

it was slow at the refining step (6 to 10 iterations). With this in mind, one way to improve

this method consisted in using an algorithm with a quadratic nature of convergence which

is faster in this type of cases like the Newton method (Bonnans et al. (2006)).

So, a new algorithm was implemented based on the Newton method (Bonnans et al.

(2006)) which calculates the values of strain energy of the mesh configuration after being

displaced with by three different factors (β, β + ǫ and β − ǫ) at each iteration and then

calculates the new β from the strain energy values obtained with each factor (algorithm 3).

Algorithm 3: New Line Search pseudo-code

1 Input: mesh τ, position Φh, DOF Xh, SParams p, AuxArch aa, double[] R;
2 double E, Em, Ep, ǫ, β;

3 while
Ep−Em
Ep+Em > ǫ do

4 Φh ← dof2pos global(Φh, Xh, β, R);
5 E← calc energy global(m, Φh, p);
6 Φh ← dof2pos global(Φh, Xh, β+ǫ, R);
7 Ep← calc energy global(m, Φh, p);
8 Φh ← dof2pos global(Φh, Xh, β-ǫ, R);
9 Em← calc energy global(m, Φh, p);

10 β ← β− (Ep−Em)∗ǫ
−2.0∗E+Ep+Em ∗ 0.5 ;

11 end

This algorithm, for each iteration, displaces the mesh’s degree’s of freedom using the

displacement vector R with different values of β (β, β + ǫ and β− ǫ) and evaluates for each

one of them the systems strain-energy value. At the end of the cycle, it evaluates the new

β by subtracting to it, the difference factor between the strain-energy values of the β + ǫ

and β− ǫ configurations until the difference of these values become smaller than a certain
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threshold (ǫ). This new method showed a fast approximation to the final value (1 to 2

iterations) and even faster refinement (1 to 2 iterations as well).

This new method was able to reduce the average amount of iterations to just 2,3 or 4

iterations, which results in a significant reduction in terms of cycles and instructions.

Events
Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

cycles 78.73 78.10 77.33

instructions 78.66 77.68 77.53

Table 29: Percentage Reduction of cycles and instructions of the code’s architecture with the new
line search method

In fact, table 29 shows a reduction of approximately 77% of both cycles and iterations of

the solution with a new line search method. This major reduction results in an overall im-

provement of the simulation’s time consumption. Because this method was responsible for

about 70% of the time consumed by the simulation, this reduction changes the weight of the

methods used in the simulation. To better understand the changes that this improvement

brought to the code architecture, a new call graph was created.

Figure 38: New callgraph representing the weight of each major method called during the simula-
tion after the implementation of a new algorithm on the line search method.
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Figure 38 shows the new weight configuration after implementing the new line search

method. As it can be seen, line search is no longer the heaviest method in terms of

time consumption (now it just has approximately 22%). The calc gradient method is

now the one which consumes more cpu time with approximately 73% followed by the lo-

cal gradient method with 72%. Its is possible to see that the strain energy evaluation meth-

ods (calc energy cells and calc energy skin) have not a self time (values inside parenthesis)

equal to the total time spent (values outside parenthesis). That happens due to the large

amount of time spent in a single instruction which perf labelled as ieee754 log avx which

represents approximately 35% of all time spent by the simulation. Both calc energy cells

and calc energy skin require the calculation of the natural logarithm due to the Neo-

Hookean model (equations 28 and 29).

One thing that is also worth to look into, is the impact of this new method on the memory,

L3 and L1 cache accesses.

line search

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

IPC 0,826 2,394 0,847 3,022 0,883 2,222

L3 miss % 0,258 0,093 0,031 0,027 1,120 1,247

L1 load miss % 1,931 9,048 3,379 11,883 5,315 12,383

L1 store miss % 0,572 1,431 0,616 13,681 0,524 8,959

Table 30: New values of IPC, L3 miss %, L1 load and store miss % of the new line search method
for different sized meshes

Table 30 shows what changed in memory/cache accesses on this new version of the code.

In terms of IPC, the improvement is small and it is better seen in the self IPC which goes

from 2.16, 2.50 and 2.19 to 2.39, 3.02 and 2.22 (for coarse, thin and ultra medium meshes

respectively). In terms of L3 miss % there is a slight increase from 0.13, 0.03 and 0.26 to

0.26, 0.03 and 1.12. For the L1 load and store miss % the values remain very similar. These

values point to a small impact of this new method in terms of IPC, L3 and L1 miss % rates.

This means that this new method’s main impact concerns the overall time consumption

which was drastically reduced (table 31).

Time

(s)

New Code

Architecture

Improved

Line Search
Speedup

Coarse 35.59 7.34 4.85

Medium 166.52 39.99 4.16

Thin 404.32 96.51 4.19

Table 31: Comparison of the time (in seconds) consumption using the previous code version (new
code architecture) and the improved algorithms version (improved line search) as well as
the speedup obtained for three different mesh sizes.
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The values presented in table 31 show that the improved algorithms were responsible for

a large performance improvement of the simulation method. For all three different mesh

sizes, the simulation speedup was higher than 4 times.

As the impact of the line search method reduces, the impact of the calc gradient in-

creases. So, the focus on optimising the code would necessary pass by optimising the

calc gradient method. line search is a convergence method and by studying its nature it

was possible to find that it took too many iterations (around 10-14) and it was found a

different algorithm that was able to converge in less iterations. The calc gradient method

is not a convergence method which means that the techniques used to improve line search

are not useful. Moreover, it was difficult to find other ways to improve the code without

considering a parallel approach.

Another aspect worth mention is the weight of the calculation of the natural logarithm.

Alternative methods to calculate the logarithm were implemented and tested using pre-

calculated tables, using Taylor expansion series with simplifications, but no improvements

were observed. The main problem with this calculation is the precision required for the

calculations: values with small precision lead to accumulation of errors which reflect in

the final result and high precision requires time to achieve. Any solution found that could

speed up the code has lead to potential problems in the solution, for example, using pre-

calculated tables lead to cases were the simulation crashed because it would end up making

calculations with Infinit (INF) values or Not a Number (NaN).

A large portion of the time is spent in the methods that calculate the values of strain

energy, namely calc energy cells and calc energy skin and both these methods have mul-

tiple operations that can be done simultaneously, i.e. it is possible to calculate the values of

strain energy of multiple cells and faces at the same time because the calculations are inde-

pendent. Therefore, in the next section, a new approach was taken that takes advantage of

the code’s parallel nature.

5.5 parallelism

To perform multiple operations on a single computer there are three main methods: Vec-

torisation, CPU multi-threading parallelisation and GPU parallelisation. Intel’s and AMD’s

SIMD instructions allow to perform operations like additions and multiplications simultane-

ously (AMD (2015); Intel (2016)). The increase in the number of cores in modern processors

has increased the potential of using multiple threads to perform multiple tasks at the same

time (Bryant and O’Hallaron (2016)). The GPU is a hardware capable of processing large

amounts of data at the same time using the multiple processing units it contains (Owens

et al. (2008); Blythe (2008)).
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Besides the machine used in the previous tests (CPU A - Intel i5-2450m), others were

used for the tests, with one of them being used for the tests with the GPU version of the

code:

• CPU B - Intel Xeon CPU ES-2650 v2 2.60Ghz with 32 cores

• CPU C - AMD FX-8350 4.0Ghz with 8 cores

• CPU D - Intel i7-6700HQ 2.60GHz with 4 cores and a NVIDIA GeForce GTX 1060

with 1280 Compute Unified Device Architecture (CUDA) cores and 1404MHz

The tests presented in this section aim to evaluate the scalability of the solution as well as

how much can be gained from implementing algorithms to take advantage of parallelism.

5.5.1 Vectorisation

In order to take advantage of the vectorial units in modern CPU the calculations were

packed into groups of 2 and 4 elements (Huang et al. (2013); Zhou et al. (2018)). Also, the

packing was done with operations of the same type ,i.e. vector operations do not work

when there is one addition and one multiplication. It performs better when multiple of one

of these types of instructions is used (Huang et al. (2013); Zhou et al. (2018)).

Implementation of Intrinsics

In order to improve the code’s performance further, SIMD instructions were implemented.

The first approach consisted in the usage of Intel intrinsic functions (Intel (2016)). As

mentioned before, for these functions to work properly, the multiple variables that were

used in the computations were grouped into small arrays of 2 and 4 units. Then the intrinsic

functions would use these small arrays and perform the vector operations.

Due to the necessity of having multiple instructions of the same type, of all the meth-

ods in the code architecture, only three methods fill the requirements: calc energy chass,

calc energy skin and calc energy cell. So, only in these methods the variables were mod-

ified to fit the vector units of the CPU and new tests were made to evaluate their impact

(using the same machine as the other tests). Table 32, shows the reduction in terms of cycles

and instructions after the change of the methods to use SIMD instructions.

The implementation of vectorisation has managed to reduce the amount of instructions

by approximately 10-14%, and the amount of cycles by approximately half. It also shows re-

ductions in terms of L3 cache accesses and misses. In terms of L1 cache accesses and misses,

the number increased after the inclusion of SIMD instructions. The most significant aspect

of these results is the reduction in half of the time consumed by the simulation. This shows

the potential that the vector units have in improving code’s with multiple calculations.
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SIMD
Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

Cycles 50 50 47

Instructions 14 14 10

L3 cache

misses
23 22 19

L3 cache

references
27 7 6

L1 Load cache

misses
1 1 -1

L1 Load cache

references
0 0 -1

L1 Store cache

misses
-3 0 -3

L1 Store cache

references
-10 -14 -16

Table 32: Reduction in percentage of cycles and instructions after the implementation of SIMD
intrinsic functions to replace parts of the calc energy chass, calc energy skin and
calc energy cell methods. Negative values represent a percentage increase in comparison
to the previous reported values.

Figure 39: New callgraph representing the weight of each major method called during the simula-
tion after implementing SIMD intrinsics.

The reduction of cycles changed once again the relative weight of the main methods

of the code architecture after the new improvements (figure 39). It is possible to see that

the relative weight of each method changes slightly with the self time consumption of the
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local gradient method increasing from about 1% to almost 20% and a reduction of the

total time spent by the calc energy cells and calc energy skin methods to 35% and 30%

respectively. Again around 30% of the total time spent is with the iee754 log avx method

(only visible using linux’s perf).

Profiling SIMD instructions

The reductions in terms of cycles due to the introduction of SIMD instructions is significant.

However, one must check how these instructions affect the code’s performance not only

in terms of cycles and instructions, but also in terms of memory access. The different

reduction in terms of cycles spent and number of instructions leaves to different values of

IPC. These values can be seen in table 33.

IPC

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 1,418 1,182 1,461 1,168 1,470 1,268

calc energy global 1,450 1,839 1,514 1,829 1,538 2,331

line search 1,534 6,992 1,523 1,829 1,539 1,881

calc gradient 1,541 1,385 1,600 1,437 1,606 1,450

local gradient 1,631 1,631 1,648 1,648 1,647 0,081

calc energy skin 0,923 0,923 1,140 1,140 1,114 1,114

calc energy cell 2,869 2,869 3,109 3,109 2,821 2,821

Table 33: New values of IPC for the simulation methods with different sized meshes

The improvement of the methods IPC is substantial in relation to the values in table

30. Previously, apart from the calc energy cell, every other method’s IPC was bellow 1.

Now every method (except for the calc energy skin for a coarse mesh) presents a number

of instructions per cycle above 1, being calc energy cell the method with the highest IPC

(around 3).

As mentioned previously, when performing multiple instructions simultaneously, the

data needs to be packed. This includes not only the packing of instructions like additions

or multiplications but also the of instructions that are responsible for storing and loading

data. By packing loads and stores, the way the code accesses the cache also changes.

Table 34 shows an increase of the miss % in the L3 cache. Before those values were

inferior to 1 in every instance. The inclusion of vectorisation increased the number of L3

misses per access. However the increase is very small. Except for the calc energy global,

every method presents a L3 miss % inferior to 2 which does not cause major penalties in

the overall performance of the code (in fact the reduction of cycles by half proves this).

In terms of L1 cache access, Tables 35 and 36 show the impact of the implementa-

tion of SIMD intrinsic functions. There is a small improvement when one compares the
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L3 miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 0,994 0,151 0,055 0,175 1,208 3,630

calc energy global 2,059 0,082 0,110 0,001 1,798 1,286

line search 0,453 0,035 0,037 0,053 1,707 1,806

calc gradient 1,073 9,035 0,041 0,515 1,074 2,186

local gradient 1,067 1,067 0,028 0,028 0,975 0,975

calc energy skin 0,068 0,068 0,101 0,101 1,918 1,918

calc energy cell 0,084 0,084 0,038 0,038 1,035 1,035

Table 34: New values of L3 miss % for the simulation methods with different sized meshes

L1 Load miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 1,807 10,885 2,616 28,657 3,183 22,159

calc energy global 1,548 1,357 2,622 0,547 4,116 0,617

line search 1,693 8,175 2,797 9,357 4,205 11,707

calc gradient 1,757 1,843 2,589 2,632 2,964 3,188

local gradient 1,751 1,751 2,572 2,573 2,776 2,776

calc energy skin 0,739 0,739 1,006 1,006 0,694 0,694

calc energy cell 1,723 1,723 3,289 3,289 4,965 4,965

Table 35: New values of L1 Load miss % for the simulation methods with different sized meshes

calc energy skin and calc energy cell methods L1 load miss %, one can see a reduction

from 1.57 and 5.41 to 0.69 and 4.97 (for the case of the thin mesh).

L1 Store miss

%

Coarse

(3,212 MB)

Medium

(4,848 MB)

Thin

(6,452 MB)

total self total self total self

simulation 0,278 8,371 0,099 3,949 0,300 13,725

calc energy global 0,438 9,866 0,091 12,177 0,263 17,009

line search 0,399 7,043 0,142 3,145 0,419 11,962

calc gradient 0,216 0,335 0,061 0,106 0,177 0,317

local gradient 0,137 0,137 0,055 0,055 0,156 0,016

calc energy skin 0,797 0,797 0,111 0,111 0,204 0,204

calc energy cell 0,312 0,312 0,095 0,095 0,291 0,291

Table 36: New values of L1 Store miss % for the simulation methods with different sized meshes

The changes on the L1 store miss chances evolves from 0.89 and 1.04 to 0.20 and 0.29

(thin mesh). However, when one considers these values with the ones in table 32, the

improvement in miss % is mainly a result of the greater increase in L1 store cache references

than misses. So, in general, the L1 store cache has worsen with this new version of the code.
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However, as the impact of these instructions is still very small, this increase does not cause

performance issues.

In general, the inclusion of SIMD instructions on the methods responsible for calculating

the values of strain-energy of the cells and faces have improved the overall performance of

the code.

Comparison between different machines

Because the performance of these type of instructions may depend on the processor micro

architecture (Intel (2016)) performance tests were done. The objective was to compare the

improvement between the version with and without SIMD instructions.

Time

(s)

CPU

A

CPU

B

CPU

C

CPU

D

Coarse
base 7.34 3.11 1.90 2.34

simd 3.74 1.84 1.83 1.22

Medium
base 39.99 17.89 9.79 16.91

simd 19.25 9.63 9.40 6.46

Thin
base 96.51 48.42 25.81 46.41

simd 53.02 26.35 25.68 16.23

Table 37: Times in the different machines of the simulation method with simd (simd) and without
simd (base) instructions

Table 37 shows the different results with and without the application of SIMD instruc-

tions on the code. The results show that the implementation of these instructions improved

the overall performance approximately by 2 times in most machines (CPU A, B and D).

The solution worked differently for the machine with an AMD micro architectures (CPU

C) where there is not as significant difference between the code version with and without

intrinsics (only a slight improvement). Looking at the times of the other machines, namely

CPU B and CPU D, it seems that there are two possible explanations for such results: one is

that the higher clock frequency of the CPU (4GHz of CPU C vs 2.6GHz of CPU B and D) is

such that it can perform more calculations per second and therefore obtain better timings;

the other is that, somehow the compiler in the AMD was capable of performing some of

these optimisations using the SIMD units of the processor without the explicit implemen-

tation of the intrinsic functions. In fact, concerning this last possibility, it was possible to

find that the code version that run on the AMD without the explicit implementation of the

intrinsic functions showed the execution of vectorial instructions. The same did not happen

with the Intel processors.
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5.5.2 CPU Parallelism

The inclusion of SIMD instructions increased the overall performance of the code architec-

ture. However, this performance was obtained from using a single core. Nowadays, every

CPU possesses 2 or more cores which can be used simultaneously to process data (Hen-

nessy and Patterson (2017); Bryant and O’Hallaron (2016)). So, in order to further reduce

the amount of time necessary to complete a simulation, a solution which could use multiple

threads was implemented.

When evaluating the potential speedup of parallelism in the code, one has to take into

account Amdahl’s law given by equation 65 (Hennessy and Patterson (2017); Bryant and

O’Hallaron (2016))

speedup(s, p) =
1

(1− p) + p
s

(65)

where, s represents the speedup of the parallel section of the code, and p represents the

portion of the total code which has a parallel nature. This law states that the potential to

speedup the code depends on the portion of the code which is parallel. If only half the

code is parallel, then the maximum theoretical speedup would be 2.

Of the simulation’s methods, calc energy cells, calc energy skin and local gradient have

a parallel nature. However, the local gradient method is not 100% parallelisable due to

some dependencies (calculation of the partial derivatives forces the change of one degree

of freedom at a time). So, a possible estimate of the parallelisable code would be around

70− 75%. This means that the maximum speedup one can achieve in a situation with a

large number of cores is about 3.3 to 4 times.

To implement multiple threads running at the same time, and considering that the code

is written in C++ there are several alternatives like using Pthreads (Narlikar and Blelloch

(1998)) and other Application Programming Interface (API) like OpenMP (Board (2015)).

This API allows to create a localised pool of threads that can be used to perform different

instructions at the same time using different physical processor units. It is important to

mention that the setup, and usage of the OpenMP thread generate an overhead that must

be taken into account when evaluating the speedup obtained. The implementation of the

multiple threading was done majorly in for loops, where the work would be split evenly by

the threads in the pool. An example of this can be seen in the calc energy global method

(algorithm 4).

Because each face in the Chassaignac space and the skin as well as each cell are inde-

pendent, each thread picks an element to calculate the value of strain energy and when it

finishes picks other until every elements was processed. This procedure was easy but in

the case of the local gradient method which has dependencies a different approach was

required. In this method, to calculate the local variation of energy, a degree of freedom is

temporarily changed (e.g. the x value of a node is moved) and the effect of this change is
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Algorithm 4: Global Energy evaluation pseudo-code

1 Input: mesh τ, position Φh, DOF Xh, SParams p;
2 double sum = 0;
3 for each chass ∈ τ do

4 sum += calc energy chass(chass);
5 end

6 for each skin ∈ τ do

7 sum += calc energy skin(skin);
8 end

9 for each cell ∈ τ do

10 sum += calc energy cell(cell);
11 end

evaluated. When this evaluation ends the value of that degree of freedom returns to its orig-

inal value and a new degree of freedom is in turn changed and the process repeats. This

causes dependency on the data structure which holds the temporary mesh configuration.

To overcome this problem, a copy of that structure was made for each thread. Then the

number of degrees of freedom was split by the number of threads requested for the simu-

lation and each one of those threads would calculate the local gradient for their elements.

Despite the overhead of copying these structures for every thread, the work split benefits

the overall performance by the methods and in turn the simulation process.

Once again, the parallel solution was tested in several machines and the results can be

seen in table 38. The results show the average of 5 tests where the stop criteria was set to

be 1500 iterations independently of the energy residual value. With this one ensures that

the simulation method performs the same amount of calculations.

The results show that the usage of multiple threads to perform calculations simultane-

ously is capable of reducing the time of the simulations. It is also possible to see by the

results that the speed up obtained with thinner meshes is higher than the speed up ob-

tained with the coarse mesh. For example, for CPU A, the improvement of the simulation

with the coarse mesh is of approximately 1.5 times while the improvement with the thin

mesh is of approximately 1.75 times. For CPU B the improvement with a coarse mesh is of

approximately 1.8 while for a thin mesh the improvement reaches 5 times (26.25 seconds

with 1 thread and only 5.25 seconds with 16 threads). This difference between a coarse

and thin mesh can be explained by the overhead of initialisation of the OpenMP threads

(Board (2015)), i.e. a coarse mesh as less elements and therefore the processor needs less

time to calculate when compared with the thin mesh which has many more elements. So,

the overhead has a greater impact in the coarse simulations than with thinner meshes.

Concerning the Intel processors (with the exception of CPU B), namely CPU A and D,

which despite having only two and four cores respectively, are capable of processing four
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Time

(s)
1 2 4 8 16 32

CPU

A

Coarse 3.74 2.71 2.44 - - -
Medium 19.25 13.04 11.62 - - -

Thin 53.02 33.59 30.15 - - -

CPU

B

Coarse 1.84 1.75 1.24 1.02 1.09 1.31

Medium 9.63 7.88 5.53 3.15 2.93 3.55

Thin 26.35 20.48 13.71 7.40 5.25 5.95

CPU

C

Coarse 1.83 1.36 0.98 0.88 - -
Medium 9.40 6.89 4.66 3.21 - -

Thin 25.68 18.07 11.49 7.77 - -

CPU

D

Coarse 1.22 0.84 0.67 0.67 - -
Medium 6.40 4.26 2.75 2.55 - -

Thin 16.23 10.75 6.62 6.3 - -

Table 38: Simulation time spent for every test machine using multiple treads (1, 2, 4, 8, 16 and 32).
Cells with ”-” mean that the test was not performed because the number of threads exceed
the number of cores (including hyper-threading technology).

and eight threads at the same time due to the Hyper-Threading technology (Intel (2016)).

However, the improvements from the number of physical cores (2 for the CPU A and 4

for the CPU D) to the number of logical cores (4 for the CPU A and 8 for the CPU D) is

not great. A possible explanation is the limited number of arithmetic logical units which

are being used at the same time and therefore even with two threads trying to work at the

same time, in a specific arithmetic unit it is only possible to process one instruction at a

time (Intel (2016)).

The improvements obtained with parallel calculations for the coarse mesh were of ap-

proximately 1.8 times, for the medium mesh the improvements reached the 2.6 times and

for the thin mesh the improvements round the 3.17 times. The results obtained with the

thin mesh are not very far from the expected values of speedup taking into account the

parallel portion of the code. Nonetheless, for coarser meshes the speedup value does not

match the expected. This can be explained by the OpenMP thread overhead that for a large

number of elements becomes very small, but for meshes with few nodes can be significant.

In summary, the implementation of multiple threads has proven successful in improving

the simulation overall performance.

5.5.3 GPU Parallelism

A different approach of taking advantage of the code’s parallel nature is to use the GPU.

This hardware had a great acceleration in terms of performance over the last years, mainly

due to the effort of the gaming industry in following the gamers expectations and of the
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scientific community Owens et al. (2008); Nickolls and Dally (2010); Thomas and Daruwala

(2018); Lisjak et al. (2018). This increase in performance came also from the evolution and

increase necessity in processing massive amounts of data (Owens et al. (2008); Taylor et al.

(2008); Thomas and Daruwala (2018)). There are two main reasons behind this:

1. The amount of data to process at real-time frame rates is growing with the increasing

complexity of the applications (Owens et al. (2008); Taylor et al. (2008); Nickolls and

Dally (2010));

2. Many applications and algorithms are parallel and the GPU architecture is well suited

to deal with parallelism (Owens et al. (2008); Nickolls and Dally (2010); Thomas and

Daruwala (2018)).

General Purpose Graphic Processing Units (GPGPU) are emerging as a preferred high per-

formance computing platform for various general purpose parallel applications over con-

ventional multi-core CPU (Thomas and Daruwala (2018)). The architecture of modern GPU

consists in several Streaming Multiprocessors (SM) which contain multiple cores (figure 40)

that are capable of performing integer, single-precision and some double precision opera-

tions (Blythe (2008); NVIDIA (2017)).

Figure 40: GPU architecture (Owens et al. doi:10.1109/JPROC.2008.917757)

These cores are much simpler than the ones of a CPU, i.e. they do not have some of

the CPU features like branch handling/prediction (Hennessy and Patterson (2017); Bryant

and O’Hallaron (2016); NVIDIA (2017)). So, instead of muscling through branches like a

CPU, whenever a branch happens, the GPU launches another thread that will deal with

the other possible path. For example, in an if else statement, the original thread would

deal with the code assuming a true condition while the another thread would deal with the
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code assuming a false condition converging the results at the end (NVIDIA (2017)). The

existence of multiple cores to handle multiple threads is the great advantage that modern

GPU offer to parallel algorithms, including FEM (Blythe (2008); Lisjak et al. (2018)).

There are some tools that use the GPU resources for science computing, namely OpenGL,

OpenCL and CUDA (Owens et al. (2008); Taylor et al. (2008); Thomas and Daruwala (2018)).

In fact there is a great volume of research reported in the literature about the potential and

impact of the usage of GPGPU to solve problems like finite element analysis and soft tissue

simulations (Taylor et al. (2007, 2008, 2010); Han et al. (2012b); Strbac et al. (2015)), gene

sequencing (Rahman and Muniyandi (2018)), wildfires (Gregorio et al. (2013)) and many

others (Zhu et al. (2012); J.Gibson et al. (2015); Badawi et al. (2018)). Although some of the

projects used programming languages like C/C++ with CUDA and OpenCL, in terms of

soft tissue modelling, the most prevalent usage of the GPU capabilities was due to Appli-

cation Programming Interfaces (APIs) like SOFA and NiftySim (Comas et al. (2008); Eiben

et al. (2016)). The advantages of using these API are the simplification in programming

for researchers which are not comfortable generating optimal code for GPU (Johnsesn et al.

(2015); Talbot et al. (2015)). SOFA was designed with the specific intention to help generate

models for medical simulation Allard et al. (2007). This engine was created by some of the

elements of Project Epidaure which were among the pioneers in soft tissue modelling. The

work done by Comas et al. (2008) with the SOFA engine, allowed to demonstrate the poten-

tial of using graphic units to generate and treat meshes based on soft tissues theory. Also

in terms of breast modelling, Han et al. (2012b) and Eiben et al. (2016) presented models

which used NiftySim to improve the model performance.

Nau3D is a graphics engine which was developed in Universidade do Minho and pro-

vides an environment for developing projects whose code can run in the GPU using OpenGL,

namely compute shaders (OpenGL: Compute Shader). Unlike the other API, Nau3D allows

to program at a low level for the GPU and therefore one can have more control when de-

veloping the code. There are not many works which use compute shaders outside game

development (Dharma et al. (2017)). A compute shader is made of code that will run for a

certain number of threads which are predetermined by the number of thread groups and

the number of threads within a group. The total number of threads is the product between

the thread groups and the number of threads per group (OpenGL: Compute Shader). In

terms of the code running inside the GPU, each thread group is scheduled to run at a cer-

tain point and inside each group, each thread will run its part of the code. Only when

all threads of a group finish, is then considered that the thread group finished(OpenGL:

Compute Shader).

The main problems in programming for the GPU concerns thread synchronisation (en-

sure that an error does not occur when a thread is writing into a place where another thread

is reading) and the debugging of the code, but Nau3D has debug tools that allow to read
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the values of the buffers in the memory of the GPU and it has tools that measure which

parts of the code are consuming more or less resources (Liu and Fernandes (2014)). So, the

code responsible for simulating the behaviour of the breast under gravity was modified to

fit the GPU specifications.

Nau3D project

Programming for a CPU is different than programming for a GPU. While in CPU one can

program code with a sequential view of the problem, in a GPU environment thinking and

programming in parallel is almost obligatory because it is the hardware’s purpose (Blythe

(2008); Owens et al. (2008)). Moreover, the GPU possess some limitations in terms of data

structures . That is why, in Nau3D, compute shaders can be used to launch multiple threads

simultaneously to perform the calculations (for example the strain energy values of the

breast mesh cells), and the data structures are reduced to simple arrays/buffers (buffers of

doubles or integers in this particular case). Therefore, the breast simulation data structures

were modified to fit the new style of programming. The Nau3D breast simulation project

structure consists of:

• Scripting Files: scripts in Lua which are used to control the execution of the code and

modify global variables that are used by the breast simulation;

• Data Files: documents which store the values of the buffers like the current value of

strain energy of the cells, the x,y,z coordinates of the nodes, and so on;

• Shaders: files which contain the code that will run in the GPU;

• Material File: A different document which registers the buffers that are associated to

the shaders, as well as registers the buffers initialisation (with values at zero or by

loading values from a file);

• Project File: A Extensible Markup Language (XML) document registers the pipeline/-

workflow of the simulation ( describes when a shader will run and if the shader

execution depends on a script), setup global variables and rendering options.

The scripts are written in Lua and they are responsible for controlling global variables and

the different simulation moments like the strain energy minimisation loop (the scripts check

if the number of maximum number of iterations was reached and if the energy residual nor

became lower than the pre-determine threshold value ε).

The data files are created with a function from the C++ breast simulation code architec-

ture that writes in different files the values for the nodes (ids, codes, coordinates, connected

cells and faces), cells (energy, volume, ids, codes, node ids), Chassaignac and skin faces

(energy, surface area, codes, node ids) as well as other auxiliary data like a map between
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the nodes current configuration and the unknown variables (degrees of freedom) and some

pre-calculated expressions used to calculate the values of strain energy of the cells and

faces.

The compute shader files contain the code that performs the calculations of strain en-

ergy of the cells, the faces in the Chassaignac space and of the skin as well as the code

that modifies the breast configurations. These shaders were designed in terms of the type

of mesh element, i.e. some shaders were coded around the mesh nodes (GPU versions

of the pos2dof, dof2pos methods as well as local gradient and calc residual), the cells

(GPU versions of calc energy cells) and the faces (GPU versions of calc energy chass and

calc energy skin). In each shader it is defined the number of threads per groups that will

run in the GPU.

The material file determines the buffers that are used in the shaders and the way they

are organised. The buffers used in the breast simulation are very simple and made of only

integers (ids of nodes, cells and faces, map between degrees of freedom and the breast node

configuration) and doubles (values of energy, volume, area, coordinates and displacement

vector). Essentially, the data structures reported in section 5.1 were split into individual

arrays which can be one dimensional like the node ids and codes or can have multiple

dimensions like the arrays that store the cells to which a node belongs (figure 41). The

Figure 41: GPU data structures types. On the left its is the one dimensional buffer while on the right
there is the composite buffer with fixed dimensions and that can have meaningful values
(x) or empty values (-)

composite buffers were used mainly to associate the nodes and the cells, Chassaignac and

skin faces they belonged to. For example, node with id = 2 could have 7 cells, 2 Chassaignac

faces and 0 skin faces while a node with id = 15 could have 15 cells, 0 Chassaignac faces

127



Chapter 5: Parallelism

and 5 skin faces. This means that the number of cells (and faces) between nodes is different.

Having dynamic arrays in GPU may not be very efficient and so a choice was made to create

these composite arrays with fixed dimensions (n) where the elements which are meant to

be blank will have a value to mark that statement (for example −1). The material file also

contains the buffers that are used to help in the calculations and contain global values

necessary for the calculations.

The project file describes the simulation workflow. It describes the order in which the

shaders will run and the scripts associated to each shader that control how they will run.

It is in this file that its is determined the number of thread groups that are launched for

each compute shader. This file also describes the global variables of the simulation like the

global value of strain energy, the number of nodes, cells, Chassaignac and skin faces as well

as the mechanical parameters of the breast (Λm).

Nau3D Simulation Workflow

The simulation of the breast behaviour under gravity is controlled by the shader order

inside the project file and by the Lua scripts attached to each shader call in that same file.

The shaders that are used in the simulation are similar to the methods of section 5.1. The

shaders used during the simulation are:

• pos2dof(Ncoords, Ncodes, Dcoords) - copies the nodes coordinates from the mesh current

configuration array (Ncoords) to the array with the degrees of freedom (Dcoords) accord-

ing to the node codes (Ncodes);

• calc energy chass(Ncoords, Chassnid, Chassenergy, Chassaux) - shader which calculates

the strain energy for each face that belongs to the Chassaignac space. For that purpose

the shader uses the information about the face’s nodes (Chassnid), namely their current

coordinates (Ncoords) as well as auxiliary information like the face’s area (Chassaux). In

the end the value of energy is stored in Chassenergy;

• calc energy skin(Ncoords, Skinnid, Skinenergy, Skinaux) - shader which calculates the

strain energy for each face that belongs to the skin. For that purpose the shader uses

the information about the face’s nodes (Skinnid), namely their current coordinates

(Ncoords) as well as auxiliary information like the face’s area (Skinaux). In the end the

value of energy is stored in Skinenergy;

• calc energy cells(Ncoords, Cellnid, Cellenergy, Cellaux) - shader which calculates the strain

energy for each cell. For that purpose the shader uses the information about the cell’s

nodes (Cellnid), namely their current coordinates (Ncoords) as well as auxiliary informa-

tion like the volume (Cellaux). In the end the value of energy is stored in Cellenergy;
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• sum energy(Chassenergy, Skinenergy, Cellenergy, Globalvars) - shader which sums the val-

ues of energy of the Chassaignac faces (Chassenergy), the skin (Skinenergy) and the cells

(Cellenergy) and stores the value in the global variable buffer (Globalvars);

• local gradient(Ncoords, Globalvars, Dmap, Nchass, Nskin, Ncell , R, Chassenergy, Skinenergy,

Cellenergy, Chassaux, Skinaux, Cellaux) - shader which calculates the local gradient by

moving one node coordinate (Ncoords) if it belongs to the unknown variables (Dmap)

and evaluating the change in the values of strain energy for the local faces and cells

using their auxiliary structures; (Chassenergy, Skinenergy, Chassaux, Skinaux for the faces

and Cellenergy, Cellaux for the cells). The variations on the values of local energy are

stored in the displacement array R;

• displace nodes(Dcoords, R) - shader which displaces the degrees of freedom (Dcoords)

according to the displacement vector (R);

• dof2pos(Ncoords, Ncodes, Dcoords, Dmap) - shader which copies the degrees of freedom

from (Dcoords) to the nodes current configuration (Ncoords) according to the node codes

(Ncodes);

• calc residual(R) - shader which calculates the value of the residual energy by sum-

ming the square values of R.

Some of these shaders only run once like pos2dof while others can run several times like

calc energy cells. The workflow of the Nau3D simulation can be seen in figure 42.

The workflow of the simulation can be divided in 2 major sections: the initialisation

and the energy minimisation loop. In turn each one of these sections is split into two

main methods: calculation of the gradient and the calculation of the displacement factor.

As mentioned previously, Lua scripts are attached to each call of a shader and the different

scripts are used to modify global variables as well as control the workflow of the simulation.

As the diagram in figure 42 shows, the initialisation the global value of energy is evaluated

as well as the local gradient. After that the simulation, using the Lua scripts, calculates the

best displacement factor β until a condition is met (β inferior to a given threshold value εb

which is similar to what happens with the line search method of section 5.1).

In the main loop, the above shader execution orders are repeated but the main difference

lies with the scripts that are used. One of the scripts run after the local gradient shader

to reset the variables for the optimal displacement factor evaluation and another scripts

runs after the calc residual shader not only to test if the optimal displacement factor was

found but also to evaluate if the stop conditions of the strain energy minimisation loop

were met, i.e., the script check if the maximum number of pre-determined iterations (1500)

was reached.
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Figure 42: Nau3D simulation diagram

During the development of the GPU version of the breast simulation code, greater focus

was given to one key aspect: ensuring that the values obtained with this version matched

the values obtained with the CPU code architecture. One of the problems that appeared

concerned synchronisation. The values that were being written in the buffers that store

energy values (Chassenergy, Skinenergy and Cellenergy) were incorrect and accumulating errors.

To overcome this problem, the number of threads per thread group was set to only one,

hence reducing the probability of occurring synchronisation errors. However, there was

another problem in the code which was the lack of support by GLSL on some double

precision operations which included the calculation of the natural logarithm of a number.

The OpenGL Shading Language (GLSL) libraries have only functions that calculate the

values of the natural logarithm for floats and not doubles. So, a function that was able

to calculate the natural logarithm was implemented. This function used the Taylor series

expansion to calculate the natural logarithm of a number x between 0 and 2 and used a pre-

calculated value for the natural logarithm of 2 which was then multiplied by the number of

times that x was higher than 2. After this solution was found the code was providing the

same results as the CPU version of the code.
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Nau3D Solution Analysis

A performance comparison between the GPU code and the CPU code was done. For that

purpose a coarse mesh with only 226 nodes and the energy minimisation loop stop criteria

was set to run 1500 iterations (just like in subsection 5.5.2). The time obtained with the

first version of the code was of 93 seconds which is much superior to the any of the values

reported in table 38 which includes simulations with meshes with 10 times more nodes. To

find a reason for the poor performance of the code, an analysis of the CPU and GPU weight

was done. The tests performed with the GPU code were done with CPU D.

Shader Weight

(ms)
CPU GPU Total

calc energy chass 0,10 0,01 0,11

calc energy skin 0,16 1,06 1,22

calc energy cell 0,09 0,95 1,04

sum energy 5,53 0,23 5,76

local grad 0,02 9,31 9,33

do f 2pos 0,02 0,01 0,03

displace nodes 0,06 0,01 0,07

swap 0,30 0,00 0,30

Total 6.28 11.58 17.86

Weight (%) 35.16 64.84 100

Table 39: Simulation weight (in ms per frame) for each shader that runs during the simulation. The
CPU column shows the time spent in the CPU by the shader. The GPU column shows the
time spent in the GPU by the shader. The Total column shows the time spent by the shader
during the entire simulation. The bottom rows show the total time spent per frame in CPU
and GPU as well as the percentages.

Table 39 shows the relative weights of each shader in the CPU and GPU. The swap refers

to the time spent by the pipeline execution of Nau3D to go from one frame to the next (in

this case from the calc residual shader to pos2dof during the strain energy minimisation

loop). The heavier methods are the sum energy which spends more time in the CPU and

local grad shaders which spends more time in the GPU. The local grad shader is heavy

and it is understandable that a large amount of time is spent there but the large amount of

time spent by the sum energy in the CPU is very strange because that time was spend in

the Lua scripts attached to each shader. In fact, as the results show, approximately 35% of

the time is spent in the CPU. One possible explanation is thread synchronisation, i.e. the

Nau3D engine was registering the time the script was waiting after the first threads finished

their work. To check if this was true, some of the value registration in global variables that

were set in the the Nau3D project file were removed and passed to the shader Globalvars

array. The new time obtained after this modification was of 82 seconds which is still high

but is better than the previous value. The value of the weights can be seen in table 40.
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Shader Weight

(ms)
CPU GPU Total

calc energy chass 0.05 0.01 0.06

calc energy skin 0.09 1.06 1.15

calc energy cell 0.07 0.95 1.02

sum energy 0.11 5.63 5.74

local grad 0.02 9.31 9.33

do f 2pos 0.02 0.01 0.03

displace nodes 0.03 0.01 0.04

swap 0.18 0,00 0.18

Total 0.57 16.98 17.55

Weight (%) 3.25 96.75 100

Table 40: Simulation weight (in ms per frame) for each shader that runs during the simulation after
the first improvements. The CPU column shows the time spent in the CPU by the shader.
The GPU column shows the time spent in the GPU by the shader. The Total column shows
the time spent by the shader during the entire simulation. The bottom rows show the total
time spent per frame in CPU and GPU as well as the percentages.

This table continues to show that local grad is still the shader were most of the time is

spent by the simulation. However, the CPU time has reduced significantly (only 3% when

compared to the previous 35% presented in table 39) and the energy calculation meth-

ods (calc energy skin and calc energy cell) became more prevalent. These changes in the

weight lead to look carefully into the three shaders and the common element between them

is the calculation of the natural logarithm which is done by the Taylor series based function.

Two considerations were done: or the implementation as flaws or the function is too heavy.

After implementing the same function in the CPU and comparing the results in terms of

time with the C++ math library, it was found that the function was working perfectly fine.

However, this method is a convergence method and by a matter of curiosity the number of

iterations necessary to find a precise result (with at least 15 significant numbers) differed

in the CPU and in the GPU. In an attempt to solve this problem, the values of the natural

logarithm between 0 and 2 were pre-computed. This originated a large array with 100 000

elements which occupied 800KB of memory. The problem with this amount of elements is

that the final solution was producing inaccurate results. This inaccuracy only faded for 10

million pre-computed values of the natural logarithm. But, despite the 80MB of memory

that the array occupied, the time spent by the simulation went from 82 seconds to only

11.51 seconds which despite being far from the best time of 0.67 seconds in the CPU is

much better that 82 seconds.

With these improvements of the GPU code performance, the next step passed by analysing

the codes performance with meshes of different sizes (namely the medium and thin mesh).
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Shader

Weight

(%)

Coarse

(226 nodes)

Medium

(1014 nodes)

Thin

(2498 nodes)

calc energy chass 13.11 5.22 2.16

calc energy skin 17.21 20.15 16.97

calc energy cell 14.75 16.79 20.47

sum energy 12.30 20.15 21.80

local grad 19.67 26.12 31.61

dof2pos 2.46 1.12 1.33

displace nodes 2.46 2.99 1.33

swap 14.75 5.97 3.33

Time (s) 11.51 19.81 48.69

Table 41: Simulation weight for each shader that runs during the simulation for meshes with dif-
ferent number of nodes (coarse, medium and thin). The last row shows the total time in
seconds spent by the simulation.

Table 41 shows the weight of each method for the different size meshes. Across every

mesh size, the shaders that are more time consuming are the calc energy skin, calc energy cell,

sum energy and local grad. The impact of the synchronisation of the swap is higher for

the coarse mesh than for the thinner meshes because, for each mesh size, swap takes 20ms

but the total time spent (per frame cycle) by the thin mesh is higher than the coarse mesh.

The time values observed with the GPU code is closer to the values observed with the CPU

code but can still improve. As mentioned previously the threads per thread group of each

shader was set to only 1 for synchronisation purposes. This meant that for each shader,

only 1 thread would process data which is inefficient. However with the code providing

stable results a new attempt to boost the multi-threading capabilities of the GPU was made.

New tests were made with the same conditions as the previous tests and the average of 5

tests is presented in table 42.

Simulation

Time (s)

Coarse

(226 nodes)

Medium

(1014 nodes)

Thin

(2498 nodes)

1 11.51 19.81 49.69

2 10.57 14.93 30.27

4 10.22 12.96 21.92

8 10.05 11.44 16.93

16 10.02 10.75 14.59

32 9.98 10.39 12.14

64 10.01 10.51 12.15

Table 42: Times of the simulations with different size meshes for a different number of threads perf
thread group.
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It is possible to see the decrease in time with the increase in the number of threads per

group. The improvement is better seen in the thin mesh. In fact while the speedup obtained

with the coarse and medium mesh are only of 1.15 and 1.91 times respectively, the speedup

obtained with the thin mesh reaches 4.09 times which is very good. The difference in terms

of time spent by the simulation for the different sized meshes is very close. Nonetheless,

the times obtained with this version of the code are still worse than the ones obtained for

the same machine (values of CPU D in table 38).

However a comparison between the evolution of the time spent by the simulation between

the CPU code and the GPU code suggest that the scalability of the GPU version of the code

is potentially better than the CPU version. With that in mind, new meshes with more nodes

were generated in order to verify if at any point the GPU code version would outperform

the CPU code version. Figure 43 shows a graph of 4 cases where the first three relate the

coarse, medium and thin meshes mentioned previously and an additional mesh with 8449

nodes.

Figure 43: Graph which compares the time scalability of the CPU the GPU codes.

The graph of figure 43 shows, the tendency curves of the CPU (in blue) and GPU codes

show that although the CPU code outperform the GPU code for the coarse, medium and

thin meshes, it does not do so for the mesh with 8449 nodes were it takes approximately 32

seconds while the GPU code only takes 24 seconds. This means that for meshes with high

number of nodes, the GPU is a better solution. However, for the case of breast simulations,

the meshes used so far in the tests (coarse, medium and thin) are sufficient, hence, the best

solution is the one provided by the CPU code architecture.
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5.6 discussion

The optimisation of the code architecture was very successful. With the times of the new

simulation it is possible to perform the estimation of parameters more quickly (10 minutes

instead of 7 hours for a coarse mesh). The change of the data structures proved to have a

great impact in the code. The exploit of the vectorisation units of the modern CPU showed

improvements as well as the parallelisation of the code, with the latter having an higher

impact in terms of overall performance. The implementation of a code in the GPU showed

an alternative method whose results show a potential usage with more refined meshes in

the future.

However, despite the great speedup obtained, the breast simulation code architecture is

not good enough to provide a real-time response, specially for the process of estimating the

breast parameters. In terms of the simulation performance, potential improvements could

pass by studying a more efficient data structure or finding a more convergent algorithm

for the strain energy minimisation loop. In terms of the breast parameter estimation, a

different possibility could involve studying the Newton method that estimates the breast

parameters and modify it so that the convergence improves. Another possibility that could

be considered concerns using ML algorithms. This latter option is very interesting since

the main goal of the breast parameter estimation method is to obtain a set of parameters

from a pre-determined set of measurements. So, it is possible to train a model by giving

it a large number of samples/cases which were made of the breast measurements and the

matching parameters.
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As presented in chapter 3, a numerical model of the breast can be a powerful tool to anal-

yse surgical scenarios and support the medical staff in their decisions. Each patient has

specific mechanical and geometrical parameters and their identification is of fundamental

importance in order to provide relevant subject specific simulations. To this end, an inverse

non-linear elasticity problem solver capable of estimating the bio-mechanical parameters of

the breast was proposed in chapter 4. This method is iterative and uses measurements of

the breast (that a doctor can perform during consultations) to estimate those parameters.

The main issue with this method is that it it can take several minutes to hours to find a

good solution depending on the required accuracy and the detail of the mesh. In chapter 5

a strategy was presented to optimise the method’s performance by altering the data struc-

tures, implementing more efficient algorithms and taking advantage of the code’s parallel

nature. Nevertheless, the performance gain, although very significant, was not enough to

reduce the estimation time to be considered feasible in a consultation scenario. So, con-

sidering the nature of the problem, a different approach is required to obtain the breast

parameters in a closer to real time solution.

ML algorithms and models proved over the years that they can solve complex problems

(Mitra and Balaji (2010); Huber et al. (2011); Biswas and Acharyya (2014); Saniei et al. (2016);

Arbabi et al. (2016); Vidaki et al. (2017); Tonutti et al. (2017); Thirumalai and Manzoor

(2017)) and despite needing large amounts of time to train, they can provide results almost

instantaneously (Goodfellow et al. (2016)). Taking into account the nature of the breast

parameter estimation problem, the focus is in training a nonlinear regression model that

given a set of measurements is able to estimate the breast parameters.

6.1 regression models review

The breast parameter estimation problem can be characterised by non-linear relations be-

tween the measurements (inputs) and the parameters (outputs). The breast model pre-

sented in chapter 3 can be used to generate many cases which can be used to train a ML
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model. The focus is in exploring the best choice to develop a regression model that can

perform the same task as the iterative method for parameter estimation. Among regression

models the most common include linear models, Support Vector Machines (SVM) and NN

(Ayodele (2010); Shalev-Shwartz and Ben-David (2014); Dey (2016); Goodfellow et al. (2016);

Bonaccorso (2017)).

6.1.1 Linear Regression

Linear regression model is one of the most common models and the training process is

done by minimising the value of the cost function which is based on the Mean Squared

Error (MSE) of the outputs (Goodfellow et al. (2016); Dey (2016); Bonaccorso (2017)). The

more recent works on linear regression models include Mohammadi et al. (2017); van der

Zijden et al. (2017); Seligman et al. (2018).

van der Zijden et al. (2017) presented a multi linear regression model that used kinematic

input variables to estimate the severity of sideways fall. To do that, they have used a system

of cameras that captured the movements of the subjects falling. The inputs are given by the

analysis of the many frames like the peak hip impact velocity and the shoulder angle on

impact as well as other measurable inputs like the body mass. They use these inputs to esti-

mate the hip impact forces (output). The results presented, according to van der Zijden et al.

(2017), showed an acceptable accuracy in estimating the fall severity (hip impact forces) but

the results also expose variances from 46% to 63% for the validation and training datasets

respectively. They explained that the inputs used depend on the motions of persons which

might not act equally every time, hence, such variances were to be expected.

In Seligman et al. (2018), a study is presented were the authors analyse the potential

uses of ML models (including linear regression models) to estimate biological markers of

chronic disease risk: systolic blood pressure, body mass index, waist circumference and

telomere length. To estimate these values (output) they use as input social values regarding

gender, age, income, education, health behaviours, and many others. They compared the

results of the trained linear regression models with the ones obtained with minimal and

theory-driven models. They have found that using the linear regression models were no

better than theory-driven models. They suggested that the social causation of health is

more complex than linear models can capture (Seligman et al. (2018)).

But these models are not only used in medical contexts, or as a stand alone solution. The

work presented by Mohammadi et al. (2017), shows a combined approach of dictionary

learning and linear regression models for estimating the intensity of facial action units (AU).

These AU (33 according to Mohammadi et al. (2017)) can have different intensities (from

0 to 5) and can be used to represent or evaluate basic expressions like joy or fear. So, this

type of work can have many applications in fields like psychology. Their approach is to use
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the dictionary learning model to create a sparse representation of the feature vectors that

contain the AU and then use the linear regression model to estimate the values of intensity

of each one of the AU present in the feature vectors (Mohammadi et al. (2017)). They tested

the efficiency of their proposed method with others basic approaches. The results showed

that the usage of the dictionary learning model together with the linear regression model

were capable of outperforming the other AU intensity estimation methods.

6.1.2 Support Vector Machine

SVM are algorithms that can be used for regression and classification tasks working with

linear and non-linear scenarios (Goodfellow et al. (2016); Bonaccorso (2017)). The way this

type of algorithms work is by finding a hyper-plane which separates the elements per

class (Dey (2016); Goodfellow et al. (2016); Bonaccorso (2017)). These hyper-planes have

associated margins in order to reduce the potential of errors (Goodfellow et al. (2016)). The

SVM algorithm adapts the weights of the model in a way that it finds the better option

for the hyper-planes that separate the elements of different classes. Some examples of

the usage of SVM methods, more concretely Support Vector Regression (SVR) models, in

practical applications were presented in Huber et al. (2011); Mahmoodian and Ebrahimian

(2016); Tonutti et al. (2017).

Huber et al. (2011) presented a new method that employs a SVR model that is used to

predict the yield stress (biomechanical strength) of trabecular bone from features extracted

of MRI data. The evaluation of this property can be important to access the risk of fractures

because the variations in bone density (small values increase the risk of fracture) are related

to variations in bone strength (Huber et al. (2011)). The data was gathered from MRI images

of the proximal tibia and the scaling index method was used to extract the features of that

image (local geometric properties) that are in turn the input values of the SVR model.

The model uses the features to estimate the value of yield stress. The performance of this

method is compared with a multi-regression analysis model as well as more common model

used in these types of problems called bone volume fraction. The usage of the SVR model

together with the feature extraction method lead to a reduction of the prediction error by

approximately 5% when compared to the other methods.

Tonutti et al. (2017) presented a new method to predict the recurrence of breast cancer

based on gene expression profile. The proposed method uses SVR together with fuzzy sys-

tems to analyse the problem’s features (the gene expression values of the gene expression

profiles) and predict the time that will take for the cancer to relapse. The problem’s data

consists in multiple cases of cancer relapse and they were divided into different groups

according to the relapse risk (very high risk group, high risk group, low risk group and

very low risk group - Tonutti et al. (2017)). For each group they train a SVR model that uses
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the gene expression values to evaluate the relapse time. According to Tonutti et al. (2017),

the results show improvements when compared to methods proposed in other works.

The usage of SVR in dealing with complex problems was also presented in Mahmoodian

and Ebrahimian (2016). They propose a new model that uses a SVR to determine the

deformation of tissues during neurosurgical procedures in real-time. For that purpose, they

model a brain from MRI data and insert a tumour using geometrical operators. Then, they

perform multiple simulations of surgeries considering the forces (magnitude and direction)

that are applied, during such type of procedure, on the mesh nodes and they register the

deformations that occur. These forces are analysed with the prescription of load nodes on

the surface of the brain. They then proceeded to analyse the results of the deformations

and extracted the important features to analyse the tissue deformation like the components

of the force vector and the distance between the load nodes and the tumour nodes. This

data is then used to train the SVR model which can then estimate the deformation of the

tissue, i.e. the displacement of the nodes of the brain mesh due to the application of forces

(Mahmoodian and Ebrahimian (2016)). The results presented by the trained SVR model

show an average error of 0.1 to 0.2 mm for the magnitude of the deformations which was

considered very good by the authors (Mahmoodian and Ebrahimian (2016)).

6.1.3 Neural networks

A NN is a deep learning method that operates in a manner inspired by the natural neural

network in the brain (Shalev-Shwartz and Ben-David (2014); LeCun et al. (2015); Goodfellow

et al. (2016); Bonaccorso (2017)). A NN is composed by a large number of processing

elements, also known as neurons, that are connected to each other and that are generally

organised in multiple layers. The network learns through experience of many cases where it

adjusts the values of the weights (associated to the neurons and the connections) in order to

improve its performance (Goodfellow et al. (2016); Bonaccorso (2017)). The information is

processed and communicated between different nodes, i.e. a neuron input comes from other

neuron outputs with each one of them being characterised by a connection weight. These

values are then combined and the result is filtered by a function (a.k.a. activation function)

which produces the neurons output (Shalev-Shwartz and Ben-David (2014); Goodfellow

et al. (2016); Bonaccorso (2017)). There are different types of NN that can be organised

in multiple layers, like Multi-Layer Perceptron (MLP) where the neurons from one layer

receive the output from the previous layer (Goodfellow et al. (2016)). The many layers of

a NN have different purposes: the input layer receives the raw data, the hidden layer(s)

(which can be one or more) can be used to extract features from the problem and the

output layer combines the values of the last hidden layer and returns the final results (Dey

(2016); Bonaccorso (2017)). The performance of a NN depends of its architecture, i.e., the
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number of hidden layers, nodes, type of activation functions used and the optimiser (Duchi

et al. (2011); Tieleman and Hinton (2012); Kingma and Ba (2014); Goodfellow et al. (2016)).

There is a vast amount of work concerning the usage of NN, including the ones presented

by Mitra and Balaji (2010); Biswas and Acharyya (2014); Saniei et al. (2016); Arbabi et al.

(2016); Vidaki et al. (2017)).

Just like linear models and SVR models, there is also a volume of work where the usage

of NN is analysed. In Mitra and Balaji (2010), a NN model is used to estimate the tumour

parameters from a thermal image of the breast. In case of a cancerous breast, the heat

generation inside the tumour alters the normal temperature profile of the breast (Mitra and

Balaji (2010)). To train a model using the NN, the authors generated the thermal images

artificially using a method that solves bio-heat transfer equations together with a simple

model of the breast shaped as an hemisphere. They then insert a tumour shaped as a

sphere in a a location which is considered as a variable. They perform several simulations

and provide the NN with the thermal images. A NN with two hidden layers (15-4) is

used to train a model that receiving a thermal image of the breast with the objective of

determining the position and radius of the spherical tumour. The results show that the NN

model was able to estimate the tumours position with an error close to 10% and its radius

with an error close to 5%.

Within the same subject, Saniei et al. (2016) also presented a model to estimate the param-

eters of tumours (position and size) using thermal images of the breast. Just like in Mitra

and Balaji (2010), the authors generate a model of the breast solving the bio-heat transfer

equations and use the values to train the NN. The main difference of this approach is in

the usage of a dynamic NN where they delay the outputs of a layer to the other (Saniei

et al. (2016)). The results obtained with this approach show error of the position and size of

the tumour in the order of 0.31cm and 0.2cm respectively which is considered good. Both

presented models (Mitra and Balaji (2010) and Saniei et al. (2016)) showed promising results

in estimating parameters from thermal images.

The usage of NN to estimate the properties of tissues was also presented in Arbabi et al.

(2016). The work presented in this article shows the usage of NN models to estimate the

diffusion coefficients of cartilage. In the considered problem, the cartilage is modelled

using a neo-Hookean material with the definition of different diffusion coefficients on the

different zones of the cartilage model and by simulating the transport of Iodixonal solutions

within a certain time frame (Arbabi et al. (2016)). Different diffusion coefficients can lead

to a different transport pattern of the Iodixonal solutions. So, they create many variations

of the cartilage with different diffusion coefficients and simulate the process. The product

of these simulations are, what they called, concentration-time curves. These curves are

the input to the NN model which trains with the objective of determining the different

diffusion coefficients (Arbabi et al. (2016)). The results of the estimation of the diffusion
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coefficients from the concentration-time curves show a fit of the results with a correlation

coefficients of R = 0.99992.

6.2 network architecture and training

Considering the problem of estimating the breast bio-mechanical parameters, the inputs

consists in the measurements of the breast and the outputs are the associated parameters.

Hence, one can use this association between the measurements and the parameters to create

a model with the purpose of performing the same task as the iterative method proposed in

chapter 4.

Considering the nature of the problem, the non-linear relations between the measure-

ments and the parameters and the literature review on ML algorithms, the choice was to

use a NN to train a regression model. The reason behind this choice is the higher number

of works with NN concerning the problem of estimating the parameters of tissues which

indicate that this type of structure is better suited to solve the breast parameter estimation

problem. Moreover, this is supported by the fact that, according to Goodfellow et al. (2016),

NN possess a high capacity of extracting complex patterns from non-linear data. So, NN

is better suited than linear models (too simple) and SVM (can be seen as a MLP (a type of

NN) with only one hidden layer - Goodfellow et al. (2016)).

6.2.1 Datasets generation

To train, validate and test the Neural Network (NN), a large dataset is created with the

numerical breast model proposed in chapter 3 carrying out several thousands of numerical

simulations with a wide range of variation of coefficients Λ.

From the entire dataset 500 cases are taken for Dtest. From the remaining 40000 cases,

90% of the dataset is used to train (Dtrain) and 10% for validating (Dval).

In the numerical experiments, one takes Λ
user = {R = 5, H = 5.64, λbr = 1000, λsk =

8000, µbr = 400 and µsk = 1600} and assume these values to represent the mean values for

each parameter. At the numerical level, the data-set is generated for a given mesh with a

certain granularity. Consequently, as figure 44 shows, the number of vertices in a breast

mesh can affect the quality of the result, i.e. breast meshes with more vertices (thin mesh)

present a better visual match to a real breast than meshes with less vertices (coarse mesh).

To assess the impact of the mesh size, three data-sets were generated (Dcoarse, Dmedium

and Dthin) with N = 40500 elements for each one of the meshes with 226 nodes, 1014 and

2498 vertices (respectively).
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Figure 44: Image of 3 breast meshes generated by the same parameters: coarse (left), thin (mid) and
ultra-thin (right)

The data-set of the coarse mesh Dcoarse was achieved within a week, whereas the data-sets

for the medium breast mesh Dmedium and thin breast mesh Dthin required around three and

six weeks respectively.

To generate the datasets, a Gaussian distribution of the parameters centred on the user

parameters Λ
user is used. A data-set is created as follows.

1. One generates N vectors sn ∈ R
6, n = 1, · · · , N such that each component sn

i is

chosen randomly with the Normal law N (0, 1/2). Then one sets Λ
n
i = (1 + sn

i )Λ
user
i ,

i = 1, · · · , 6, n = 1, · · · , N, eliminating the non-physical situations (negative values).

2. One uses the geometric parameters Λ
n
g = (Λn

1 , Λ
n
2) to define the free stress domain Ω

n
g

and solves the nonlinear problem with the mechanical parameters Λ
n
m = (Λn

3 , Λ
n
4 , Λ

n
5 , Λ

n
6)

that provides the displacement field f n for the 3 positions and the resulting shape

Ω(Λn) = f n(Ωn
g) as detailed in chapter 4.

3. One computes the volume, surface and size measures Mn ∈ R
15 corresponding to the

parameters Λ
n and creates the element Dn = {Mn, Λ

n}. The dataset D gathers all the

elements that are normalised by setting

Mn
j :=

Mn
j

Mj

, j = 1, · · · , 15,

Λ
n
i :=

Λ
n
i

Λi

, i = 1, · · · , 6,

where Mj and Λi stand for the mean values over the data-set.

4. The data-set is split in three parts, namely Dtrain and Dval for the out-samples error

used during the training stage as a criterion to assess the NN quality and Dtest for

testing after the training.
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6.2.2 Neural Network architecture

A NN model is trained to emulate the inverse problem solver, i.e. to provide an approxi-

mation of Λ in function of measurements M. The NN architecture depends on the nodes

structure, the activation functions and on the solver that fits the NN parameters with respect

to the training data set. An input layer h0 (measurements), an output layer hK (parameters)

and several hidden layers hk,k = 1, · · · , K − 1 constitute the network h. Knowing that the

model receives 15 measures as input and returns 6 parameters as outputs, one builds a

parametric operator

h0 = M→ ϕ(M, w) = hK = Λ

and, for a given set D = (Mn, Λ
n)n=1,··· ,N , one defines the cost function ε i for each parame-

ter Λi as

ε i(w) =
1

N

N∑

n=1

|Λn
i − ϕi(Mn, w)|, i = 1, · · · , 6. (66)

One then determines the weights tensor w that minimise the total loss function given by

w→ ε(w) =
6∑

i=1

ε i(w)

using the training set Dtrain. After a successful training, one gets the training loss εtrain
i (in-

samples error) and the validation loss εval
i (out-samples error) for each parameter Λi. Notice

that the loss functions are relative since the data-set is normalised and the error values shall

be reported in terms of %. Lesser amounts of loss means that the results are more accurate.

The objective of the training process is to determine matrix w that minimises the value of

loss function ε over a training data-set. After training one obtains a model capable of, given

a set of reference measurements M, estimate the set of parameters Λ that best correlates

with said measurements. The most close to the reference parameters the better the result.

Google’s Tensorflow with Keras is used to implement the solution of training, evaluating

and testing (Abadi et al. (2015); Chollet et al. (2015)). The training ends whether a prescribed

minimum error over the validation set is reached, or the training as performed up to 3000

epochs, i.e. running over, at least, 3000 times the whole training set. After the training, one

obtains the tensor w that can be employed in the simulations. For the sake of statistical

validation, one starts again the leaning process with the same training data-set to provide

a second guess for tensor w. This operation is repeated in order to provide five tensors w

and then one performs all the tests independently with each calculated tensor. At last, the

average values of the errors obtained with the five independent simulations are report in

tables.
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The NN set-up depends on the hidden layers, their size, and the activation function

choice. On the other hand, the optimiser i.e., the routine that provides an approximation of

weights tensor w, is also an important issue for the sake of efficiency. Several experiences

were carried out to determine an efficient configuration with respect to the different data-

sets. Different degrees of freedom have been explored, namely:

• the hidden layers configuration where multiple hidden layers have been considered

together with a number of nodes per layer from 16 to 1024 nodes;

• the activation functions such as exponential linear unit (elu) and the rectified linear

unit (relu) functions;

• the optimisers provided by the Keras library were the RMSprop, Adagrad and Adam

optimiser.

6.2.3 Hidden layers

The first step consisted in evaluating the impact of the hidden layer configuration. For that

purpose the elu activation function and the RMSProp optimiser were used with multiple

hidden layer configurations (different number of layers and different number of nodes per

layer) and observed the training and validation results. Table 43 gives the percentages

of the in-sample and out-sample errors for five of the configurations performed in the

experiments, varying the number of layers and nodes.

The results show that the neural network benefits from having a larger number of hidden

layers. Using only one hidden layer it was observed that the best result was obtained with

64 nodes and the average error per parameter round the 10%. But with more hidden layers

it is possible to observe that the average error per parameter improved to 5% using 5 hidden

layer and 3.6%, 3.5% and 3.55% for the cases with 11, 12 and 13 hidden layers respectively.

For configurations with multiple hidden layers it was found that the optimal number of

nodes was of 128. The NN is capable of learning accurately the values of the geometrical

parameters (R and H) as well as the mechanical parameters of the glandular and fat tissue

(λbr and µbr). The mechanical parameters of the breast’s skin are more difficult, specially

µsk with errors rounding 11% for configurations with 11, 12 and 13 layers. Learning the

λsk parameter on the other hand becomes easier with the increase of hidden layers going

from an approximate value of error of 16.5% with one layer to 3.8% with 12 hidden layers.

It was found that the best configuration (in the tests performed) with an average error per

parameter of 3.5% using the validation dataset is the one with 12 layers with 128 nodes in

each layer.
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Hidden

Layers

Nodes

per Layer
Stage R H λbr λsk µbr µsk

Avg

Total

1 64
train 3.95 6.28 8.81 16.78 2.99 24.01 10.47

val 3.92 6.20 8.56 16.59 3.03 24.28 10.43

5 128
train 1.05 1.87 2.89 5.66 1.76 16.61 4.97

val 1.05 1.89 2.96 5.99 1.74 16.78 5.07

11 128
train 0.78 1.10 2.24 3.60 1.35 11.46 3.42

val 0.78 1.14 2.37 4.00 1.40 12.05 3.63

12 128
train 0.73 1.08 2.19 3.53 1.28 11.02 3.31

val 0.76 1.09 2.31 3.81 1.35 11.70 3.50

13 128
train 0.75 1.08 2.21 3.51 1.29 11.02 3.31

val 0.76 1.20 2.32 3.80 1.37 11.86 3.55

Table 43: Values of loss in percentage for the model training data-set (train) and validation data-set
(val). These values represent the mean values of error for 5 runs on training and validating
running up to 3000 epochs each. The left columns shows the number of layers, and the
number of nodes per layer. For each hidden layer structure, it is shown the difference
between the estimated parameters and the reference parameters in relation to the training
and validation stages. The last column shows the average difference per parameter.

6.2.4 Activation functions and optimiser

Additional tests were performed to determine the activation function and optimiser that

provide an efficient fitting with the breast parameter estimation problem. Five tests were

performed for each different combination of activation function and optimiser with 3000

epochs. The average errors of the different estimated parameters are reported in table 44.

Training the neural network with the RMSProp optimiser and the elu activation function

gives the lowest errors per parameter. RMSProp solver combining with the elu activation

function achieves a 3.50% average error per parameter with the validation data-set whereas

the other combinations have values larger than 4.64%. The main difference relies on a

better evaluation of the µsk parameter which significantly improves the accuracy. Due to

these results the remaining experiments were done using a NN architecture constituted of

twelve hidden layers with 128 nodes each using activation function elu for all layers and

the RMSProp optimiser.
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Error per

Parameter

(%)

R H λbr λsk µbr µsk

Avg

Total

RMSProp

elu
train 0.73 1.08 2.19 3.53 1.28 11.02 3.31

val 0.76 1.09 2.31 3.81 1.35 11.70 3.50

relu
train 1.12 1.31 2.71 4.94 2.39 23.36 5.97

val 1.16 1.41 3.01 5.56 2.48 23.95 6.26

Adam

elu
train 1.60 1.70 3.52 4.72 1.89 13.42 4.47

val 1.34 1.49 4.27 5.93 1.43 15.18 4.94

relu
train 1.26 1.04 2.48 3.22 1.87 16.36 4.37

val 2.11 1.38 4.93 3.99 2.03 18.66 5.52

Adagrad

elu
train 1.05 2.54 2.78 5.36 1.63 14.50 4.64

val 1.06 2.60 2.79 5.51 1.53 14.31 4.64

relu
train 0.94 1.08 2.18 3.70 1.87 22.80 5.43

val 1.02 1.32 2.31 4.53 1.95 23.35 5.75

Table 44: Values of error in percentage for the model training data-set (train) and validation data-set
(val). These values represent the mean values of error for 5 runs on training and validating
up to 3000 epochs each. The left column shows the different optimisers and activation
functions. For each combination it is shown the error of the training and validation related
to each parameter and for the average total (sum of all values of error and divided by the
number of parameters).

6.3 testing

After finding a NN configuration, the next step consists in testing its performance. To do

that, one evaluates the impact of the mesh size on the accuracy of the estimations as well

as performs an assessment of the errors obtained.

6.3.1 Mesh size impact

Since an exact solution is not possible due to the usage of meshes instead of the real breast

measurements, the issue of accuracy impact on the NN is addressed. In other words, how

the mesh granularity influence the training and the quality of the prediction. To this end,

three additional series of tests were carried out using three different sized meshes: the

coarse (226 nodes), the medium (1014 nodes) and the thin (2498 nodes). Three data-sets

(Dcoarse, Dmedium and Dthin) were built and for each one, a total of 5 training runs (under
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the same conditions mentioned previously in this section) were performed. In table 45, the

mean values of loss functions for the 3 size meshes are reported.

Error per

Parameter

(%)

R H λbr λsk µbr µsk

Avg

Total

Coarse
train 0.73 1.08 2.19 3.53 1.28 11.02 3.31

val 0.76 1.09 2.31 3.81 1.35 11.70 3.50

Medium
train 0.82 1.35 2.15 2.98 0.98 8.38 2.78

val 0.86 1.40 2.20 3.04 0.99 8.61 2.85

Thin
train 1.24 3.00 3.97 3.80 1.18 9.40 3.77

val 1.23 3.11 3.94 4.11 1.22 9.54 3.86

Table 45: Values of loss for the model training and validating. These values represent the mean
values of error for 5 runs on training and validating up to 3000 epochs each. On the left
column there are the different size meshes. For each breast mesh, it is shown the loss of
the training and validating related to each parameter and for the mean total (sum of all
values of loss and divided by the number of parameters).

The error from the training and validating sets vary with the granularity of the mesh.

It is possible to observe that the validation error obtained with the medium mesh (2.85%

per parameter) is smaller than the coarse and thin meshes (with 3.5% and 3.86% error per

parameter respectively). Overall, the results show a good approximation to the real results

for most of the parameters with the exception of µsk. The error obtained with most of the

parameters with any type of mesh size, is found to be equal or lower than 3%, which taking

into account the results obtained with the iterative method are very good. The higher value

of error of µsk being, in the best case, above 8.5% suggests that such parameter is not well-

controlled by the measurements that were chosen to solve the inverse problem. Indeed,

even at the numerical level, i.e., using the iterative inverse solver, it is hard to obtain a

good approximation value (relative error larger than 5%). Hence the data-set is actually not

enough accurate for this last parameter and would hardly deliver correct estimates.

It could be expected that the thinner the mesh, the better the approximation, but as the

values in table 45 show, the number of vertices of the mesh can have different impacts

on certain parameters. The coarse mesh presents smaller values of error for the geometri-

cal parameters than the other meshes while, the medium and thin meshes present better

approximations to the mechanical parameters, specially the medium mesh. This can be

explained by the nature of the parameters. A coarser mesh, as figure 44 shows, is more geo-

metrical and therefore the impact of the geometrical parameters can have a larger impact on

the final results. On the other hand the mechanical parameters need more definition and

therefore an increase of the mesh vertices can help determining their values. A possible
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explanation for the global poorer performance of the thin mesh in relation to the others, is

that due to the increase in the number of vertices of the geometrical parameters are harder

to obtain and that can also affect the determination of the mechanical parameters, because

in the end the measurements are obtained by the combination of all the parameters. In

other words, with meshes with small number of vertices, one does not have enough detail

to obtain a good approximation to the mechanical parameters, and with too many details

one can have too much detail which in turn can lead to the existence of local minimums

and therefore lead to worse approximations. Therefore, a possible optimal mesh size might

depend on a number of vertices that balance the geometrical aspects of the breast and the

detail for the mechanical parameters.

6.3.2 Error assessments

For the same Λn, three different evaluations of Mn were produced depending of the mesh re-

finement. Hence, one gets three different data-sets for test purpose, namely Dtest
coarse, D

test
medium

and Dtest
thin.

From (Λn, Mn) ∈ Dtest
coarse, one computes an approximation Mn → Λ

n using the NN

training with the data-set of Dtrain
coarse. The procedure is repeated for the medium mesh and

the thin mesh for evaluating the error deriving from the discretisation procedure. It is

important to remember that the components Λ and M have been normalised with respect

to the mean value in order to provide fair balanced between very different measures or

parameters.

In conclusion, one has to assess the error given by Λn −Λ
n using a dataset that was not

used during the training process. In table 46 the mean values of the error for parameters

Λi are reported, namely

ei =
1

P

P∑

p=1

|Λp
i −Λ

p
i |, i = 1, · · · , 6

that are indicated in % while the total mean error is obtained by summing the ej. The

experience is reproduced with the two other meshes corresponding to the second (medium)

and third (thin) row of the table.

It is possible to observe an overall good performance in terms of accuracy indicated by the

average error per parameter (3.51% with a coarse mesh, 2.86% error with a medium mesh

and 3.89% with a thin mesh). The values of table 46 show similar values to the ones obtained

with the validation sets in table 45 which confirms that the dataset used is representative.

The values of error for the geometrical parameters with the exception of µsk and the values

of λbr and λsk with the thin mesh, continue to present good approximations (majority of

the values under 3% error). These results reinforce the idea that the measurements used
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Error per

Parameter

(%)

R H λbr λsk µbr µsk

Avg

Total

Coarse 0.74 1.13 2.36 3.76 1.33 11.72 3.51

Medium 0.83 1.39 2.23 3.04 1.01 8.68 2.86

Thin 1.27 3.11 4.06 4.11 1.15 9.65 3.89

Table 46: Mean value error in % (normalised data) between the reference parameters and the esti-
mated parameters by the neural network model.

to estimate the parameters are not well suited for µsk (values of error above 8.5% for any

size mesh) and that there is a relation between the number of vertices of a mesh and the

accuracy of the result in terms of the geometrical and mechanical parameters.

When one compares these values to the ones reported in tables 6, 7 and 8 of section 4.4.3,

it is possible to observe that, in average, the approximations obtained by the NN models

are slightly better.

There is however, some cases were the estimated parameters are significantly different

from the reference values. But it is difficult to assess, just by looking into these values, that

a set of parameters is inaccurate. Because in practical cases, one receives the measurements

of the breast from a surgeon but not the parameters. So, a different way of evaluating the

accuracy of the predicted parameters is needed. To do that one compares the reference

measurements M with the measurements obtained with the estimated parameters M(Λ)

(obtained with the breast model presented in chapter 3) using

E(M, Λ) =
15∑

i=1

ki

Å
Mi −Mi(Λ)

ã2

. (67)

where ki represents the relative weight of each measurement (the values of volume are much

smaller than the values of miny and so they are balanced using weights). It is considered

that a set of parameters is accurate when the value returned by the cost function in equation

67 is lower than a certain threshold εe = 5e−6 which ensures that, for example, the difference

between the miny of M and M(Λ) is inferior to one millimetre. In the tests made with the

iterative method it was found that εe can be met with a set of parameters Λ which differs

from the reference values Λ about 4− 5% per parameter or even more depending on the

error accumulation per parameter (in the case of the µsk parameter that difference can even

be higher than 12%).
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To assess the impact of the parameter errors on the breast shape, one evaluates the mean

values of the error for parameters Mj, namely

ej =
1

P

P∑

p=1

|mp
j −m

p
j |, j = 1, · · · , 15,

that are reported in table 47 in % (normalised data) for the three different meshes. It is also

presented the value of error using the cost function (equation 67) to evaluate if the error in

practical terms is significant or not (i.e. if the error is inferior to a millimetre or not).

Mesh em1
em2 em3 em4

em5 em6 em7 em8 em9

Coarse 0.33 0.33 0.79 0.63 4.63 0.37 0.33 0.76 0.60

Medium 0.22 0.34 0.56 0.48 3.73 0.45 0.52 0.83 0.88

Thin 0.34 0.36 0.93 0.71 4.43 0.43 0.71 0.87 0.92

Mesh em10
em11

em12
em13

em14
em15

avg

total

Cost

Function

Coarse 7.49 0.33 0.28 0.52 0.52 6.08 3.10 1.65e−6

Medium 5.16 0.32 0.44 0.55 0.63 5.31 2.78 1.31e−6

Thin 7.23 0.29 0.53 0.54 0.66 5.37 3.30 1.84e−6

Table 47: Mean value error in % between the reference and estimated measurements for each mesh.
Last lower column shows the mean value of the cost function.

The average values of error per measure presented in table 47 show a good accuracy ob-

tained in line with the error estimation of the parameters. The average error per measure-

ment round the 3% which can be considered very good because it means that the estimated

measurements are very close to the real values (differences inferior to millimetres). It is

possible to distinguish two groups of measurements, the first one whose error value is un-

der 1% whereas measures m5, m10 and m15, corresponding to the same characteristic but in

three different positions, present a larger dispersion (error above 3.7%). The average value

of the cost function per mesh size is smaller than the εe = 5e−6 (1.65e−6, 1.31e−6 and 1.84e−6

for the coarse, medium and thin mesh respectively) which means that the vast majority of

the test cases presented very good approximations.

The great majority of the parameters Λi provided by the NN are excellent approximations

that can be used with the breast model to determine the shape and behaviour of the breast.

However, the NN model estimation can sometimes predict a set of parameters that are not

accurate, i.e. the error in the measurements given by equation 67 was above the accuracy

threshold (5e−6) which in practical terms, represent errors in the order of centimetres. These
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situations can happen with very particular cases or parameter combinations. In fact, in

the 500 test cases considered for each mesh size (1500 cases total), it was found that this

happened only 13 times. Nonetheless the existence of these cases introduce a necessity to

ensure the quality of the parameter estimation by the NN model at every case.

6.3.3 Estimation Robustness

The performance results of the NN model presented in section 6.3.2 show a good accuracy

with errors of 3.51%, 2.86% and 3.89% for every mesh size (coarse, medium and thin re-

spectively). This means that this model can provide a good approximation to the breast

parameters that determine the breast shape, size and mechanical properties. The iterative

method uses a pre-determined set of parameters as the initial guess and then proceeds

to refine them until the measurements generated from those parameters match the input

measurements (generally given by the doctor).

A pre-determined initial guess has its limits because it only works for a certain range of

parameters. So, whenever the reference parameters differs from this pre-determined initial

guess by a substantial amount, then the iterative method suffers in terms of performance

as it was observed in section 4.4.3. A better method consists in obtaining an initial guess

that is close to the reference values. This is exactly what the NN trained models do.

However, it is important to mention that these tests were done with the NN models

receiving the exact values of the measurements. In real cases, the doctors might not give the

exact measurements of the breast, i.e. they give an approximation of the real measurements

and so, it is important to test the robustness of the model. For that purpose, one introduces

errors on the measurements and evaluate the effect of that error in the estimation of the

parameters.

From doctors experience, it is assumed a potential error up to 10% for each measurement.

With that in mind, one uses the test datasets (Dtest
α , where α = coarse, medium, thin) and ap-

ply a variation that in the end, resulted in an average error per parameter of approximately

7%. The sensitivity analysis performed on the estimation method in section 4.4.2 showed

that while the difference on some measurements might not be very relevant, some can have

a great impact. So, it is important to evaluate how the NN models deal with potential

errors in the measurements. In other words, if an average of 7% error in the measurements

causes about 12% to 14% error on the estimated parameters, then one can conclude that

the error propagation is within the expected and the NN can be considered as able to pro-

vide a reliable and good approximation. Otherwise, if the error caused on the estimated

parameters goes up to 20% or more, than the NN is not reliable enough to provide a good

approximation to be used by the iterative method.
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The impact of the measurements error in the determination of the parameters is assessed

and the results are presented in table 48.

NN training

set mesh
eR eH eλbr

eλsk
eµbr

eµsk

avg

total

Coarse 7.71 9.21 12.68 11.97 4.87 35.17 13.60

Medium 6.68 9.09 12.29 10.58 4.67 32.36 12.61

Thin 7.64 11.73 12.08 11.75 4.88 32.88 13.49

Table 48: Mean value of the error in (%) between the reference parameters and the approximation
obtained by the neural network model trained with three different data-sets associated to
three different meshes.

The difference between the estimated parameters and the reference values increased as

expected due to the errors in the measurements. That difference grows from 3.51%, 2.86%

and 3.89% (table 46) to 13.6%, 12.61% and 13.33% for the coarse, medium and thin mesh

sizes respectively. An average 7% error in the measurements caused the error of some pa-

rameters to grow in some cases about 4 times (case of µbr) or even 8 times (case of parameter

H). This difference can be explained by the non-linear relations between the measurements

and the parameters. In fact, despite the increase of the error per measurement of 7% (in

average) and the non linearity of the data, the error per parameter only increased around

10%. This means that the error propagation using a trained NN model is not very high and

therefore, it can be used reliably as a first estimator of the breast model parameters.

6.4 discussion

Traditional methods for computing bio-mechanical parameters of a complex organ like the

breast lye on numerical method as the Finite Element Method for solving an Inverse Prob-

lem (parameters identification). Such popular techniques require important computational

resources and time response that ranges between one minutes to several hours, depending

on the underlying mesh and the required accuracy. The neural network approach offers an

alternative way to efficiently assess the mechanical and geometrical parameter of the breast

model by returning a very good approximation in real time.

Such a conclusion does not mean that classical bio-mechanical models should be dis-

carded. On the contrary, they are a fundamental piece of the game since the data sets for

training and testing are built on the basis of a large number of simulations. The modelling

and numerical simulations can be seen as the back-office part of the Neural Network which,

in return, assimilate the data and produce a relevant response. Accuracy and efficiency de-

pends on the underlying model, the meshes, the NN architecture and the training stage
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(amount of data, training method). For instance, the choice of the best configuration was an

important factor in the final results reported in this paper. The number of nodes of a mesh

and the number of cases of the training, evaluation and testing data sets affects the learning

process by the neural network. In the tests the data sets size was of 40500 elements for all

three mesh granularities (coarse, medium and thin mesh). To obtain a similar number of

real-life cases could take several years so the usage of validated numerical breast models

assures the reliability of the results.

As future work, it would be interesting to consider other measurement method to as-

sess the values of the bio-mechanical parameters such as the Inverse Problem become less

sensitive to the volatility of some parameters such as µsk (improve the solvability and con-

ditioning). One other aspect, is the impact assessment of these models for real-life cases as

well as the elaboration of a data set with real life cases.
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H Y B R I D M O D E L

Two different approaches to estimate the breast geometrical and mechanical parameters

were presented: An iterative method that solves the inverse elasticity problem and a NN

based model that learned from synthetic cases. The iterative method presented in chapter

4 is capable of estimating with good accuracy the parameters of the breast model but it can

take from several minutes to hours to produce results. The NN model presented in chapter

6 is capable of estimating the parameters almost instantaneously but their results can, in

very few occasions, be inaccurate. The optimal solution would consist in the strengths of

both approaches, i.e. the guarantee of accuracy of the iterative method and the speed of the

NN model.

On this regard, a hybrid model is presented in this chapter, where the NN model provides

a first estimation of the parameters which is very likely to be close to the reference values,

and use the iterative method to validate the accuracy of NN output parameters. In case the

estimation is poor, refine those values until a satisfying solution is found. An analysis on

the efficiency of this hybrid approach is also presented.

7.1 neural network and iterative method

When discussing and analysing the importance of the breast parameter estimation methods

in chapters 4 and 6, it was mentioned that their main goal is to determine a set of param-

eters that allows to create a digital model of the real breast, i.e. a model which accurately

reproduces the real breast mechanical behaviour as well as its aesthetics. Such model can

then be used to support doctors and surgeons making decisions regarding surgical pro-

cedures and hence reduce the risk of errors and potentially help correct them. However,

if the estimated parameters lead to a breast model whose behaviour differs from the real

breast, then, instead of helping, the model can contribute to create problems. Therefore, the

method that estimates the parameters needs to be robust and provide reliable results.

Another goal of these methods (which was discussed in chapter 4), concerned the time

consumption, i.e., a slow method would not only be unappealing to doctors but also incon-
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venient in cases where the doctor might need help within a small time frame (e.g. facing a

potential problem during a surgical procedure where time is crucial).

7.1.1 Performance Comparison

To evaluate the overall quality of each method one determines the difference between the

estimated parameters and the reference values as well as the time spent by the method. The

iterative method performance depends on the initial guess of parameters, and in this case

a scenario where the initial guess parameters could differ from the reference values up to

50% was considered. So, the values for the iterative method considered for comparison are

the ones already reported in table 8 in section 4.4.3.

The values for the NN method are the same as the ones presented in table 46 in section

6.3.2. These values show the performance by the NN method for the three different mesh

sizes. The results of both method are presented in table 49 showing the difference of the

approximations as well as the time spent by each method to obtain the parameters.

Mesh /

Method
R H λbr λsk µbr µsk

avg

total
cycles

time

(s)

Coarse
IM 2.30 2.71 5.28 9.41 3.07 15.72 6.42 14 196

NN 0.74 1.13 2.36 3.76 1.33 11.72 3.51 - 0.02

Medium
IM 2.42 3.78 5.11 9.24 2.68 15.19 6.40 13 696

NN 0.83 1.39 2.23 3.04 1.01 8.68 2.86 - 0.02

Thin
IM 2.56 3.83 5.07 9.13 2.48 14.43 6.25 12 1587

NN 1.27 3.11 4.06 4.11 1.15 9.65 3.89 - 0.02

Table 49: Comparison of the two parameter estimations methods: Neural Network (NN) and the
Iterative Method (IM). Mean difference in percentage between the reference parameters
and the estimated parameters using three mesh sizes: Coarse, Medium and Thin. Time
spent by each method in average and the number of iterations (cycles) required by the
iterative method to converge and produce a good result.

The results show that the NN method is capable of estimating the breast model parame-

ters with higher accuracy and in less time. For all meshes the NN method is clearly more

efficient since it provides more accurate approximations in a very short time. The error is

reduced by 50% and the computational time reduction, reported in the last column, is very

significant. Clearly, such results highlight the interest to substitute classical mechanical

problem solvers with a Neural Network at the production level. However, as mentioned in

section 6.3.2, the NN model estimation can sometimes predict a set of parameters that is not

accurate while the iterative method always provides an estimate within the a guaranteed
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error maximum level. Therefore the values that are obtained from the NN model need to

be used with caution.

In summary, none of these methods should be used by themselves, because despite be-

ing very fast, the NN models can provide poor estimations, and on the other hand, despite

being reliable, the iterative method can take hours to estimate the breast parameters. How-

ever, if one uses the NN first to provide an instantaneous estimation of the parameters and

then uses the iterative method to refine and ensure the quality of the estimation, then it is

possible to achieve the two goals mentioned previously.

7.2 hybrid method

The hybrid method that estimates the breast geometrical and mechanical parameters con-

sists in performing a first estimation of said parameters using a NN and then use the

iterative method to confirm if the estimation is accurate or not. In the case the parameters

provided by the NN are not evaluated as accurate, then the iterative method refines the

values of those estimated parameters until they are assessed as accurate.

7.2.1 Parameter Estimation

The NN trained model that estimates the breast parameters (Λ) obtains a first set of param-

eters (ΛNN) after receiving the measurements of the breast (M). In real scenarios one can

only measure the accuracy of the estimation by comparing the estimated measurements

(MNN = M(ΛNN)) with the reference measurements (M) using the cost function (equation

67 in section 6.3.2). In the vast majority of the times, the estimated parameters ΛNN al-

ready provide a set of measurements MNN which are very close to the reference values M

(cost function difference below the accuracy threshold value of 5e−6). But sometimes that

estimation is not so good and the value of the cost function are higher than the threshold

value (5e−6). When that happens, the iterative method can take ΛNN as the initial guess

and refine the parameters values until that difference goes below the accuracy threshold

value obtaining Λ = ΛIM+NN .

As already observed in tables 6, 7 and 8 of section 4.4.3, closer initial guesses, or in this

case ΛNN , leads to lesser iterations by the iterative method to obtain an accurate set of

parameters. In table 50, it is presented an analysis of the set of parameters estimated by

the NN model for each mesh size with a total number of N = 500 cases per mesh. It is

also presented the average values of iterations required by the iterative method to converge

towards an good solution depending on how close the parameter estimation is from the

reference values (these values are taken directly from the tables already mentioned above,

namely 6, 7 and 8).
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NN Estimation

Performance

Number of

Estimations
Percentage

IM Average

Iterations

IM Average

Time (min)

Coarse

(N=500)

Accurate 496 99.20% 0 0

Close 1 0.20% 4 1.4

Medium

Far
2 0.40% 8 2.8

Far 1 0.20% 14 4.9

Medium

(N=500)

Accurate 497 99.40% 0 0

Close 2 0.40% 4 4.2

Medium

Far
1 0.20% 7 7.35

Far 0 0.00% 13 13.65

Thin

(N=500)

Accurate 494 98.80% 0 0

Close 2 0.40% 4 9.8

Medium

Far
3 0.60% 7 17.15

Far 1 0.20% 12 29.4

Table 50: Neural Network model parameter estimation deviation groups for each mesh size (Coarse,
Medium, Thin): Accurate Estimation; Close Estimation; Medium Far Estimation; Far. Aver-
age number of iterations copied from tables 6, 7 and 8 of section 4.4.3 and time in minutes
required by the Iterative method to converge and find an accurate solution is calculated
from the values of those tables.

The values presented in table 50 show, for each mesh size, the 4 different types of esti-

mations performed by the NN trained models: Accurate; Close (difference of parameters

up to 10%); Medium Far (difference of parameters up to 30%) and Far (difference of pa-

rameters up to 50%). The NN models are accurate approximately 99% of the times (99.2%,

99.4% and 98.8% with the NN coarse, medium and thin models respectively). This means

that in 99% of the cases, the hybrid model will be able to estimate the breast parameters

instantaneously.

From the total of 1500 cases (500 cases per mesh size) only 13 ΛNN were not accurate:

5 ΛNN (0.33% of the cases) were close to the reference values; 6 were medium close (0.4%

of the cases) and 2 cases were poor (far) estimations (0.13% of the cases). Considering

the number of iterations and the average time required, its is possible to see that in the
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worst case scenario (poor estimation obtained with the thin NN model), the most lengthy

estimation would require in average approximately 29 minutes.

This analysis show that the hybrid model can not only ensure an accurate estimation of

the geometrical and mechanical parameters of the breast, but also ensure to obtain them (in

average) very quickly.

7.2.2 Estimation Analysis

One tests the performance of the hybrid model for the 13 cases whose estimations were

not accurate and compares the results with the ones obtained from just using the iterative

method (one already knows that the NN model performance was not so good on these

cases). The iterative method uses a random initial guess (in this particular case Λ
0 = {R =

5, H = 5.64, λbr = 1000, λsk = 8000, µbr = 400 and µsk = 1600}).

Tables 51, 52 and 53 present the values of the estimated parameters using the NN model,

the iterative method (IM) and the hybrid model considering the three different mesh sizes

(coarse, medium and thin). These tables include information about the average error per pa-

rameter, the number of iterations taken to find an accurate set of parameters as well as the

value of the cost function. Note that this cost function value is done by comparing the ref-

erence measurements (M) and the measurements obtained with the estimated parameters

(M(Λ)).

Table 51 shows a reduction of the number of iterations required by the hybrid model

to obtain a good set of parameters when compared to the iterative method (IM) with the

exception of case 1 (the iterative method needed 1 less iteration than the hybrid method).

This means that the approximation given by the coarse NN model can help the iterative

method in reducing the number of iterations. In fact case 2 showed an improvement of 4

times by taking only 2 iterations instead of 8.

In terms of the parameter approximation, comparing the iterative method results with

the hybrid solution, it is possible to see that in the majority of the cases the hybrid model

have slightly better approximations in average. Notice that the hybrid method does not try

to obtain a good estimation for every parameter but rather the entire solution. For example,

in case 3, λsk is closer to the reference value in the first estimation with the NN model

than after running 3 iterations with the iterative method (1.82% difference before and 6.52%

after).

Just like what was seen in section 4.4, the iterative stage of the estimation method using

a coarse mesh generally obtains a good estimation of the geometrical parameters and an

average approximation of the mechanical parameters. The only exception to this was case

3. The average error per parameter is smaller with the NN estimation than the average

error per parameter obtained with the iterative method. This case shows that the average
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Coarse

Cases
Method R H λbr λsk µbr µsk

Avg

Total

Cost

Function
Iterations

1-Close

NN 1.06 8.73 0.67 2.74 1.80 17.10 5.35 8.79e−6 -

IM 1.83 8.95 2.79 5.19 1.31 27.26 7.89 4.35e−6 5

Hybrid 0.05 1.80 3.01 0.84 2.34 15.10 3.86 3.12e−6 6

2-Medium

Far

NN 1.35 3.94 6.02 20.79 4.09 22.78 9.83 8.94e−6 -

IM 1.02 0.52 2.61 4.95 4.19 14.80 4.68 4.01e−6 8

Hybrid 0.20 0.67 4.36 1.67 0.61 16.18 3.95 1.02e−6 2

3-Medium

Far

NN 2.89 9.96 20.38 1.82 10.60 28.18 12.31 1.42e−5 -

IM 0.72 1.34 5.21 5.40 4.20 26.32 7.20 3.5e−6 6

Hybrid 0.80 2.08 4.41 6.52 5.61 23.01 7.07 3.76e−6 3

4-Far

NN 15.44 26.02 40.83 11.99 8.48 47.03 24.96 6.14e−5 -

IM 1.92 0.67 3.88 11.55 5.02 20.65 7.28 4.21e−6 8

Hybrid 1.98 0.67 5.82 8.89 2.21 21.90 6.91 2.31e−6 7

Table 51: Error (%) between the reference parameters and the calculated parameters for the poor
neural network (NN) coarse model estimations. Comparison of the approximation of the
NN, with the iterative method (IM) and with the hybrid method (NN+IM). It is shown
the average error per parameter (avg total) as well as the difference between the estimated
measurements and the reference measurements. The last column show the number of
iterations made by IM in both IM model and the Hybrid model.

error per parameter does not necessarily mean that the value of the cost function will be

smaller, because as mentioned above, the cost function evaluates the difference between

measurements and not parameters.

So, the smaller value of the cost function even with an higher error per parameter pre-

sented by the iterative method, can be explained by the compensation phenomena men-

tioned during the sensitivity analysis in section 4.4.2. The sensitivity analysis showed that

an error of a parameter in a certain direction (+ if larger than the reference value of - oth-

erwise) generates a certain error in the measurements which in turn can be countered (in

a limited range) by errors in other parameters in the opposite direction. Considering this

case, the error caused in the estimated measurements by the −9% error of H (considering

the signal) leads to an error of the minz measurement that would make it smaller than the

reference value. Ignoring momentarily the error of H, the errors of parameters R, λbr and

λsk (+1.83%, +2.79% and +5.19 respectively) would lead the value of minz to be higher

than the reference value. So, combining them, one gets a value of minz that is close to

159



Chapter 7: Hybrid Method

the reference value but that was obtained with parameters that are not exactly close to the

reference parameters.

Medium

Cases
Method R H λbr λsk µbr µsk

Avg

Total

Cost

Function
Iterations

1-Close

NN 0.88 14.48 24.92 2.37 0.46 4.99 8.02 5.60e−6 -

IM 1.52 2.72 9.43 4.30 1.23 14.32 5.59 3.87e−6 7

Hybrid 1.41 1.61 1.54 5.42 1.45 20.96 5.40 3.45e−6 2

2-Close

NN 9.21 1.02 12.02 7.82 8.22 14.84 8.85 7.51e−6 -

IM 0.62 0.30 0.57 0.76 3.02 13.73 3.17 1.14e−6 5

Hybrid 0.28 0.60 3.09 0.76 2.12 11.43 3.05 1.12e−6 2

3-Medium

Far

NN 25.33 24.40 24.48 3.52 8.02 27.48 18.87 4.00e−5 -

IM 5.31 4.94 9.24 8.99 3.41 15.21 7.85 3.56e−6 9

Hybrid 2.08 0.25 4.74 13.51 1.87 12.71 5.86 3.02e−6 5

Table 52: Error (%) between the reference parameters and the calculated parameters for the poor
neural network (NN) medium model estimations. Comparison of the approximation of
the NN, with the iterative method (IM) and with the hybrid method (NN+IM). It is shown
the average error per parameter (avg total) as well as the difference between the estimated
measurements and the reference measurements. The last column show the number of
iterations made by IM in both IM model and the Hybrid model.

Table 52 continues to show a reduction of the number of iterations required by the hybrid

model to obtain an accurate set of parameters when compared to the iterative method.

There are only 3 cases where the medium NN model was not accurate, but 2 of them

(cases 1 and 2) show values of the cost function close to the accuracy threshold value and

with that, the hybrid model only took 2 iterations to refine the NN model results. When

comparing these two cases with the bottom case (medium far estimation by the NN model)

it is possible to see the impact a close estimation can have in terms of the performance

of the iterative method, i.e. closer estimations by the NN model can lead to a significant

reduction in time consumption. Concerning the error per parameter, the results continue to

show that the iterative method aim is not to approximate each parameter to the reference

value but rather the entire set of parameters as a whole.

Table 53 shows the 6 cases were the NN model estimated a set of inaccurate set of pa-

rameters. The results show a similar pattern as the one seen in the previous tables (51 and

52) which is a reduction of the number of iterations of the hybrid model which runs the

iterative method with the initial guess provided by the NN model compared to the iterative

method with a pre-determined initial guess value. These results show once again the im-

pact of the importance of the approximation. In the cases where the NN model estimation
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Thin

Cases
Method R H λbr λsk µbr µsk

Avg

Total

Cost

Function
Iterations

1-Close

NN 0.18 3.02 2.88 12.84 0.14 12.68 5.29 5.09e−6 -

IM 1.00 4.60 6.68 0.76 0.18 9.06 3.71 4.89e−6 14

Hybrid 0.09 2.94 0.42 0.56 0.10 5.39 1.58 3.11e−6 1

2-Close

NN 4.74 0.85 8.89 4.56 2.48 24.20 7.62 1.24e−5 -

IM 0.16 3.15 3.94 5.56 0.09 21.43 5.72 2.45e−6 8

Hybrid 2.83 0.51 3.09 5.28 0.03 18.04 4.96 1.87e−6 2

3-Medium

Far

NN 1.37 8.84 46.36 3.19 0.22 3.73 10.62 6.89e−6 -

IM 1.02 4.24 5.41 2.56 0.67 13.98 4.65 3.22e−6 15

Hybrid 0.67 3.16 1.58 2.12 0.88 17.48 4.32 3.07e−6 5

4-Medium

Far

NN 0.78 11.07 17.26 10.34 2.29 28.62 11.73 9.40e−6 -

IM 3.93 3.07 5.96 0.60 6.21 23.93 7.28 4.63e−6 7

Hybrid 4.52 0.89 7.02 6.46 5.21 28.62 8.79 4.71e−6 2

5-Medium

Far

NN 1.11 19.59 19.27 15.52 4.15 11.97 11.94 2.52e−5 -

IM 0.03 9.46 3.76 8.70 1.99 7.58 5.26 4.16e−6 9

Hybrid 1.20 7.53 5.83 12.28 0.59 14.70 7.02 4.37e−6 6

6-Far

NN 2.20 42.69 9.49 33.04 6.82 40.38 22.44 1.18e−5 -

IM 0.07 1.44 6.34 3.23 7.65 2.89 3.60 1.16e−6 7

Hybrid 0.99 2.17 2.91 4.53 7.45 17.73 5.97 2.95e−6 8

Table 53: Error (%) between the reference parameters and the calculated parameters for the poor
neural network (NN) thin model estimations. Comparison of the approximation of the
NN, with the iterative method (IM) and with the hybrid method (NN+IM). It is shown
the average error per parameter (avg total) as well as the difference between the estimated
measurements and the reference measurements. The last column show the number of
iterations made by IM in both IM model and the Hybrid model.

was close to the reference parameters (cases 1 and 2), the hybrid model just needed 1 or

2 iterations to find a good result. On the other cases where that approximation was not

so good, namely cases 3,5 and 6 the number of iterations increased to 5, 6 and 8 iterations

respectively. Nonetheless it was still a smaller number of iterations when compared with

the standalone iterative method.

7.3 discussion

The iterative method and NN models are capable of providing good estimations of the

breast geometrical and mechanical parameters. The iterative method is robust and reliable
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but is slow. The NN models can provide results very quickly but they do not guaranty that

the estimated parameters are accurate.

The hybrid model presented in this chapter combines these methods. It uses the NN

models to obtain a fast estimation of the parameters which is accurate in 99% of the cases,

and on the other 1% it reduces the number of iterations required by the iterative method

to find an accurate solution. Moreover, the iterative method serves as a validation for the

estimations performed by the NN model.

This new approach of estimating the breast parameters show the potential of combining

ML methods and models, like NN, together with other numerical methods, as the iterative

inverse problem solver, to create more efficient estimators/predictors.

The tests performed with this new model are very good and show great potential of its

usage in real situations. Future work would involve testing this new approach with real

breast as well as look into other possibilities that were not explored (for example, other ML

algorithms or other inverse problem solvers).
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R E A L A P P L I C AT I O N S W I T H A W E B P L AT F O R M

A large spectrum of numerical tools to simulate the breast reduction was developed and

the final goal is to carry out simulations in relation with concrete situations, namely real

surgical acts on the breast involving knitting and suturing with patient. For instance, the

model presented in chapter 3 was confronted to real cases and the results were reported

in Lopes et al. (2017a,b). One highlights that the comparison with real cases was only

possible thanks to the pictures provided by Hospital de Gaia, and more specifically the data

collected by Dra. Augusta Cardoso among her patients that consent to pose for pictures.

Dra. Augusta Cardoso has made an important contribution to this research project enabling

all the validations with concrete cases.

Along with this goal, an ecosystem was designed and implemented around a friendly-

user web platform to provide simulations of the breast reduction. Such an ecosystem is

dedicated to doctors and surgeon to easily plane the operation and experiment different

options to assess scenarios and prevent possible aesthetic and functional problems with the

surgery. This platform allows doctors from Hospital de Gaia to perform tests and report on

the validity of the obtained results. The results obtained with real life cases and the testing

of the web platform is reported in this chapter.

8.1 surgery simulation of real life cases

Breast reduction is a common procedure in plastic surgery to achieve medical and/or aes-

thetic weight diminution. It consists in removing excessive fat, glandular tissue and skin

from the breasts to relieve the tension from the vertebral column and reduce large defor-

mation effect on the breast shape. The surgeon makes a set of precise cuts and removes

excess tissue. After that, the suturing process allows to achieve the desired shape and a

new position for the nipple-areola complex (Cardoso et al. (2013b)). A breast model and

the boundary conditions of the breast reduction surgery problem were already presented

in chapter 3. This section presents the simulation of breast reduction surgeries and the

comparison of the results with the real life cases.
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8.1.1 Surgery Characteristics

Breast reductions surgeries are planned during consultations were the surgeon performs

calculations which are reflected by markings on the breast. These lines show the cuts that

will be performed as well as the location of the new nipple position (figure 45). A breast

Figure 45: Breast reduction surgery planning marks on a patient. Usage of rulers to be able to
obtain the measures from photographs. Photography taken by Dr. Augusta Cardoso and
reproduced with kind permission from Hospital de Gaia.

reduction surgery can be divided into three different stages:

1. Pre-surgical stage: At this stage, the surgeon measures the breast and performs some

calculations regarding to the new position of the nipple which is generally above the

previous nipple position (Cardoso et al. (2013b)). From that position the surgeon

draws lines to the right and left following a trajectory that makes an angle with the

medium line (line between the nipple and the sternal notch) which, in the analysed

cases, are situated between 25 and 50 degrees. In most cases, the right and left angle

of the drawn lines are very similar, with some exceptions where the difference may

reach a maximum of 5 degrees. After the lateral lines drawing, cuts from the base

onto the breast frontal are printed;

2. Surgical stage: The surgeon performs cuts on the frontal and lateral incision lines and

removes tissue (glandular tissue and fat). Then it sutures the frontal lines together

with special caution to guarantee the end of each lateral line matches each other.At

last, the practitioner sutures the lateral lines onto the torso which will be the new

inframammary fold;

3. Post-surgical stage: After the surgery the breast is swollen and along several weeks,

the doctor accompanies the patient, evaluating the breast tissues rearrangement. After
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a period that can be of several months, if the surgery was not successful (for example,

the nipple remained in a bad position in aesthetic terms) then the surgeons plans an

additional surgery to correct the problem.

8.1.2 Simulation and Evaluation

The numerical method presented in chapter 3 simulates the second and third stage of the

surgical procedure by receiving the data from the first stage, i.e. the information about the

breast biomechanical parameters and the cuts to perform. It carries out the suturing of the

incised surfaces to obtain the new breast and then applies the gravity force to compute the

shape of the breast after the surgery. Figures 46 and 47 display an example of the markings

drawn by the surgeon on the patient’s breasts during the pre-surgical consultations.

Figure 46: Scheme of the breast with the incision parameters and the points used to generate the
breast mesh. On the left is the breast frontal view while on the right is the breast side
view.

Anthropological information with respect to the size of the breast are key elements for

the software to generate the mesh. FP and FL assessments enable the localisation of the

new nipple position, while angles αL and αR are used to obtain the angle of the frontal

incisions of length LL. The lateral incision that will be sutured to the torso during the

surgical procedure, goes from the end of the frontal incision and extends to an incision

point situated on the breast’s base and characterise with coefficient d. Figure 48 displays

the markings made by the surgeons that enable to define the reference points used to

generate the breast mesh.

• Point A: new position of the nipple;

• Point B: top middle point of the breast that is located on the torso;
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Figure 47: Picture of the real breast with the markings and the scheme values represented. Photogra-
phy taken by Dr. Augusta Cardoso and reproduced with kind permission from Hospital
de Gaia.

• Point CL: point on the base of the breast that marks the start of the left lateral incision;

• Point CR: point on the base of the breast that marks the start of the right lateral

incision;

• Point DL: point on the breast that marks the intersection between the left lateral and

frontal incisions;

• Point DR: point on the breast that marks the intersection between the right lateral and

frontal incisions;

• Point E: projection of the position of the nipple on the torso;

• Point O: centre of the sphere used to generate the round shape of the breast.

In the mesh generator software GMSH, one uses parametric expressions to create lines and

arcs as well as the surface. At last, the listing the surfaces provide the three dimensional

shape. One generates a mesh constituted of tetrahedral elements of the breast and triangles

for the faces. At the end of this process one obtain a complete mesh of the incised breast.

To simulate the suturing process, the breast model presented in chapter 3 uses the me-

chanical parameters of the breast fat and glandular tissue (λbr, µbr) as well as the mechanical

parameters of the skin (λsk and µsk) to model the behaviour of the mesh elements. These

parameters are used not only for the suturing process but also to obtain the breast configu-

ration when under gravity.
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Figure 48: Breast Geometry skeleton made by the points obtained with the markings done by the
surgeons on the patient’s breasts.

Manual Parameter Tuning

As a first guess, the parameters are deduced from observation and tune with successive

optimisation, i.e. the values of the parameters are adjusted until the visual aspect of the

digital model matches the visual aspect of the real breast. To generate the digital breast,

one uses the breast model circumscribed to the boundary conditions of section 3.3. Such a

breast mesh is defined in a free-stress state and undergoes a transformation by applying the

gravity field which displaces the nodes until the strain energy is minimal. Different values

of the parameters lead to visually different breasts that are tuned by successive approxima-

tions. One example of the estimation of the parameters using a manual optimisation can

be seen in figure 49.

Figure 49: Visual Comparison of a patient’s breast before the surgery with the digital model. Digital
model on top of the patient’s right side breast. Photographies taken by Dr. Augusta
Cardoso and reproduced with kind permission from Hospital de Gaia.

167



Chapter 8: Surgery Simulation of Real Life Cases

The pictures show a frontal and lateral view of the patient’s breast before the surgery. To

obtain this digital breast, the six parameters used were Λ
real = (R = 0.1, H = 0.04, λbr =

8000, µbr = 800, λsk = 8000, µsk = 1600). One obtains a digital breast that fit with the real

breast, specially with respect to the volume. However, the lateral view indicates that the

real breast is not as smooth as the digital breast. The patient was submitted to a breast

reduction procedure with nipple repositioning 3cm above its original position while frontal

cuts are originated by a 45 degrees angle with a length of 8cm. After 18 months the patient

went back for a checking and the doctor took another set of pictures to record the final

shape of the breast (see figure 50).

Figure 50: Visual Comparison of a patient’s breast 18 months after the surgery with the digital
model. Digital model on top of the patient’s right side breast. Photographies taken by Dr.
Augusta Cardoso and reproduced with kind permission from Hospital de Gaia.

Comparing the digital model with the real breast after the surgery, it is possible to ob-

serve a good fitting between the two shapes. The nipple is well-positioned and the lower

part (infra-breast zone) is also correctly positioned. However, the volume is slightly larger

than the one measured on the breast along with a small difference on the superior part

of the breast. Such errors may be derived from the finite element approximation errors of

the breast parameters as well as the approximation of incision parameters. Different skin

mechanical parameters may also produce better visual aspect and underline the difficulty

for well tuning the breast model parameters using only visual rule of thumb.

Parameter identification

In chapters 4, 6 and 7, numerical procedures have been developed to determinate the breast

parameters with higher accuracy. They require more information for achieving the es-

timates and rough anthropological data are unsatisfactory. The parameter identification

requires measures taken in different positions (standing up, bend forward and in prone po-

sition) and additional set of measurements per patient are necessary. These measurements
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can be collected from photos with metric references that allow to convert the distance in pix-

els to real measurements.Examples of frontal and lateral views of the breast are displayed

in figure 51. For each different position, one gathers 5 measurements. Assessments of miny,

Figure 51: Visual Comparison of a patient’s breast 18 months after the surgery with the digital
model. Digital model on top of the patient’s right side breast. Photographies taken by Dr.
Augusta Cardoso and reproduced with kind permission from Hospital de Gaia.

minz and maxy can be directly obtained from the pictures while the volume and surface

area the breast have to be calculated. The volume is obtained with an anthropometric data

and a formula proposed in Kayar et al. (2011):

volume =
π

3
·min2

y(IR + LR + MR−miny) (68)

where IR represents the inferior breast radius (calculated from the inferior frontal perime-

ter), LR represents the lateral breast radius which is approximated to have the same value

as IR and MR which is the medial breast radius and that is obtained with the top frontal

perimeter.

The breast skin surface area is similarly calculated using a simplification of the breast

shape under gravity: The lower part of the breast up to the nipple is assumed to be a half

sphere and the rest of the breast surface area is approximated to two thirds of the lateral

side of a cylinder whose height is the same as the top frontal perimeter:

area =
4

3
π · BR · TR + 2π · IR2 (69)

where BR represents the radius of the base of the breast and TR is given by the top frontal

perimeter (line between the nipple and the middle top part of the breast). The measure-

ments obtained from the pictures and from the formulas are approximations to the real

values and therefore the final results will also be an approximation to the volume and area.
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The parameter estimation method was tested in a real case situation with the patient

shown in figure 45. Several pictures were taken before and after the breast reduction

surgery. However, due to practical difficulties, only two positions were photographed:

standing up and bending forward. For the prone position measurements, an interpolation

was done which is based on the values of the many cases used to train the different NN. In-

deed, a relation between the measurements for the three positions have been deduced and

estimates of the unknown measurements for the prone position was calculated in order to

deliver the measures vector (M). Applying the hybrid model presented in chapter 7, one

gets an estimate for the breast parameters which are reported in table 54.

R H λbr λsk µbr µsk
Cost

Function
Iterations

Coarse 0.0731 0.0803 1068 2702 394 2330 4.25e−6 5

Medium 0.0640 0.0892 1081 3344 327 2726 8.59e−7 0

Thin 0.0650 0.0895 1155 4039 334 2930 3.94e−6 2

Table 54: Estimated parameters by the hybrid model considering three mesh sizes (coarse, medium
and thin) and the differences between the estimated measurements and the reference mea-
surements (Cost Function) as well as the number of iterations necessary to produce an
accurate result.

To check the quality of the estimated parameters Λestimated provided by the hybrid model,

one computes the breast under gravity for the three positions with the numerical model

and deduce the 15 associated measures M(Λestimated). Then the relative difference between

the experimental measures M and M(Λestimated) provides the error between the model and

the reality. Table 54 shows that the estimated parameters obtained with the hybrid model

are very good since they are below the error threshold of 5e−6 which yields that the differ-

ences of measurements are smaller than one millimetre. The estimation using the medium

size mesh was instantaneous while the one using the coarse and thin meshes took 5 and 2

iterations respectively. The digital breast is compared (visually) with the real case picture

in figure 52 for two different positions (standing up of the left picture and bending forward

approximately 45 degrees on the right picture). An excellent fitting between the digital

breast and the real one before the surgery is observed. The digital model not only approxi-

mates the volume but also the shape. On the right picture, the patient is bending forward

and small differences on the top part of the breast are visible. Such an deviation may result

from the approximations of the measurements and the interpolation of the measurements

of the breast assuming the patient in a prone position.

The breast reduction surgery was made using an frontal cut angle of 40 degrees as well

as a value of FL of 11cm, a value of LL of 9.5cm and a value of d of 3cm. Using these

parameters with the breast model of chapter 3 one obtained a digital model representing
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Figure 52: Visual Comparison of a patient’s breast before the surgery with the digital model with
the estimated parameters. Digital model on top of the patient’s right side breast. Pictures
of the patient standing up (left) and bending forward 45 degrees (right). Photographies
taken by Dr. Augusta Cardoso and reproduced with kind permission from Hospital de
Gaia.

the breast after surgery. The visual comparison of the patient’s breast and the digital model

is displayed in figure 53.

The visual aspect is quite satisfactory, with a special mention for the nipple position

which is very well located. The volume of the breast is also very similar and one only notices

some few differences between the final shape of the digital breast with the real one (on the

top part of the breast) that may derive from the bruising still visible on the breast which can

make the breast swollen, i.e. the shape of the breast may not be the same after a recovery

period. Nonetheless the approximation is really better with the parameters estimated using

the method proposed in chapters 4 and 6 in relation with the breast shape obtained with

the ”try and check” optimisation. Numerical method that enable to establish an accurate

breast model with correct parameters deriving from simple measurements obtained during

consultations turns to be an important predictive tools for real life applications.

8.2 web platform

Breast reduction surgery is a complex plastic intervention that requires surgeon’s experi-

ence in order to achieve functionally and aesthetically good results. Computer simulation

program based on biomechanical models allows one to better understand the influence

of preoperative key parameters on the post surgical breast geometry of the patient. Sim-

ulation of scenarios with different preoperative markings could prevent errors during the

intervention planning or to add modifications when the objective was not achieved. Further

real-time simulations will ease decision-making and will allow error correction during the
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Figure 53: Visual Comparison of a patient’s breast with the digital model with the estimated pa-
rameters. Digital model on top of the patient’s right side breast. Pictures of the patient
standing up with a frontal (left) and lateral view (right) taken a short period after the
surgery. Photographies taken by Dr. Augusta Cardoso and reproduced with kind permis-
sion from Hospital de Gaia.

interventions. However the interaction between the researchers and the doctors is limited

to time and space restrictions (they usually work in different locations). To provide the fully

accessible expertise tool, a web platform was developed.

8.2.1 Objectives

The main objective of this platform is to provide 24h/24h available tool via any browser

to use the breast model and experiment scenarios. The tools have to be user-friendly, well-

adapted to the health context in order to be employed in an autonomous way. The easy

accessibility of such platform allows doctors to experiment different surgery approaches at

any time and anywhere. Moreover, they can validate results and provide feedback more

quickly (saving the necessity to meet in person with the researchers). Alterations were

made to the code (like the optimisation proposed in chapter 5) in line with the doctors

feedback to correct visual bugs and small defaults. Other possible usages of this type of

platform include:

• Helping surgeons to prepare future breast surgeries;

• A tool for medical students to gain experience and develop sensitivity regarding

breast surgical techniques and a new insight to the breast behaviour;

• A virtual environment that allow doctors and surgeons that live in different countries

to share information about breast surgeries they’ve performed.
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8.2.2 Platform Structure

The web platform provides a user-friendly tool to test the breast model and simulate breast

reduction surgeries. This platform is located at http://surgery.natura2.di.uminho.pt/vaps.html

and composed of several components:

• Interface;

• Breast Simulator Code;

• Server Code.

The interface consists in web pages that were created using Hypertext Markup Language

(HTML) and Cascading Style Sheets (CSS) to design the page structure, Three.js library and

the WebGL API to render the breast meshes (pre-surgery breast, incised breast, sutured

breast and post-surgery breast) and other JavaScript code to improve the pages perfor-

mance (e.g. responsiveness). Figure 54 depicts the web platform interface. The simulation

Figure 54: Web platform interface.

parameters are located in the left panel, the digital breast is drawn in a central position. In

the right panel there are buttons to provide help for manipulating the mesh (like drawing

axis or placing the mesh in a frontal position) and 4 buttons that allow to change the breast

view between the pre-surgical breast as well as the breast with incisions, the sutured breast

and the breast after the surgery.

The breast simulator code receives the input from the web page and runs the code that

will generate the breast mesh which in turn is displayed in the web page. The code is
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divided into different GMSH and C++ files responsible for performing the different opera-

tions. The GMSH files contains the breast geometric parameters that run with the GMSH

software to generate the mesh. One file generates the breast geometry before the surgery oc-

curs (scheme based on figure 26 of subsection 4.2.1) while an other file generates the breast

geometry with the incisions (scheme based on figure 46 of section 8.1). Those files are then

used by the C++ compiled code to simulate the breast behaviour (in the pre-surgical breast

simulating the breast under gravity and for the incised breast simulate the suturing process

as well as the effect of gravity on the sutured breast).

The server code implemented in Hypertext Preprocessor (PHP) handles the flow from

the simulation code and operates the background methods by enabling the communication

between the interface and the simulator code. The PHP scripts also ensure that multiple

users can use the platform at the same time by managing temporary copies of the key files

that are associated to a session id. This way, many users can perform their tests without

the possible interference of others.

Simulation Parameters

To perform a numerical surgery for suturing the breast, the operator has to set different

values onto the various simulation parameters:

1. Breast geometry;

2. Knitting and cutting parameters;

3. Mechanical Parameters;

4. Gravity Field.

After the practitioner validation of the data, the breast geometry lies on two parameters:

diameter of the breast’s base and the frontal perimeter of the breast (figure 55). All the

coefficients derive from the R and H parameters used in the breast model of chapter 4.

In the web platform, those values are given in millimetres and in the geometry section of

the simulation parameters the user can also choose the mesh granularity (coarse, medium

or thin). It is important to mention that this platform does not still possess the implicit

mechanism to estimate the breast parameters from a set of 15 measurements. This will only

be implemented in a future version.

After setting the geometrical parameters then the user can set the incision parameters

which can be seen in figure 56. Except for the cut angle which is in degrees, the other

incision parameters such as the frontal distance (FL), the lateral incision length (LL) and

the height of the back incision (d) are set in millimetres. FL is a knitting condition which

is parameterised to set the new nipple position. The angle of the incisions (α) depends

on the amount of breast mass the surgeon plans to remove. The lateral cut is controlled
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Figure 55: Web platform breast geometry interface inputs.

Figure 56: Web platform breast incision interface inputs.

by the junction line between the thorax and the breast and the end of the frontal cuts

parameterised with LL. Notice that the surgeon tries to balance the amount of tissue to

remove so that a natural final shape can be achieved.

After fixing the geometry, the user go on to the mechanic pan and setup the parameters

(figure 57). The physical coefficients of the breast fat and glandular tissue λ and µ (which

are the same as the parameters λbr and µbr of the model in chapter 3), the ones of the breast

skin λp and µp (which are the same as the parameters λsk and µsk of the model in chapter

3), and additional parameters such as the skin thickness, the value of the Chassaignac coef-

ficient and the value of the breast density (ρ). The surgeon can also use an complementary

offline software such as parameter identification methods to feed the data or they can tune

the parameters with successive experiences in order to reproduce a breast shape that better

suits the real breast.

The last section corresponds to the gravity field definition. As shown in figure 58, gravity

is a vector that enables to represent the patient position, i.e. standing up, lying down and

bending forward.
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Figure 57: Web platform breast mechanic interface inputs.

Figure 58: Web platform breast gravity interface inputs.

Breast Mesh

The WebGL API renders the breast’s mesh on the local computer. There are however 4

different breast meshes which represent the different stages of the breast surgical procedure:

pre-surgical breast; incised/cut breast; sutured breast and post-surgical breast. When first

accessing the web page, it allows the user to see the pre-surgical breast and the incised

breast according to the default parameters (figure 59). The pre-surgical breast (left image

on figure 59), as a companion small view of the breast with incisions on the lower right

corner. This view mode can be accessed by pressing the ’Pre Breast’ button. To obtain an

alternative view of the breast with cuts, the ’Cut Breast’ button is activated and displays

the mesh with more details (right image on figure 59).

Once activating the simulation button, the breast simulation code runs, performs the

suturing leading and displays the final results of the surgery simulation (figure 60). Com-

parisons between figures 59 and 60 exemplified the colour system used with the ’Sutured

Breast’ and ’Post Breast’ and optional click enables to change from red to blue. The user

can see the sutured breast in a free stress state (left image of figure 60) and under gravity
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Figure 59: Web platform rendering of the pre-surgical (left) and incision (right) breast meshes.

Figure 60: Web platform rendering of the sutured breast (left) and the post-surgery breast (right).

(right image of figure 60). When the simulation ends, the portion of removed breast mass

is report in a green rectangle the value (in millilitres).

Helpers

The platform also includes helpers in the form of diagrams and explanatory text. Figure 61

gives an example of a text helper which is triggered when the mouse hovers above the label

of an input field, in this particular case above the cut angle α. The platform also has an

instruction helper which can be triggered by pressing the button ’show help’ on the right

panel. Figure 62 shows the instructions that can help beginner users that might not know

how to perform simulations. A complementary helper is given by a diagram as it is shown

in figure 63. This diagram shows a frontal and lateral view of the breast with incisions

helping to explain what some of the parameters (geometrical and incision/cut) mean. It

is displayed when pressing the ’show diagram’ button on the lower left corner below the

’Simulate’ button.
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Figure 61: Web platform text helper.

8.2.3 Workflow

When a user accesses the web platform, he/she receives a session id handled by a PHP

script. This script creates a folder where one stores the files to be read by the C++ codes

when running the simulations. These files include the storing of the breast simulation

parameters used to execute the simulations.

To perform a breast reduction surgery simulation, the user has to setup the simulation

parameters and then press the ’Simulate’ button to run the C++ code that performs the

suturing and simulates the effect of gravity on the sutured breast. As figure 64 shows,

when the simulation step is activated, it triggers a green rectangle that informs the user

that the server is running the simulation. On the background, the compiled program that

performs the suturing and gravity simulation reads the files with the submitted parameters

and completes the simulation process generating the breast mesh files. When the simulation

completes, the PHP script returns information to the local browser and updates the page

(namely the ’Sutured Breast’ and ’Post Breast’ buttons). Then the user see the result of

the surgical simulation and if eventually repeat or test other scenarios by modifying the

simulation parameters and re-run the code.
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Figure 62: Web platform user instructions.

Figure 63: Web platform cut diagram.

8.3 conclusions

Surgical simulations represent a crucial predictive tool to prepare and design a surgery

act by reducing the risk and increasing the predictability of the surgery. Comparisons are

drawn between predictions and real situations to assess the efficiency and the accuracy of

the method to provide the final shape of the operated breast. Parameter identifications

such as the mechanical parameters of the breast turn to be a crucial goal since their values

dramatically change with the person and have to be provided for each patient in order to

obtain a more suitable simulation.

The estimation of the breast parameters using tuning by iterative experiences indicates

that it is possible to approximate the breast model parameters in such a way that the digital

breast better fit with the real breast. However such a process can be very time consuming

and, for users that are not familiar with the breast model, it is easy to achieve satisfactory

results. The hybrid estimation method presented in chapter 7 is quite efficient and demon-

strates the potential that this method will have in the future. The number of tests made

with real cases is still in progress to completely validate a reliable method but the results

are promising.

Simple access and friendly user tools are necessary to enable the surgeon to adopt and

efficiently use numerical tools. A Web support simulator for breast knitting has been de-

veloped and surgeon experiences were reported. The digital breasts that were used as
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Figure 64: Web platform simulating the surgical procedure.

comparison with the real life cases in section 8.1 were created using this platform. The web

interface has multiple usages that can benefit not only the doctors but also medical students

and ultimately the patients.

Future work includes the development of more features and the improvement of the web

platform. Additional tests with real life cases are necessary to ensure the effectiveness of

the parameter estimation method. Moreover the fact that the process of estimating the pa-

rameters requires 15 measurements can also be improved. Indeed, a 8 or 10 measurements

for parameter identification would be more easier in practice. It is the main reasons why

that parameter identification method was not yet implemented in the web platform but

future version will include the feature.
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The breast mechanical behaviour is a complex system to reproduce numerically. The vari-

ous studies point out that modelling every breast tissue and mechanics is still intractable,

hence, every model in literature is based on a set of simplifications. These models showed

that they can reproduce the behaviour of breasts with some accuracy. However most of

them are very complex and their application is sometimes very restrictive.

The breast model developed in the scope of this project allows to accurately predict

the behaviour of the breast, given the surgical parameters (in this particular case breast

reduction surgery parameters). The simplicity of the model and the assumptions made,

namely the approximate spherical shape of the breast in a state of free stress and the new

knitting conditions provide a good approach to the development of a simple breast model

that reproduces the behaviour of the breast tissues.

The overall performance of the simulation method is good although in the first versions

of the code it could took a few minutes to process data for meshes with just a 1000 nodes.

The results of the model performance show the ability of the model to guide surgeons for

planing surgeries. It also provides an helpful medical assistant for students to gain some

experience and develop a certain sensitivity when studying surgical cases.

A new parameter identification method for estimating the geometrical and mechanical

parameters of a breast model in function of measurements performed by doctors during

consultations was presented and analysed. Such parameters are involved in the numerical

model to accurately evaluate the breast deformation after suturing. The accuracy of the

model in representing not only the breast shape and size but the behaviour as well enables

the surgeon to evaluate complex situations and adapt procedures. It reduces the probability

of making errors and gives a visual expectation of the final shape post surgery. The method

allows doctors to handle virtual breast without needing to wait for long (mainly in terms

of waiting periods) and expensive exams such as MRI and CT scans.

The optimisation of the code architecture was very successful. With the times of the new

simulation it is possible to perform the estimation of parameters more quickly (10 minutes

instead of 7 hours for a coarse mesh). The change of the data structures proved to have a

great impact in the code. The exploit of the vectorisation units of the modern CPU showed
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improvements as well as the parallelisation of the code, with the latter having an higher

impact in terms of overall performance. The implementation of a code in the GPU showed

an alternative method whose results show a potential usage with more refined meshes in

the future.

However, despite the great speedup obtained, the breast simulation code architecture was

not good enough to provide a real-time response, specially for the process of estimating

the breast parameters. The NN approach offers an alternative way to efficiently assess

the mechanical and geometrical parameter of the breast model by returning a very good

approximation in real time. The comparisons that were drawn between the two methods

clearly point out in favour of a neural network method. Such a conclusion does not mean

that classical bio-mechanical models should be discarded.

Despite being very fast, the NN models can sporadically provide poor estimations, while

on the other hand, despite being reliable, the iterative method can take hours to estimate

the breast parameters. Combining these two methods, one obtains a new hybrid model

which has the strengths of both. The NN is used to provide a first instantaneous estimation

of the parameters which are then used by the iterative method to refine and ensure the

quality of the estimation. The tests show that the NN trained models can obtain a fast

estimation of the parameters which are accurate in 99% of the cases, and on the other 1%

it reduces the number of iterations required by the iterative method to find an accurate

solution. This new approach of estimating the breast parameters show the potential of

combining ML methods and models, like NN, together with other numerical methods, as

the iterative inverse problem solver, to create more efficient estimators/predictors.

Comparisons are drawn between predictions and real situations to assess the efficiency

and the accuracy of the method to provide the final shape of the operated breast. Param-

eter identifications such as the mechanical parameters of the breast turned to be a crucial

goal since their values dramatically change with the person and have to be provided for

each patient in order to obtain a more suitable simulation. The estimation of the breast

parameters using tuning by iterative experiences indicates that it is possible to approximate

the breast model parameters in such a way that the digital breast better fits the real breast.

However, such a process can be very time consuming and, for users that are not familiar

with the breast model, it is not easy to achieve satisfactory results. The parameter estima-

tion method presented in chapter 7 is quite efficient and demonstrates the potential that

this method will have in the future. The number of tests made with real cases is still in

progress to completely validate a reliable method but the results are promising.

Simple access and friendly user tools are necessary to enable the surgeon to adopt and

efficiently use numerical tools. A Web support simulator for breast knitting has been de-

veloped and surgeon experiences were reported. The digital breasts that were used as

comparison with the real life cases in section 8.1 were created using this platform. The web
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interface has multiple usages that can benefit not only the doctors but also medical students

and ultimately the patients.

9.1 future work

Despite the good results, there is still work to make the breast model more robust, namely

additional tests to consolidate the work already done in this project. There were some

considerations made regarding the breast model which concerns its evolution in a poste-

rior phase. This includes the study of other breast structures like Cooper’s ligaments or

exploring other primitives like splines or ellipsoidal shapes.

Concerning the parameter estimation method, the results obtained are very positive and

show that the method has potential for usage in real life cases. There are still some aspects

of the method that can be improved, namely the measurements used to estimate the breast

parameters which some are not ideal, specially relating to µsk. In terms of the lack of

influence that some measurements have in some parameters, the issue can be solved by

considering and testing other measurements like the frontal perimeter of the breast or even

the lateral contour of the breast (convexity of the shape) as well as removing the measures

that have small to no effect. Moreover the fact that the process of estimating the parameters

requires 15 measurements can also be improved. Indeed, a 8 or 10 measurements for

parameter identification would be more easier in practice. Besides these issues, there are

other aspects that were considered but that are out of the scope of this project which include

adding additional parameters to the breast model and finding the least amount of measures

in order to obtain a good estimation.

As future work, it would also be interesting to consider other measurement method to

assess the values of the bio-mechanical parameters such that the Inverse Problem becomes

less sensitive to the volatility of some parameters such as µsk (improve the solvability and

conditioning). One other aspect is the impact assessment of these models for real-life cases

as well as the elaboration of a data set with real life cases.

Additional work includes the development of more features and the improvement of the

web platform. It is the main reasons why that parameter identification method was not yet

implemented in the web platform but future version will include this feature.
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the aesthetic evaluation of breast cancer conservation treatment: A technological review.

Current Medical Imaging Reviews, Volume 9, Issue 1, pages 32–46, 2013. doi: 10.2174/

1573405611309010006.

OpenGL: Compute Shader. Compute shader, 2018. URL https://www.khronos.org/

opengl/wiki/Compute_Shader.

J.D. Owens, M. Houston, D. Luebke, S. Green, J.E. Stone, and J.C. Phillips. Gpu computing.

Proceedings of the IEEE, 96(5):879–899, 2008. doi: 10.1109/JPROC.2008.917757.

G.C. Papanicolaou and S.P. Zaoutsos. Viscoelastic constitutive modeling of creep and stress

relaxation in polymers and polymer matrix composites. In Creep and Fatigue in Polymer

Matrix Composites. Woodhead Publishing, 2001. ISBN 978-1-84569-656-6.

Guillaume Picinbono, Jean-Christophe Lombardo, Hervé Delingette, and Nicholas Ayache.
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