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Abstract

“HealthAdvisor” — Development of Central Services

Over the last years, there has been an increase in popularity of online platforms that enable users of the
most varied economic activities (e.g. restaurants, bars, shops, shopping centers, nightlife, etc.) to evaluate
the quality of the service received. Thus, based on the community’s aggregate of opinions, the user can
then make a more informed decision when opting between a wide variety of competing services.

However, the field of medical services and health is one of the economic areas where this proce-
dure isn't widely adopted. Consequently, the goal of this work is to develop an intelligent technological
solution centered on the user, that allows the registration, evaluation, and recommendation of healthcare
institutions.

In this work, we present a platform called HealthAdvisor. This platform is comprised of a web User
Interface, a Recommender System that generates recommendations for the user, and a backend service
that supports both of these components by providing and exposing multiple REST APIs (Representational
State Transfer Application Programming Interfaces). By using this solution, it is possible for a user to search
for healthcare institutions, read the reviews of institutions made by other users, provide their own reviews,

and receive recommendations based on their user profile as well as their past usage of the service.

Keywords: Recommender systems, user-generated content, healthcare, RESTful APls




Resumo

‘“HealthAdvisor” — Desenvolvimento dos Sistemas Centrais

Nos ultimos anos, tém vindo a ganhar popularidade varias plataformas online que possibilitam aos utiliza-
dores de servicos das mais variadas areas de atividade econdmica (e.g. restaurantes, bares, lojas, centros
comerciais, diversao noturna) avaliar o servico recebido. Desta forma, com base no agregado das opinides
disponibilizadas pela comunidade, o utilizador podera tomar uma escolha mais informada no momento
da decisao entre os varios servicos disponiveis.

No entanto, uma das areas onde este processo nao esta a ser amplamente utilizado prende-se com
a area dos servicos médicos e de saude. Assim sendo, o objetivo deste trabalho é o desenvolvimento
de uma solucao inteligente centrada no utilizador, que permita o registo, avaliacao e recomendacao de
instituicdes de saude.

Neste trabalho, apresentamos uma plataforma chamada HealthAdvisor. Esta plataforma é composta
por uma interface de utilizar web, um sistema de recomendacédo que gera recomendacdes para o utiliza-
dor, e um servico de backend que suporta estes components através da disponibilizacado de REST APIs
(Representational State Transfer Application Programming Interfaces). Através da utilizacao desta solucao
¢ possivel ao utilizador procurar instituicdes de saude, ler as avaliacdes a instituticdes feitas por outros uti-
lizadores, submeter as suas proprias avaliacdes e obter recomendacdes baseadas no seu perfil de utilizar

e historico de utilizacao do sistema.

Palavras-chave: Sistemas de recomendacéo, Contetdo gerado pelo utilizador, saude, APls RESTful
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Chapter

Introduction

1.1 Context and Motivation

Consumer protection is one of the concerns of today’s societies. More specifically, one of the fundamental
pillars of consumer protection is the consumer’s right to information. This right is enshrined in law both in
Portugal - through Article 60 of the Constitution of the Portuguese Republic 1, as well as Lei n.° 24/96

112) _

("Lei da Defesa do Consumidor , but also in the European Union itself 3,

However, nowadays, there are multiple technology platforms — such as TripAdvisor 4 or Foursquare5 -,
that have proved to be valuable tools for the consumer through the possibility of consulting and submitting
reviews on services and institutions.

Through the application of the fundamental concepts of the so-called Web 2.0 (e.g. user-generated
content, participatory culture, ease of access and use, etc.), this type of platform has made a positive
contribution to increasing the amount of information available to consumers (despite the risk arising from
fraudulent reviews).

However, there is still room for maneuver in order to extend the positive contribution of these types of
platforms to other areas of economic activity — such as healthcare - with the help of emerging technologies

such as Recommender Systems.

Uhttps://www.parlamento.pt/ Legislacao/ Paginas/ ConstituicaoRepublicaPortuguesa.aspx#art60
Zhttps://dre.pt/pesquisa/-/ search/ 406882/ details/ maximized
3https://ec.europa.eu/info/law/law-topic/consumers,/ consumer-contract-law/ consumer-rights-directive_en
“hitps:/ /www.tripadvisor.com/

Shitps://foursquare.com;/ city-guide
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1.2 Objectives

The main objective of this work is the development of a technological solution that allows the interaction
of a community of users around the most diverse services in the health field. In this context, the main
functionality delivered should be order to provide the user the possibility to review and evaluate the service
received.

Through the application of techniques related to Recommender Systems, it is also intended to enrich
the final product with more technologically advanced capabilities, such as, for example, the detection of
behavior patterns in the use of the platform by the community.

Another objective is to create a technological solution that is designed and focused on the health area,
but which cornerstone — based on the previously described concepts (such as user-generated content and
Web 2.0) -, makes it possible to extend this solution to other areas of economic activity, in a facilitated

manner.

1.3 Document structure

The present document is divided into four chapters. In Chapter 2 (p. 3) the study of the State of the Art
is presented. This chapter provides a comprehensive view on the topic of Recommender Systems, as well
as its real-world applications in the fields of healthcare and travel. Chapter 3 (p. 17) describes in detail the
implementation of the HealthAdvisor platform. It begins by describing the models of the system, as well
as its architecture. Then, it presents the different components that comprise the project — HealthAdvisor
Frontend, Backend, and Recommendations —, taking a closer look at the recommender system in the
following section. At the end of this chapter, the cycle from the collection of usage data to the generation
of new recommendations is presented. Finally, Chapter 4 (p. 66) focuses on summarizing the work done,
evaluating the objectives that were completed, as well as presenting ideas for future work on this project

and topic.
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State of the Art

2.1 Recommender Systems Definition

According to Ricci et al. [19], "Recommender Systems are software tools and techniques providing sugges-
tions for items to be of use to a user. The suggestions relating to the various decision-making processes,
such as what items to buy, what music to listen to, or what online news to read”.

The main objective of a Recommender System (RS) is to predict the preference a user would give to a
certain item, generating a recommendation.

In a general sense, a Recommender System (RS) can be used as a means to maximize sales and
increase user engagement and satisfaction of its users. Such systems can benefit both the users — as well
as the recommendation provider - by, for example, suggesting new items, identifying items users did not

know about, and targeting users with relevant sales and promotions.

2.2 Recommender System Paradigms

There are multiple types of Recommender Systems. Some examples of these different paradigms are
Collaborative Filtering (2.2.1), Content-based Filtering (2.2.2), and Hybrid Recommendations (2.2.3).

2.2.1 Collaborative Filtering

Collaborative filtering is one of the most common and successful recommender system techniques [19]
[2] [13] [23].
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By using this technique, recommender systems generate new recommendations for a given user by
taking into account the items that other users with similar tastes have liked in the past.

The user-item interaction matrix is the name given to the data structure that is used to learn the users’
preferences, predict new ratings, recommend items to users and evaluate the system’s performance [13].
There are two distinct subsets of systems within Collaborative Filtering recommender systems that use this
user-item interaction matrix differently. These two subtypes are known as Memory-based and Model-based

systems.

2.2.1.1 Memory-based Collaborative Filtering

Memory-based algorithms use the whole user-item matrix to generate new predictions. First, it creates a
neighbourhood for the active user that is composed of other users or items using a similarity function. There
are multiple examples of such similarity functions, namely cosine, adjusted cosine, Pearson correlation
coefficient, constrained Pearson correlation, Euclidean difference and mean-squared difference similarities
[13].

The most used algorithm to compute neighbourhoods is k Nearest Neighbours (kNN). Moreover, two
subtypes of this algorithm are typically used in Collaborative Filtering recommender systems: User-based
Nearest Neighbour and ltem-based Nearest Neighbour.

In the User-based Nearest Neighbour approach, a neighbourhood of size k is computed for the active
user using the selected similarity measure. In order to receive a prediction using this neighbourhood, an
aggregation operation (e.g. average, weighted sum or adjusted weight aggregation) needs to be applied.
Finally, the top-N recommendations can be obtained by selecting the N best-ranked items [23]. Table 1

illustrates this recommendation process.

tem1 | ltem?2 | ... | temY
User A | 10 9
UserB | 8 10

10
(UserC]9 |10 | .. e

Table 1: Recommendation process using a user-based approach

In the ltem-based Nearest Neighbour approach, the recommendations are produced by analyzing the
similarity between items rather than users. First, the set of items in the system are compared to the items
that the active user has rated in the past using the similarity measures already mentioned. It is then
possible for the system to make a recommendation by discovering items unknown to the user that were
liked or rated highly by users whose item ratings partially match some or all of the active user’s past

ratings. Table 2 illustrates this recommendation process.
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tem1 | ltem?2 | ... | temY
User A | 10 9 .. |10
UserB | 8 10 .19

.L.J.ser C 9 ! r3C

Table 2: Recommendation process using an item-based approach

2.2.1.2 Model-based Collaborative Filtering

Model-based Collaborative Filtering systems make recommendations by using different data mining and
machine learning techniques. Examples of such techniques include clustering models, association rules,
probabilistic approaches, bayesian classifiers, singular value decomposition, probabilistic latent semantic
analysis, linear regression, etc. [13]. The application of these techniques allows the system to recognize
complex patterns based on the training data and then make intelligent predictions on test or real-world
data. [22]

In comparison to the memory-based collaborative filtering paradigm, this type of system has better
scalability and speed [2].

2.2.2 Content-based Filtering

Content-based recommender systems make recommendations by taking into account the items that the
target user has liked in the past. In opposition to Collaborative Filtering, this type of system doesn’t consider
the ratings of other users. The similarity between items that the user has interacted with in the past and
unknown items that can be recommended is based on the items’ descriptions. In general, Content-based
recommender systems rely on two sources of data. First, they rely on the content-centric description of
the multiple items available in the system. Second, they rely on the user profile which is generated from
user feedback about items they have interacted with in the past. This feedback can be implicit (i.e. user’s
ratings) or explicit (i.e. user’s actions).

There are several approaches within this paradigm. In keyword-based approaches, the user indicates
keywords reflecting their personal interests which will then be used as their user profile; then, recommen-
dations are generated by analyzing the similarity of the items regarding the keywords of interest of the user.
Semantic-based approaches focus on semantic description of the items that provide additional information
about the items in an attempt to improve the system'’s knowledge regarding the user profile and the items
available. [2]

These systems deal well with the cold start problem in regards to new items being added to the system
as they rely solely on its content description. The cold start problem regarding new users is still present
[1]. Additionally, content-based systems offer very low serendipity as this paradigm relies on the content

of items rated by the user in the past [1].
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2.2.3 Hybrid Recommendations

Hybrid recommender systems are systems that combine multiple recommender system paradigms such
as Collaborative Filtering and Content-based Recommendations. The main motivation behind the construc-
tion of hybrid recommender systems is to leverage the complementary strengths of the various paradigms
and better tackle the problems that each faces on their own.

The Netflix recommender system is a good example of a hybrid recommender [10]. This system makes
recommendations based on past watched and liked items of similar users using collaborative filtering
techniques, as well as based on the similarity between the content of items that the user has watched or
liked and the content of undiscovered items, employing content-based techniques.

In [1], the author divided hybrid recommender systems into three subtypes: monolithic, ensemble,
and mixed. In monolithic systems either existing recommenders are redesigned to implement some pro-
cesses of other approaches or new recommenders that combine the features of multiple approaches are
constructed. Ensemble systems are designed by using multiple recommenders in sequential or parallel ar-
rangement. Finally, mixed systems are systems whose recommendations come from multiple approaches
and are presented to the user simultaneously.

In turn, Burke [4] classified hybrid recommendation systems into seven different subtypes:

* Weighted — Combines the score of different recommendation components.
* Switching - Selects between different recommendation components and applies the one selected.
¢ Mixed - Presents recommendations from multiple recommenders simultaneously.

* Feature Combination — Augments the data set using collaborative information which is treated as
an additional feature for each item. Then it applies content-based techniques over this augmented

data set.

» (Cascade - Utilizes a pipeline of different recommenders after one another. Recommenders with
less priority are placed at a later stage on the pipeline, avoiding having to apply these lower priority
algorithms to all items. Instead, these algorithms are used for more specific and restricted tasks
like breaking classification ties that resulted from the components with a higher priority. Each of
the processes of the components performs independently from one another and. In the final stage,

their results are combined in a prioritized manner.

* Feature Augmentation — Computing a feature or set of features using one technique, which is
then used as part of the input to the next technique. This technique differs from cascade in that
components in later stages of the pipeline use the output of previous components as input for its
classification instead of producing two different classifications independently from one another and

then combining them.
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* Meta-level — Applies a recommendation technique that produces a model that is used as the input
of the next technique. This differs from feature augmentation in that the entire model is used as
the input of the next component instead of using the features generated from this previous model

as input.

2.3 Recommender Systems Evaluation

Evaluation is an important aspect to take into account so as to gauge how well a RS is performing. There
are various metrics that can be used to accomplish this evaluation. Multiple works have focused on this
topic.

One example is the work done in [19] where a review of the evaluation process of recommender
systems is conducted. A range of properties that are commonly considered when deciding which recom-

mendations are collected.

* User Preference - When selecting between multiple options of recommender systems, a perhaps
natural approach would be to perform a user study where several participants are asked to choose
between competing systems. While this evaluation is not centered on specific properties - but
user satisfaction in general - breaking down satisfaction into smaller components is viewed to be
helpful in order to understand the system and possible improvements. Nonetheless, additional good
practices are outlined, such as weighing the votes by the importance of each individual user when
applicable, as well as utilizing non-binary answers for the preference questions in order to better
understand the distribution of the users’ opinions (e.g. registering how much a user liked the system

instead of just recording that they have liked it).

* Prediction Accuracy - This property measures how accurate the recommendations of a system
are. The authors delineate three different classes of prediction accuracy: measuring the accuracy
of rating predictions, measuring the accuracy of usage predictions, and measuring the accuracy of

rankings of items.

Accuracy of ratings predictions. In application contexts where the recommender system predicts the
ratings a user would give to an item, it is important to measure the accuracy of such predictions.
For this purpose, the most popular metric used is Root Mean Squared Error (RMSE). Using this
metric, for a set 7~ of user-item pairs (u, i), the system generates rating predictions 7,;, while the
true item ratings given by the user are hidden. Thus, RMSE between the predicted and true ratings

is given by:

1
RMSE = | — E (Fui = ui)?
J |(]~'| ui ui

(u,i)eT
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The authors also refer Mean Absolute Error (MAE) as an alternative measure that doesn’t dispro-

portionately penalize large errors. This metric can be obtained by:

I .
MAE = J Tl D Vui = ruil

(u,i)eT”

Both these metrics can be normalized to the range of item ratings (i.e. rmax —rmin)- These versions
are called Normalized RMSE (NRMSE) and Normalized MAE (NMAE). Additionally, Average RMSE
and Average MAE can be used to adjust for unbalanced test sets where RMSE and MAE would have
been heavily influenced by errors on few but frequent items. Finally, in some contexts, it may also
be desirable to use a distortion measure d(7, r) to adjust for situations where the absolute error
of a predicted rating 7 is not only directly correlated to its magnitude of difference in relation to the
actual user rating r. For example, in an application where recommending an item a user dislikes is
worse than not recommending an item a user likes, a distortion measure d(1,0) = 4, d(0,1) = 2
(where O denotes a 'dislike’ item rating and 1 denotes a 'like’ item rating) can be used to penalize

the first scenario twice as much as the second.

Accuracy of usage predictions. Alternatively, in many contexts of application, the system tries to
recommend the user items that they may use. In these scenarios, the goal is not to measure
whether the system correctly guesses the user’s ratings of the items, but rather if the system
correctly recommends items that the user ends up using (i.e. Usage Prediction). In order to measure
this property, offline experiments can be conducted where a user’s item selection is hidden and
the system tries to recommend items that the user will use. The following table encompasses all

possible results for each item recommendation:

Recommended Not recommended
Used True Positive (tp) | False Negative (fn)
Not used | False Positive (fp) | True Negative (tn)

Table 3: Classification of the outcome of a system’s item recommendation to a user

From this table, multiple values can be calculated, namely:

" #p
Precision = ———
#tp + #p
#tp
Recall = True Positive Rate = ——
#tp + #fn
#fp
False Positive Rate = 1 — Specificity = ————
P y #fp + #fn
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In an application where the number of recommendations that be presented to the user is fixed and
predetermined, the authors suggest using Precision at N as a measure. However, in applications
where this number is not fixed nor predetermined, it is preferable to evaluate algorithms over a
range of recommendation list lengths. For this purpose, the computation of curves that measure the
proportion of preferred items that are recommended is suggested. For example, one can compute
curves that compare precision to recall (precision-recall curves) or true positive rate to false positive
rate (Receiver Operating Characteristic or ROC curves). The former emphasizes the proportion of
recommended items that are preferred while the latter emphasizes the proportion of items that are
not preferred but are recommended. Therefore, selecting between one or the other should be done
by taking this difference into account and choosing the one that better suits the application domain
as well as its goal. While measures that summarize the precision-recall of ROC curves such as
F-measure and Area Under the ROC Curve (AUC) are useful when comparing different algorithms,
the authors suggest performing this selection based on a measure that reflects the application’s

needs and objective instead.

When evaluating accuracy for multiple users, a Customer ROC (CROC) curve can be used when
there is a fixed number of recommendations for each user and a Global ROC (GROC) curve when this
number varies. In contexts where the user is able to obtain a growing number of recommendations,
the authors refer that the most common method of measure is computing a precision-recall (ROC)

curve for each user and then averaging the resulting curves over all the users.

Accuracy of rankings of items.

Coverage - This property most commonly refers to the ltem Space Coverage which corresponds
to the proportion of items the recommendation system can recommend (i.e. catalog coverage). This
property can be measured directly by calculating the percentage of all items of an input data set that
can ever be recommended using a specific algorithm. This measurement can also be done in either
an offline, online, or user study experiment. Additionally, it is possible to weigh the items by another
property (e.g. utility). By doing so, it may desirable to adjust the calculation of coverage to tolerate
a lack of coverage over lower-valued items while enforcing coverage over high-valued ones. Another
method to measure coverage is sales diversity which measures how "unequally different”items are
chosen by users when using a specific system. This can be calculated using the Gini Index, where
i1, ..., in is the list of items ordered by the increasing value of p(i) which represents the proportion

item i accounts for among all the items available:

G =

LY @i-n-pli)
=1

n—1
J
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Using this formula, G is 1 when one item is always recommended and O when all of the items are
recommended equally often. This can also be calculated with Shannon Entropy, using the same

definition of p(i):

H == p(i)logp(i)
i=1

Similarly, H is O when one item is always recommended logn when n items are recommended
equally often. Another definition for coverage is the User Space Coverage which corresponds to
the "proportion of users for which the system can recommend items”. Indeed, in some contexts, it
may not be possible for a system to give recommendations for a certain user due to them having
an empty or incomplete user profile (e.g. new users). Typically, this occurs because, as the system
does not possess enough information about the user, prediction accuracy is negatively affected.
Therefore, providers may desire to evaluate the trade-off between coverage and prediction accuracy
when choosing between different recommender systems. A measure for this property can be de-
termined by how complete the user profile must be in order for the system to be able to make a

recommendation. This measurement can be computed in offline experiments.

Confidence - This property can be defined as "the system’s trust in its predictions”. To evaluate
a recommender system’s confidence in a given recommendation, the probability that the predicted
value is true can be used. In alternative, it is also possible to gauge confidence by determining the
interval in which a predefined portion of the users’ actual ratings match the system’s predictions lie
(e.g. 95% of the users’ ratings lie within a -0.5 and +0.5 margin of a certain system’s prediction).
However, the most general method to assess confidence is to determine the complete distribution
over possible outcomes (i.e. actual user ratings) for a given prediction. These values can be gathered

in offline evaluations, similarly to the process of measuring prediction accuracy.

Trust — While confidence represents the system'’s trust in its predictions, trust describes the user’s
trust in the recommendations that are given to them by the system. One way to increase a user’s
trust in a system is to limit the recommendations to items that are more familiar to the user or to
set a higher confidence threshold in the system’s predictions for that user. Another way to achieve
this is for the system to explain to the user the recommendations that it provides (much in the
same way as Explainable Recommender Systems function). While it is pointed out that this is a
property whose evaluation is not suitable for offline environments, multiple methods for measuring
trust are enumerated, such as asking users directly in user studies, measuring the number of
recommendations followed by the users, as well as determining the number of users who return
to the system. This last method, however, relies on the assumption that users who use the system

repeatedly do so because they trust its recommendations. Indeed, it is also mentioned that these
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measurements in general may exclude other factors that contribute to user satisfaction that are not

related to the users’ notion of credibility in the system’s predictions.

Novelty - This property represents the system’s ability to recommend items that the user does
not know about prior to the recommendation. When the history of items the users have used in
past is available, a simple way to introduce novelty on the system’s recommendations is to filter
out these items. Nonetheless, in many cases, this information is not available. Furthermore, the
authors also point out methods with which to evaluate novelty. One way to measure this property
is to conduct user studies where users are asked whether they had known about the item being
recommended to them. Additionally, these measurements can also be done in an offline fashion by
performing experiments in which the dataset of user ratings is split into two subsets corresponding
to the ratings that occurred before and after a selected point in time. Using this approach, it is
possible to filter out some user ratings that occurred before and filter out all ratings that occurred
after that time. By doing so, the system can then be rewarded during the offline exercise for each
item that was recommended and rated by the user after the split time, while being punished for
each item recommended that was rated by the user prior to the split time. Moreover, the authors
also underline the importance of taking accuracy into consideration while measuring novelty, as
"irrelevant recommendations may be new to the user, but still worthless”. Finally, it is suggested that
popularity can also be a factor to take into account in these measurements, under the assumption

that popular items are less likely to be novel to the user.

Serendipity — The authors define serendipity as being the measure of "how surprising the suc-
cessful recommendations are”. For example, if a user is recommended a new movie starring an
actor that he likes (i.e. who appears several times in their movie history), the recommendation may
be accurate and novel, but it is not surprising. Therefore, this recommendation is considered to
have low serendipity. On the other hand, if the user is presented with a movie whose cast is com-
pletely unknown to them - and they enjoy the movie —, that recommendation is considered to be
serendipitous. Several approaches to measure serendipity are outlined. One of each, put forward
by [26] suggests to manually label pairs of items as being redundant. By doing so, one can mea-
sure serendipity by penalizing systems if they recommend redundant items. Furthermore, another
method to measure serendipity that doesn'’t rely on manually labeling any items is suggested. In-
stead, it is proposed that a measurement between items based on content be designed. By this
means, each successful recommendation can be ranked based on the distance from the recom-
mended item to the set of items the user had already known. The furthest the recommendation
is from the known set, the more serendipitous it is. Finally, it is referred that another method to
measure this property can be conducting a user study that asks the users whether the received

recommendations were unexpected. However, the importance of evaluating this property over time
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is underlined, as the users may initially be curious regarding an unexpected recommendation but
regret it once they delve into similar items. Indeed, this might prove to be detrimental to the system

as the user may stop following future suggestions or stop using the recommender system altogether.

Diversity - Diversity can be defined as being the opposite of similarity. In general, we can say
that the more similar a recommended item is when compared to items already suggested, the less
diverse is the recommendation. The most common method to determine diversity is to use item-to-
item similarity measures typically based on the item’s content. By doing so, one can then determine
the similarity between pairs of items which, in turn, enables measuring the diversity gained by a
new recommendation. Finally, it is pointed out that an increase in diversity may come at a cost in

accuracy, a trade-off between these two properties may need to be analyzed.

Utility - Utility is a property that is related to the value the recommendation system offers its
provider. For example, it can be related to the revenue the system generates. In general, this property
can be measured by the analysis of the utility functions that the provider wants to optimize. These
utility functions may be of varied nature, varying from one provider to another, and may also be
tied with other properties. For example, for a provider that wants their recommender system to
provide diverse recommendations to its users, Diversity can be used as a utility function, whereas
another provider more interested in novel recommendations may use Novelty instead. Defining and
measuring utility from the user’s point of view is typically more challenging as, many times, user
utility is difficult to capture and model. At the same time, selecting a specific measure to gauge
the utility the users receive from the system’s recommendations may be misleading. For example,
one may choose to use the minimization of user’s cost as a utility function; however, considering
that the same amount of money does not have the same utility for people with different income
levels, for instance, this analysis may be flawed. Nonetheless, it is possible, for example, to use user
ratings as a utility function by assuming that a higher rating denotes higher user utility. Negative
recommendations may also be used to assign negative utilities. Another way to measure this type of
utility is to conduct user studies where users are asked to assign a utility to a certain outcome that

follows a recommendation from the system, or to say whether they prefer one outcome or another.

Risk - In some contexts, it may be useful to measure the level of risk of a system’s recommenda-
tions. For example, in a hypothetical recommender system that deals with financial assets, some
of its users may be more risk-seeking while others may prefer low-risk items. Therefore, the sys-
tem may choose not only to measure the value generated from its recommendations, but also to
minimize theirs underlying risk. The most common way to measure risk is to introduce the utility

variance when measuring the utility of a system.
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* Robustness — The authors define robustness as the "stability of the recommendation in the pres-
ence of fake information”. Indeed, in a widely-used recommender system, it may be desirable for
an interested party to change the rating of a given item. For example, the owner of a restaurant may
be interested in altering the rating of their restaurant in order to increase its profitability. Nonethe-
less, in general, it is considered that designing a system that is immune to any type of attack is not
realistic. Therefore, a typically better approach is to measure the cost of an attack which is normally
associated with the amount of injected information into the system. Following this approach, one
can, for example, run an experiment where attacks that inject information into the system are simu-
lated and their cost calculated. Additionally, in online experiments, it may be useful to, alternatively,
analyze the system'’s data, identifying subsets of information that were a result of an attack, and cal-
culating their cost. Finally, the authors explain that robustness may also refer to "the stability of the
system under extreme conditions, such as a large number of requests”. Therefore, this definition

can also relate to the system’s infrastructure and its scalability.

* Privacy - In recommender systems, users provide personal information regarding their item prefer-
ence with the intention of getting useful item recommendations. Therefore, it is especially important
in this context to protect the user’s privacy regarding the information they provide. Not doing so may
undermine the user’s trust in the system. As a consequence, the user may feel reticent when using
the system and be less likely to provide valuable information which, in turn, will lead to a worse
user experience. Ultimately, disregard for a system’s privacy may lead the user to leave the system
altogether. Moreover, the authors delineate multiple methods to measure privacy, namely studying
worst-case scenarios, comparing algorithms by evaluating the portion of users whose private infor-
mation was compromised, or by defining different levels of privacy such as k-identity and comparing
the propensity for data breaches for each. The need for a careful evaluation of the trade-off between

privacy and accuracy is also underlined.

» Adaptivity - This property is defined by the speed at which the system’s recommendations adapt
to the insertion of additional information. Indeed, certain application contexts may inherently require
this characteristic, such as a system that recommends news stories that may wish to recommend
events that began trending a short time before. Adaptivity can be measured offline by calculating the
amount of information needed before an item is recommended. However, increasing this property
(i.e. decreasing the amount of information needed for new recommendations) may come at a cost
of accuracy. Therefore, this trade-off may also be taken into consideration when comparing different
systems of recommendation algorithms. Another form of adaptivity referred by the authors is the
"rate by which the system adapts to a user’s personal preferences or to changes in user profile”.
For example, if a user rates an item they have recently consumed, they may expect the system to

update the recommendations it gives in a timely fashion. A method to measure this type of adaptivity
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can be analyzing the difference between the recommendations after new information is added to
the system. For this approach, the authors suggest using the Gini index and Shannon entropy to

measure this variability in the recommendation item set.

* Scalability - This property defines how well a recommender system can deal with the growth of
the dataset it is applied on. That is to say, given a dataset with N records, how the performance of
the recommender system is affected when the number of records tends to a large enough value.
Indeed, with this increase in the size of the collection of values, it is expected that a slow down
is observed or a larger amount of computational resources consumed also increases. Therefore,
one of the metrics used to assess scalability is the measurement of the consumption of additional
system resources such as computational power of memory as the size of the dataset enlarges. It
is also deemed important teRicci2015 to measure how fast the system provides recommendations
(i.e. variation of throughput) as well as the required time for making a recommendation online (i.e.

variation of latency or response time) with growing datasets.

2.4 Comparison Between Recommender Systems Paradigms

Based on the previous study done in Section 2.2 and the work of [2], Table 4 summarizes the most rele-
vant advantages and limitations of each of the Recommender System paradigms, drawing a comparison
between each other.

Paradigm Advantages Limitations
. No knowledge needed about the items’ e Coverage
content e Scalability
Collaborative ¢ Serendipity e (Cold-start
Filtering ¢ |Independent of any machine-readable e Sparsity

representation of the items
Based on the users’ evaluation of items

e New user problem
* New item problem

Content-based

Minimize sparsity problem
Minimize cold-start problem

* New user problem
No serendipitous
recommendations

e Limited content analysis

Filtering ¢ New items are handled more easily ] Inability to evaluate the

quality of an item
imitat : i
Hybrid . Overcgme imitations of a specific « Increased complexity
. paradigm .
Recommendati- . More expensive to
¢ |mprove prediction performance L
ons implement

Flexibility

Table 4: Comparison between Recommender System paradigms
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2.5 Real-world applications of Recommender Systems

2.5.1 Recommender Systems and User-Generated Content in Travel

In today’s digital world, recommender systems and user-generated reviews play a great role in the eco-
nomical choices of individuals. Indeed, they have an influential capacity and have changed the way an
individual decides which products to acquire.

One of the reasons for this has been presented by Senecal and Nantel [21] in suggesting that, in
order to evaluate a product or service, many consumers prefer to rely on the opinions of other users over
information presented by the creators of those products. This notion that consumers tend to view the
opinions of peers as more trustworthy is also shared by the work of Litvin et al. [15]. As a result, a growing
number of travelers are choosing to utilize platforms on which other consumers share their experiences,
at the expense of information put forward by service providers [11].

The influence of user-generated content in travel has been studied by Ye et al. [25], that highlight the
importance of user-generated reviews in the field, by observing its concrete impact in the context of China.
Their empirical findings show that a ten percent increase in review ratings was responsible for a rise in
online bookings of more than five percent. They also make the connection to previous research in other
fields, citing similar findings in retail [5] and in the movie industry [7].

In their own work, Ayeh et al. [3] stress the importance of the credibility of user-generated reviews,
stating that the provision of personal information in the reviews, as well as the notion of homophily, con-
tribute positively to an increase in perceived credibility. However, they also note that there isn't a correlation
between this perceived credibility and the truthness reflected by the review itself. Therefore, this aspect is
cited as having far-reaching implications for sales, profitability, and travel’s brand reputation.

However, this general fear of lack of credibility is put into question by the work of O'Connor [16].
Using a sample of London hotels, the author notes that these fears are unfounded and finds no system
compromisation as a result of false reviews. Nonetheless, the study also shows that while TripAdvisor

provides a reply mechanism, this feature is rarely used by property owners.

2.5.2 Recommender Systems and User-Generated Content in Healthcare

In the field of healthcare, the work done by Hardey [12] also highlights the importance of user-generated
reviews as they provide a way of previewing a doctor or clinic before any interaction. Moreover, the use of
these reviews is conjectured to be responsible for a change in the nature of the medical profession and the
doctor-patient relationship. The pivotal role of credibility and trust is also referenced in this study, where
the work of Preece [17] and Wellman is[24] are cited. Furthermore, the challenge posed by the act of
'self-reviewing’ is mentioned by the citation of the work done by Shay and Pinch [6] regarding e-commerce

websites.
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Emmert et al. [9] also highlight the importance of physician-rating websites (PRW) by stating that they
may lead to quality improvements as demonstrated by previous work [8]. However, by analyzing jameda,
a German PRW, their main contributions are that, in that particular scenario, peer-to-peer communication
between patient and physician has not been reached, as only a minority of medical practitioners respond
to ratings and, altogether, are aware of the PRW existence.

However, in a different setting, work points towards a different direction. Indeed, the study of Lagu
et al. [14] analysed the impact of NHS Choices, a government-led platform that enables users to review
United Kingdom’s National Health Service institutions and medical practitioners. First, they posit that the
use of the platform is increasing. Second, they note that hospitals read and are aware of the importance
of the reviews, even describing practical changes made in response to those reviews. Third, they stress
the importance of mixing narrative reviews — such as the ones analyzed - with systematically collected
patient experience data, proving the usefulness of both.

The usefulness of narrative reviews is also noted by the works of Benjamin et al. [18] and Rozenblum
and Bates [20]. In summary, these studies corroborate the notion that user-generated reviews complement
- but not supplant - traditional surveys. Indeed, it is stated that they help differentiate "poor care from

outstanding care”[20] and contribute positively to the overall assessment of hospital quality [18].
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Implementation

3.1 Modelling

In order to better understand the domain and the functionality the final application would have, a Do-
main Model was constructed (3.1.1) and the Use Cases were enumerated, described and put together to

construct a Use Case Diagram (3.1.2).

3.1.1 Domain Model

The Domain Model (Figure 1) was constructed so as to better describe the system’s entities as well as the
relationships established between one another.

An Institution is perhaps the most central entity of the whole system. It has a name, a fiscal identi-
fication number (Numero de Identificacao Fiscal — NIF), a location, a phone number, an e-mail, and an
average rating. For each of its Specialties, it may have Agreements set in place between said Specialty
and health Subsystems (or insurance companies). These Agreements have an expiration date.

One of the other central entities is the User which, in turn, has an e-mail, name, age, and sex. It makes
a Review about an Institution. That Review has a value (integer from 1 to 5), a comment containing the

text of the review, and a timestamp indicating when that review was made.
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Name NIF Location Phone Number E-mail Average Rating
1 1 1 1 1 1
h
1 A has
may have Institution
- L 1.
Timestamp 1 0 'S
0..* may have
Comment 1 1 has Review 0..* > 0.* | Agreement 1  has Expiration Date
1 - 1 about » 1
Value 0.* ,
has | Y
¥ | made by :
I
I
1
|
User _ |
Specialty |1.* Agreement Subsystem
1.* 0.
1 has 1 1
¥ has Y has
1 1 | 1‘ 1 | 1 1
E-mail Name Age Sex Designation Designation

Figure 1: Domain Model

3.1.2 Use Case Diagram

The Use Case Diagram (Figure 2) is intended to be a representation of the various users’ interactions with
the system. In this case, there is only a single class of users. The list of use cases that must be supported

is the following:

¢ Use Case #1: Register — The user must have the ability to register in the system (i.e. create an

account).
* Use Case #2: Login - The user must be able to log in to the system using their account.

e Use Case #3: Institution Search (specialty) - The user must be able to search institutions

by medical specialty.

* Use Case #4: Institution Search (subsystem) - The user must be able to search institutions

by subsystem.

* Use Case #4: Institution Search (name) - The user must be able to search institutions by

institution name.

* Use Case #4: Institution Search (location) - The user must be able to search institutions by

location.

¢ Use Case #5: Institution’s details - The user must be able to view the page of an institution

that contains its details.
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¢ Use Case #6: Submit review - The user must be able to submit a review for an institution.

e Use Case #7: Other reviews — The user must be able to view the reviews made by other users

for all institutions in the system.

¢ Use Case #8: Receive recommendations — The user must receive recommendations featuring

institutions the system thinks they will like.

Health Advisor

Register

Login

Search Institutions by medical
specialty

User

Search Institutions by
subsystem/insurance

Search Institutions by name

Search Institutions by location

View an Institution's details

Submit a review for an
Institution

View Institution reviews from
other users

Receive Institution recommendations

IR T

Figure 2: Use Case Diagram

3.2 Architecture

The general architecture of the implemented solution for HealthAdvisor is presented in Figure 3. This

implementation comprises three different subsystems:
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¢ HealthAdvisor Frontend - This subsystem is responsible for HealthAdvisor's user interface.
It includes multiples pages for the different functionalities available to the user: Login, Register,
Homepage, Institution Search, and Institution details. This component is further detailed in Section
3.3.

¢ HealthAdvisor Backend - This subsystem is responsible for the provisioning of multiple APIs
that serve both the Frontend as well as Recommendations. More specifically, it exposes APIs for
User Authentication, Search, User details, and Institutions details. Additionally, it implements an

Analytics API that deals with user analytic data. This component is further detailed in Section 3.4.

¢ HealthAdvisor Recommendations - This subsystem is responsible for the generation of new
recommendations for the users. It comprises multiple scripts that run periodically to build the
needed datasets (3.5.2) and generate the recommendations (3.5.3), along with an API that re-
turns the list of pre-computed recommendations for a given user (3.5.1). This component is further
detailed in Section 3.5.
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Figure 3: System architecture

3.3 HealthAdvisor Frontend

The HealthAdvisor Frontend is the component responsible for the implementation of the User Interface

that the user interacts with. This corresponds to a React application that implements the multiple pages

21



CHAPTER 3. IMPLEMENTATION

that comprise the HealthAdvisor application.

React was chosen because it is a free and open-source Javascript library for building component-based
user interfaces, that has great community support and is highly popular. By virtue of its virtual Document
Object Model (DOM)1 it also enables high performance. Using the virtual DOM, React creates an in-
memory data structure that represents the object tree, updating the real DOM efficiently in a process called
reconciliation. For each visual change on the page, this process occurs and updates only the elements that
were actually modified, instead of the whole DOM. It also features functionality like JSX? and JSS? that
work as an easy-to-use replacement for HyperText Markup Language (HTML) and Cascading Style Sheets

(CSS), respectively, on the React ecosystem.

3.3.1 Mockups

The first step in the development of the frontend, was the creation of mockups. This step allowed us to
plan what the user interface of the platform would look like, making changes and iterating on the designs

before the final product was developed.

3.3.1.1 Home Page

The first one, presented in Figure 4 represents the homepage.

At the top, there is a navigation bar with a reference to the name of the platform. Below that there is
a form area where the user can search for an institution either by its name (and location) or by entering
a medical specialty, a health subsystem of insurance company name, and/or a location. At the bottom of

the page, there is also a simple footer area.

hitps://reactjs.org/docs/fag-internals.html
Zhttps://reactjs.org/docs/introducing-jsx.html
3https://cssinjs.org/
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Health Advisor Login

Procure por uma instituicao

Localizagdo ’

Subsistema de Satide ’

o

Especialidade ’

Localizagdo ’

Nome da Instituigdo ’

Health Advisor Sobre Nés Contactos

Figure 4: Homepage mockup

Clicking on the Login button on the top right, takes the user to the login page (Figure 5).

Clicking on the search button on the right-hand side of the form takes the user to the search results

page (Figure 7).

3.3.1.2 Login Page

The mockup for the login page (Figure 5) features a simple form with two fields for the user’'s email address
and the password, with a submit button. A link to the registration can be seen below so that the user who

doesn’t have an account can sign up. Clicking on this link takes the user to the register page (Figure 6).

X

HealthAdvisor

Iniciar Sessdo

l Endereco de e-mail ]

[ Palavra-passe ]

Iniciar Sessao

Ainda ndo tem conta? Registe-se

Figure 5: Login page mockup
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3.3.1.3 Register Page

The register page is similar to the login page. However, it features additional fields so that the user can
input their name, age, and sex. Furthermore, there is also a link below the form but it takes the user back

to the login page (Figure 5).

X

HealthAdvisor

Registar

Nome préprio Apelido

Endereco de e-mail

Palavra-passe

Repetir palavra-passe

Idade Sexo v

Iniciar Sessao

Jé tem conta? Faca login

Figure 6: Register page mockup

3.3.1.4 Search Results Page

The search results page (7) is the page that appears after the user searches for an institution on the
homepage (Figure 4). On this page, the navigation bar is still present and, below, the results are displayed.
To the right, there is an area that is reserved for the map of the institutions that result from the search. To
the left, there is a list composed of cards for each of these institutions. These cards have the name of the
institution, its address, its average rating, and a photo. On the very bottom of the page, the footer is still

present as well.
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Health Advisor Login

>< Hospital de Braga

Hospital de Guimaraes

results

Figure 7: Search results page mockup

3.3.1.5 Institution Page

At the top, the institution’s page (Figure 8) features a card similar to the one seen on the search results
page (Figure 7). This card, however, is enlarged and features additional information like contacts and a
bigger, more detailed average rating area. Below, two different sections appear. On the left, there is an
area for a user to submit a review for that institution. Below, the reviews made by other users also appear.
On the right, there is a section that comprises a map to the institution’s address, as well as the specialties
and subsystems the institution offers.
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Health Advisor Login

Hospital de Braga
Rua da Cima n.° 114, Braga +351 253 111 222 45/5
511 222 001 geral@hbraga.pt em 104 avaliagoes

Avalie esta instituigdo ¥ 7 7¥ 77 T

Insira um comentério ‘

( Submeter ‘

Ana Carvalho

Avaliou com 5 = em 12 de janeiro de 2021

Lorem ipsum dolor sit amet, consectetur adipiscing elit. In ornare nulla neque, nec blandit neque ...

Especialidades

Cardiologia, Dermatologia, ...

Anibal Coimbra

Avaliou com4 = em 6 de janeiro de 2021
Acordos

Lorem ipsum dolor sit amet, consectetur adipiscing elit. In ornare nulla neque, nec blandit neque ...

ADSE, ADM, SMS, Allianz ...

Health Advisor Sobre Né6s Contactos

Figure 8: Institution page mockup

3.3.2 Final Result

In this section, the final result of the implementation of the User Interface is presented. This implementation

was based on the mockups presented previously (Section 3.3.1).

3.3.2.1 Home Page

The upper part of the homepage consists of the navigation bar. On the left-hand side, there's a reference
to the name of the platform as well as a logo. On the right-hand side, there is an outlined button reserved
for the login of the user.

Directly below the navigation bar, there is the search form. In this form, the user can choose the type
of search: either by "appointment”(Figure 9) or by "institution”(Figure 10). Selecting one or the other
changes the form fields without reloading the page. This effectively combines the two forms presented in
the mockup (4) in a simpler, smaller format.

The first type of search is displayed in Figure 9 and includes a field for the medical specialty, the health

subsystem or insurance company, and the location. The second type of search is presented in Figure 10
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and, in turn, includes only two fields: one for the name (complete or partial) of the institution and another
for its location.

All the fields of both variations of this search form have a small line below each with examples of valid
inputs. This, along with the accompanying icons, depictive of said fields, serve as an aid to better guide
the user. To the right side, there is also a button that takes the user to the search results page, described
in the following subsection.

g: Health Advisor =

Pretendo pesquisar por Consulta

O i - . S

Figure 9: Homepage — "Appointment”search

g: Health Advisor

Pretendo pesquisar por | Instituicdo

[+ Instituicio de Satde 9 Procurar Q

Figure 10: Homepage - "Institution”search

3.3.2.2 Login Page
The final result that implements the mockup for the login page (Figure 5) can be seen in Figure 11.

X

el
n

Iniciar sessao

Endereco de email

Palavra-passe

INICIAR SESSAO

Ainda nio tem conta? Registe-se

Figure 11: Login page
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3.3.2.3 Register Page

The final result that implements the mockup for the login page (Figure 6) can be seen in Figure 11.

X

AR
¥

Registar

Nome préprio Apelido
Endereco de emai
Palavra-passe Repetir palavra-passe

Idade Sexo -

[[] Aceito os Termos de Utilizagao e confirmo que li a Politica de Privacidade.

REGISTAR

J4tem conta? Faga login

Figure 12: Register page

3.3.2.4 Search Results Page

Upon clicking the search button on the homepage (Section 3.3.2.1), the search results page appears to
the user.

This page also includes the same navigation bar as it was presented on the homepage. However, the
search form is now condensed, to make room for the search results that follow below. Although condensed,
the continued presence of this area facilitates the possibility of making another search, as the form fields
can be edited and the search button clicked again in order to yield new results.

Below this, the results area takes most of the space of this page.

To the left-hand side, a list containing the institutions that matched the user’s query appears. This list
includes the details of said institutions (name, location, average rating, and an image) in a series of cards.
As it may happen that not all the results can be rendered on the viewport (Figure 13), this list is scrollable.
Additionally, the user can click on each of the cards to be redirected to a page containing more information
about the institution (Figure 15).

On the right-hand side, there is a map displaying a marker for each of the institutions. Clicking a
marker displays the name of the institution it refers to. The zoom level of the map can be augmented or

diminished using the plus and minus icons, respectively, on the top left corner. The user can also browse
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the map freely. However, scrolling on the list of results to the left doesn't affect the display of the map

whose dimensions don't surpass the limits of the viewport.

Below, Figure 13 represents the search of type "appointment”.
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Figure 13: "Appointment”search results page (location)

In Figure 14, we can see the results of the "Institution”search.
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Obtaining and rendering map information For the display of the map, an external APl was used.
The chosen one was OpenStreetMap45 because it is a Free and Open Source Software (FOSS) that fits
the necessary requirements: displaying a map tile and point markers given a set of one or more coordi-
nates. Additionally, OpenStreetMap is a project that is community-driven — a value shared with the vision
behind this very project. Indeed, the project’s data is crowdsourced, and is collected in multiple ways
by its users: Global Positioning System (GPS) devices, aerial photography, free sources, or simply from
the users’ own knowledge of a certain area. This data is made available and freely distributed under the
Open Database License (ODbL), a license that is published by Open Data Commons (part of the Open
Knowledge Foundation).

More precisely, the Open Street Map's Tiles API® was used. This API provides 256 by 256 pixel
Portable Network Graphics (PNG) files that correspond to a portion of the world map. It is available in
http://[abc].tile.openstreetmap.org/{zoom}/{x}/{y}.png, where zoom is the zoom level of the image, x
and y are the tile numbers, and a, b or ¢ are the names of the subdomains of the tile server. The tile
numbers can be derived’ from GPS coordinates, according to the two equations below, where lo”deg and

lat, ,; are the longitude in degrees and the latitude in radians, respectively.

_ 5z00m londeg + 180

xtile 360
1 (log(tan(latmd)+sec(latmd)))
Yyite = pzoom . Vs

The Open Street Map’s Marker API® was used to display the markers, given a set of coordinates.

Additionally, the Leaflet Javascript Iibrary9 10

was used to display the interactive maps on the webpage.
This library is also a FOSS under the Berkeley Source Distribution (BSD) open-source license that has
support for multiple map providers, abstracting some of their inner functionality in order to be easy to use.

Listing 1 shows an example of the code necessary to render a map tile with a marker on a page.

var map = Leaflet.map('map').setView([51.505, -0.09], 13);

Leaflet.tileLayer('https://{s}.tile.openstreetmap.org/{z}/{x}/{y}.png"', {
attribution: '&copy; <a href="https://www.openstreetmap.org/copyright”>0penStreetMap</a>
< contributors'

}).addTo(map);

https://www.openstreetmap.org/
Shttps://wiki.openstreetmap.org/wiki/ Main_Page
Ghttps://wiki.openstreetmap.org/wiki/ Tiles
https://wiki.openstreetmap.org/wiki/Slippy_map_tilenames#implementations
8https://wiki.openstreetmap.org/wiki/ Marker_API

9https://leafletjs.com/

DOhttps://github.com/ Leaflet/ Leaflet
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Leaflet.marker([51.5, -0.09])
.addTo(map)
.bindPopup('A pretty CSS3 popup.<br> Easily customizable.')
.openPopup();

Listing 1: Example of a map tile with a marker using Leaflet and OpenStreetMap

3.3.2.5 Institution Page

In Figure 15, the page of an institution is presented.

Here, we can see that below the navigation bar, the header of the page appears. This header contains
some information about the institution: its name, location, and contact information. It also contains the
average rating of the institution, as well as the total number of reviews submitted by the users.

To the right, we can see a more detailed view of the institution’s location, the listings of the medical
specialties the institution has, and the subsystems it has agreements with.

To the left, an area where the user can submit a new review for that institution appears.

Below that, the reviews of other users are presented. These contain the name of the user, the rating
they gave, a comment, as well as the date on which the review was submitted to the system. Additionally,

the user can scroll on the page to see more reviews made by other users.
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Figure 15: Institution page
For the display of the map, the same tools as those enunciated in Section 3.3.2.4 were used.

3.3.3 Tests

In order to test the visual rendering of the pages developed, a suite of tests was developed. The main goals
behind this effort were to increase the reliability and the quality of the software delivered, as well as ensure
that the user interface doesn’t suffer unintended changes with further developments of the codebase.

In the case of the frontend, the test suite corresponds to various snapshot tests!! for the React com-
ponents that make up each of the pages. In these types of tests, a snapshot file that contains the rep-

resentation of the Document Object Model (DOM)12 for that particular component is generated (Listing
2).

Uhttps://jestis.io/docs/ snapshot-testing
2hitps:/ /developer.mozilla.org/en-US/docs/Web,/APl/Document_Object_Model
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exports[ Navbar matches the snapshot 1°] = °
<WithStyles(ForwardRef(AppBar)) elevation={0} position="sticky”>
<WithStyles(ForwardRef(Container)) maxWidth="md">
<WithStyles(ForwardRef(Toolbar))>
<WithStyles(ForwardRef(Grid)) alignItems="center” container={true} direction="row”
— justify="center” spacing={2}>
<WithStyles(ForwardRef(Grid)) item={true}>
<img alt="Health Advisor” src="logo_white.png” width="40" />
</WithStyles(ForwardRef(Grid))>
<WithStyles(ForwardRef(Grid)) className="makeStyles-brand-1" item={true}>
<WithStyles(ForwardRef(Typography)) variant="h6">
Health Advisor
</WithStyles(ForwardRef(Typography))>
</WithStyles(ForwardRef(Grid))>
<WithStyles(ForwardRef(Grid)) item={true}>
<WithStyles(ForwardRef(Button)) color="inherit” size="small” variant="outlined”>
Login
</WithStyles(ForwardRef(Button))>
</WithStyles(ForwardRef(Grid))>
</WithStyles(ForwardRef(Grid))>
</WithStyles(ForwardRef(Toolbar))>
</WithStyles(ForwardRef(Container))>
</WithStyles(ForwardRef(AppBar))>
5

Listing 2: Example of a snapshot file for a React component

Afterward, one can construct a test function that renders the component being tested and compares
it with the previously generated snapshot. These types of tests are especially useful as a means of being
certain that a new change in the component doesn’t trigger unexpected visual changes on its user interface.
Multiple tools provide this functionality. Among those is Enzyme13 that provides a shallow rendering14
functionality that is useful for testing a component as a unit, without triggering side effects on its children.

An example of such a test is displayed in Listing 3.

Bhttps://enzymejs.github.io/enzyme/
14h’rtps://enzymejs.github.io/enzyme/docs/api/shallow.html
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import React from 'react';
import { shallow } from 'enzyme';
import toJson from 'enzyme-to-json';

import Navbar from './Navbar';

describe( 'Navbar', () => {
i1t('matches the snapshot', () => {
const wrapper = shallow(<Navbar />);
expect(tolson(wrapper)).toMatchSnapshot();
});
3

Listing 3: Example of a snapshot test

3.4 HealthAdvisor Backend

The HealthAdvisor Recommendations (Figure 16) is the system responsible for exposing the APIs (3.4.2)
used by the Frontend and Recommendations as well as acting as the persistence layer of the application
(3.4.1).

HealthAdvisor Recommendations )

Send analytics data

Communicate with HealthAdvisor APls

HealthAdvisor Backend )

nede
______ ‘ r ——m—-——
| HealthAdvisor APIs .’ _ .
[@ Pt 0L User Authentication | |
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- Institutions
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- Ratings
- Analytics | )
Database i Search API| Ratings API

41&1 e
| | Send analytics information Users API Institutions API
e Analytics API |: L .

N e

Get recommendations for User

- Get all Users profile information
- Get all Institutions information

HealthAdvisor Recommendations )

Figure 16: HealthAdvisor Backend Architecture
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This system is built with NodeJS1°. One of the advantages of choosing this language is the fact that
it has a high performance and scalability due to its non-blocking input/output and asynchronous request
handling which enables processing multiple requests without any delay and handling these requests asyn-
chronously in a native manner through the utilization of callbacks. Another advantage is the uniformization
of the technological tool stack used for the project, as the frontend also uses Javascript. It also has a rich
ecosystem and a solid package manager, npm16, that features a high number of useful packages which
are often community-driven and open source. One of the potential drawbacks of NodeJS is performance
bottlenecks in CPU-heavy scenarios, which was not deemed particularly deterrent for this specific project,

as its purpose would be to serve and expose different APIs, without any heavy computation.

3.4.1 Data Storage

The first step in the implementation of the HealthAdvisor Backend was the definition of the entities, the
relationships between each other, as well as its attributes, in a logical schema (Figure 17). In order to
achieve this, the entities of the domain model described in the previous section were translated into their
own tables containing their attributes (as fields).

These tables were designed to be used both by the HealthAdvisor APIs (Figure 3.4, right) as well as
the Analytics API (Figure 3.4, left).

Bhttps://nodejs.org/en/
Bhttps:/ /www.npmijs.com/
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id int pErscn MTEGER
et SLIHREG) institution NTEGER
second_line VARCHAR(100} time_spent MNTEGER
postal_code CHAR{E)
by e
municipality VARCHAR{4S) id int
district VARCHAR({16) institution INTEGER
atitude VARCHAR{16) person INTEGER
longitude VARCHAR({16) time_stamp tmestamp
comment TEXT
id int nif VARCHAR(S) _
institution INTEGER name VARCHAR{45) id it
specialty INTEGER location NTEGER - it email VARCHAR(45)
subsystem INTEGER phone_number VARCHAR(S) e (T password TEXT
expiration_date timestamp email WARCHAR{45) (- e first_name VARCHAR{45)
positive_references INTEGER. avg_rating DOUBLE r— R last_name VARCHAR(45)
negative_raferences INTEGER polarity DOUBLE age INTEGER
image_url VARCHAR(256) — UbLani L,
id int ip VARCHAR(16)
name VARCHAR{32) person INTEGER
full_name VARCHAR{1 28} spedalty INTEGER
subsystem INTEGER

name

int

WARCHAR{45)

lzcation_name
institution_name

time_stamp

VARCHAR{128)
VARCHAR(128)

timestamp

Figure 17: Logical schema

For this, a relational Pos’tgres17 database was used. This Relational Database Management System
(RDBMS) was chosen because it is a free, open-source, and proven solution with a lot of features like
transactions with Atomicity, Consistency, Isolation, Durability (ACID) properties, automatically updatable
views, materialized views, triggers, foreign keys, and stored procedures. Despite its great range of features
it also has high extensibility support, which enables users to extend many of its functionalities. It also
has high reliability and disaster recovery functionality via its Write-Ahead Logging (WAL), replication, and
Point-In-Time-Recovery (PITR).

3.4.2 APIs

In the following sections, the APIs that the HealthAdvisor Backend exposes are enumerated and explained
in better detail.

3.4.2.1 Users API

The Users APl implements the functionality of creating, updating, deleting, and finding users.

https:/ /www.postgresql.org/
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findByld — Finds a User by their ID (Table 5).

findAll - Finds a User by their ID (Table 6).

create — Creates a new User (Table 7).

update — Updates the contents of an existing User (Table 8).

delete — Deletes an existing User (Table 9).

HTTP Method GET
Endpoint /users/:id
Summary Finds a User by their ID
Example body None
{
"id”: 1,
"email”: "a.antunes@email.com”,
Example response first_name”: "Ana”,
"last_name”: "Antunes”,
llseX": "F"’
"age": "32"
}

Table 5: findByld API request specification (Users API)

HTTP Method GET
Endpoint /users
Summary Gets all Users
Example body None
[
{
"id": 1,
"email”: "a.antunes@email.com”,
"first_name”: "Ana”,
"last_name”: "Antunes”,
"sex": "F",
"age”: "32"
}’
Example response ..
{
”"id"”: 5,
"email”: "e.esteves@email.com”,
"first_name”: "Elisio”,
"last_name”: "Esteves”
"sex": "M”,
"age”: "51"
}
1

Table 6: findAll APl request specification (Users API)
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HTTP Method POST
Endpoint Jusers
Summary Creates a new User
{
"email”: "a.antunes@email.com”,
"first_name”: "Ana”,
Example body "last_name”: "Antunes”,
IlseXlI: IIFII’
Ilage": "32"
}
{
"{d": 1,
"email”: "a.antunes@email.com”,
Example response first_name”: "Ana”,
"last_name”: "Antunes”,
"sex”: "F”,
IlagelI: II32"
b

Table 7: create API request specification (Users API)

HTTP Method PATCH
Endpoint /users/:id
Summary Updates the contents of a User
{
"email”: "a.antunes@email.com”,
"first_name”: "Anabela”,
EXaMPle body "last_name”: "Antunes”,
"SeX": "F",
"age": "32"
}
{
"id”: 1,
"email”: "a.antunes@email.com”,
Example response first_name”: "Anabela”,
"last_name”: "Antunes”,
llseX": "FII’
"age": "32"
}

Table 8: update API request specification (Users API)
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HTTP Method DELETE

Endpoint /users/:id

Summary Deletes a User

Example body None
{

Example response "deletedUserId”: "1”
}

Table 9: delete API request specification (Users API)

3.4.2.2 Institutions API

The Institutions APl implements the functionality for finding Institutions and getting the information regard-

ing all the institutions’ specialties, subsystems, and locations.
* findByld - Finds an Institution by its ID (Table 10).
o getAllSpecialties — Returns a list of all existing Specialties (Table 11).
» getAlISubsystems - Returns a list of all existing Subsystems (Table 12).

o getAllLocations — Returns a list of all existing Locations (Table 13).

HTTP Method GET

Endpoint /institutions/:id

Summary Finds an Institution by its ID
Example body None

{

"id": 1,
"nif”: "511222001",
"name”: "Hospital de Braga”,
"location”: {
"id"”: 1,
"first_1line”: "Sete Fontes - Sao Victor”,
"second_1line”: "",
"postal_code”: "4710-243",
Example response "locality”: "Braga”,
"municipality”: "Braga”,
"district”: "Braga”,
"latitude”: "41.567938",
"longitude”: "-8.399062"
b,
"phone_number"”: "253027000",
"email”: "geral@hbraga.pt”,
"avg_rating”: 4.0

}

Table 10: findByld API request specification (Institutions API)
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HTTP Method GET
Endpoint /institutions/specialties
Summary Gets all existing Specialties
Example body None
[
{
"id”: 1,
"name”: "Cardiologia”
}
Example response ..
{
"id”: 12,
"name”: "Medicina Geral e Familiar”
}
]

Table 11: getAllSpecialties AP request specification (Institutions API)

HTTP Method GET
Endpoint /institutions/subsystems
Summary Gets all existing Subsystems
Example body None
Example response
[
{
"{d”: 1,
"name”: "ADM",
"full_name”: "Assisténcia na Doenca aos
< Militares das Forcas Armadas”
}s
{
"{d": 7,
"name”: "Allianz”,

"full_name”: "Allianz”

Table 12: getAllSubsystems API request specification (Institutions API)

40



CHAPTER 3. IMPLEMENTATION

HTTP Method GET
Endpoint /institutions/specialties
Summary Gets all existing Specialties
Example body None
[
{
"locality”: "Braga”,
"municipality”: "Braga”,
"district”: "Braga”
}
Example response .
{
"locality”: "Guimaraes”,
"municipality”: "Guimarades”,
"district”: "Braga”
}

]

Table 13: getAllLocations API request specification (Institutions API)

3.4.2.3 Search API

The Search APl implements the functionality to search for Institutions.

* findBySpecialtySubsystemLocation — Finds an Institution by a given specialty and/or subsystem
and/or location (Table 14).

* findByNameLocation - Finds an Institution by its name and/or location (Table 15).
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HTTP Method GET

Endpoint /institutions?specialty=Cardiologia&subsystem=Allianz
&location=Braga
Summary Finds an Institution by a given specialty and/or subsystem
and/or location

Example body None

Example response

"id": 2,
"nif”: "511222002",
"name”: "Hospital Privado de Braga”,
"location”: {
"id": 2,
"first_line”: "Lugar da Igreja Nogueira”,
"second_line”: "",
"postal_code”: "4715-196",
"locality”: "Braga”,
"municipality”: "Braga”,
"district”: "Braga”,
"latitude”: "41.524688",
"longitude”: "-8.414187"
}7
"phone_number”: "253680200",
"email”: "geral@hpbraga.pt”,
"avg_rating”: 4.0

Table 14: findBySpecialtySubsystemLocation API request specification (Institutions API)

42



CHAPTER 3. IMPLEMENTATION

Example response

]

HTTP Method GET
Endpoint /institutions?institutionName=Braga&location=Braga
Summary Finds an Institution by a given name and/or location
Example body None
[
{
"id”: 1,
"nif”: "511222001",
"name”: "Hospital de Braga”,
"location”: {
"id”: 1,
"first_line”: "Sete Fontes - Sao Victor”,
"second_line”: "",
"postal_code”: "4710-243",
"locality”: "Braga”,
"municipality”: "Braga”,
"district”: "Braga”,
"latitude”: "41.567938",
"longitude”: ”-8.399062"
b,

"phone_number"”: "253027000",
"email”: "geral@hbraga.pt”,
"avg_rating”: 4.0

"id": 2,
"nif”: "511222002",
"name”: "Hospital Privado de Braga”,
"location”: {
"id": 2,
"first_line”: "Lugar da Igreja Nogueira”,
"second_line”: "",
"postal_code”: "4715-196",
"locality”: "Braga”,
"municipality”: "Braga”,
"district”: "Braga”,
"latitude”: "41.524688",
"longitude”: "-8.414187"
}7
"phone_number”: "253680200",
"email”: "geral@hpbraga.pt”,
"avg_rating”: 4.0

Table 15: findByNameLocation API request specification (Institutions API)

3.4.2.4 Ratings API

The Ratings APl implements the functionality to add a new Institution review.

 addinstitutionReview — Adds a new Institution review (Table 16).
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HTTP Method POST
Endpoint /institutions/:id/reviews
Summary Adds a new Institution review
{
"userId”: "3",
Example body "rating”: "4.0",
"comment”: "I like this hospital.”
}
{
nidm: "1,
"institutionId”: "10”
Example response "userId”: "3”,
"rating”: "4.0",
"comment”: "I 1like this hospital.”
}

Table 16: addInstitutionReview API request specification (Ratings API)

3.4.2.5 Analytics API

The Analytics APl implements the functionality that is related to the persistence of new analytic data. It also
serves as the endpoint that the HealthAdvisor Recommendations 3.5 uses in order to get the information

needed to construct the Users and Institutions datasets.

* addInstitutionPageVisit - Adds a new occurrence of an institution’s page visit by a user (Table 17).
* addTimeSpentOn - Increases the time spent by a User on an Institution’s page (Table 18)
o getAllinstitutionsData — Gets all Institutions’ data to construct the Institutions dataset (Table 19).

o getUserProfile — Gets the user profile for a given user (Table 20). This includes: age, sex, name,
search specialties, searched subsystems, and institutions the user is interested in. These institutions
include institutions the user has rated positively, visited more times, or institutions in which pages

they have spent more time.

» getAllUsersProfileData — Gets all users’ data to construct the Users dataset (Table 21). This corre-

sponds to the user profiles of all the existing users.
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HTTP Method POST
Endpoint /analytics/institutions/:id/ visits
Summary Adds a new institution page visit
{
Example body “userld”: "3",
"institutionId”: "2”
}
{
n .'Ld : "4" s
Example response “userld”: "3",
"institutionId”: "2",
Hv.'LS.'LtSH: "1"
}

Table 17: addinstitutionPageVisit API request specification (Analytics API)

HTTP Method POST
Endpoint /analytics/institutions/:id/time
Summary Increases the time spent by a User on an Institution’s page
{
"userId”: "3"” 5
Example body "{nstitutionId”: "2”,
"timeSpent”: "2",
¥
{
".‘Ld: "4"’
Example response userld”: "3",
"institutionId”: "2",
"timeSpent”: "2”
}

Table 18: addTimeSpentOn API request specification (Analytics API)
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HTTP Method GET
Endpoint /analytics/institutions
Summary Gets all Institutions’ data
Example body None
[
{
"id”: 1,
"name”: "Hospital de Braga”,
"location”: {
"id": 1,
"latitude”: "41.567938",
"longitude”: "-8.399062"
}’
"avg_rating”: 4.5,
"specialties”: [
{ ”1d”: 3,”name”: "Ginecologia” },
{ ”"1d”: 9, "name”: "Pediatria” }
1,
"agreements”: [
{ "1d”: 3, "name”: "SAD-PSP” },
{ ”"1d”: 9, "name”: "Multicare” }
]
}s
Example response L
{
"id"”: 12,
"name”: "Hospital de Guimardes”,
"location”: {
"id”: 3,
"latitude”: "41.441938",
"longitude”: "-8.305188"
b
"avg_rating”: 4.3,
"specialties”: [
{ ”"1d”: 1, "name”: "Cardiologia” },
{ "1d”: 10, "name”: "Psiquiatria” }
1,
"agreements”: [
{ ”id”: 1, "name”: "ADM" },
{ "1d": 10, "name”: "Tranquilidade” }
]
}s
]

Table 19: getAllinstitutionsData API request specification (Ratings API)
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HTTP Method GET
Endpoint /analytics/users/:id
Summary Gets a user profile of a user
Example body None
{
"id": 1,
"age”: 63,

Example response

}

”

sex": "F",
"searchedSpecialties”: [
{ "id”: 1, "name”: "Cardiologia” },
{ ”"id”: 11, "name”: "Ginecologia” }
]!
"searchedSubsystems”: [
{ "id”: 2, "name”: "ADSE” }
1,

"institutionsInterestedIn”: [

{ "id”: 2, "name”: "Hospital Privado de Braga” }
{ ”"1d”: 1, "name”: "Hospital de Braga” },

Table 20: getUserProfile AP| request specification (Ratings API)
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HTTP Method GET
Endpoint /analytics/users
Summary Gets the user profile of all users
Example body None
[
{
"id”: 1,
"age”: 63,
"sex": "F",
"searchedSpecialties”: [
{ ”"1d”: 1, "name”: "Cardiologia” },
{ ”"1d”: 11, "name”: "Ginecologia” }
] b
"searchedSubsystems”: [
{ "id"”: 2, "name”: "ADSE” }
1,
"{nstitutionsInterestedIn”: [
{ ”"1d”: 2, "name”: "Hospital Privado de Braga” }
{ ”"1d": 1, "name”: "Hospital de Braga” },
Example response ]
}
{
"id”: 5,
"age”: 49,
"sex"”: "F",
"searchedSpecialties”: [
{ ”"1d”: 3, "name”: "Dermatologia” }
] b
"searchedSubsystems”: [1],
"{nstitutionsInterestedIn”: [
{ ”"1d”: 9, "name”: "Hospital da Lapa” },
{ ”"1d”: 10, "name”: "Hospital Pedro Hispano” },
]
}
1

Table 21: getAllUsersProfileData API request specification (Ratings API)

3.4.3 Tests

In order to test their functionality, some API tests were developed using Jest!8 and Supertestlg. Jestis an

open-source javascript testing framework developed and maintained by Facebook. One of its main goals

is to be simple to use and configure. It features a testing script that runs all the tests in the project and

has support for various metrics such as code coverage. It also features an assertion Iibrary20 that has

support for many types of assertions and verifications. Supertest is an easy-to-use library that provides a

high-level abstraction for testing HTTP functionality. In this particular case, it was used in the test files in

Bhitps://jestis.io/

Bfnttps:/ / github.com/visionmedia/supertest

Ohttps://jests.io/docs/expect
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order to be able to easily perform the HTTP requests to the different endpoints that were developed and
that needed to be tested.

Figure 18 shows an example of the tests developed for some of the functionalities of Institutions API
and Search API.

+ GET [institutions/-id
+ given the ID of an existing institution
t should return a 200 HTTP response containing the fields of that institution, including its id and name
+ given the ID of a non-existing institution
t should return a 200 HTTP response with empty content
+ GET (institutions
+ Qiven no query parameters
t should return a 200 HTTP response containing all existing institutions
+ given a non-null institution name
+ given valid, existing institution name and location
t should return a 200 HTTP response containing the matching institutions
t should return a 200 HTTP response excluding the institutions that don't match
+ given no location and valid, existing institution name
t should return a 200 HTTP response containing the matching institutions
t should return a 200 HTTP response excluding the institutions that don't match
+ given an invalid, non-existing institution name
t should return a 200 HTTP response with empty content (no matching institutions)
t should return a 200 HTTP response with empty content, even when combined with a valid, existing location
+ given a valid, existing specialty and no subsystem nor location
t should return a 200 HTTP response containing the institutions with that specialty
t should return a 200 HTTP response not containing the institutions without that specialty
+ given a valid, existing subsystem and no specialty nor location
t should return a 200 HTTP response containing the institutions with that subsystem
t should return a 200 HTTP response not containing the institutions without that subsystem
+ given a valid, existing location and no specialty nor subsystem
t should return a 200 HTTP response containing the institutions on that location
t should return a 200 HTTP response not containing the institutions without that specialty
+ given an invalid, non-existing specialty
t should return a 200 HTTP response with empty content (no matching institutions)
t should return a 200 HTTP response with empty content, even when combined with other valid, existing guery parameters
+ given an invalid, non-existing subsystem
t should return a 200 HTTP response with empty content (no matching institutions)
t should return a 200 HTTP response with empty content, even when combined with other valid, existing query parameters
+ given an invalid, non-existing location
t should return a 200 HTTP response with empty content (no matching institutions)
t should return a 200 HTTP response with empty content, even when combined with other valid, existing query parameters
+ GET finstitutions/specialties
t should return a 200 HTTP response with all the existing specialties, including the default ones
+ GET finstitutions/subsystems
t should return a 200 HTTP response with all the existing subsystems, including the default ones
+ GET (institutions/locations
t should return a 200 HTTP response with all the existing locations, including the default cnes

Figure 18: Institutions/Search API tests

3.5 HealthAdvisor Recommendations

The HealthAdvisor Recommendations (Figure 19) is the system responsible for generating item recom-
mendations. It encompasses three different subsystems: the Recommendations API (3.5.1), the Dataset
Builder (3.5.2), and the Recommender System (3.5.3 and 3.6).
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HealthAdvisor Backend )

- Get all Users profile information
- Get all Institutions information

Get recommendations for User

HealthAdvisor Recommendations ) * )
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A python’ @ python’
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Figure 19: HealthAdvisor Recommendations Architecture

3.5.1 Recommendations API

The Recommendations API is the component that is exposed to the outside. It does this by means of an
API that is responsible for receiving the ID of a given user registered in the system and returning the pre-
computed list of recommendations the Recommender System (3.5.3) has generated for that specific user
ahead of time. It does this by reading the Recommendations.csv file that was created by the Recommender
System. This file contains all the generated recommendations for every user in the system. Therefore, it

is only necessary to look for the recommendations for the user being queried and return them.

3.5.2 Dataset Builder

The Dataset Builder is the component responsible for the generations of the datasets that are used by
the Recommender System (3.5.3). There are two of such datasets: the Institutions dataset and the Users

dataset, containing various information regarding the system’s institutions and users, respectively.

Institutions Dataset This dataset contains the information relating to the system’s institutions that will

be used by the Recommender System in order to generate new recommendations. In order to obtain this
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information, it queries the HealthAdvisor Backend's Institutions API (3.4) via an HTTP GET request to the
/analytics/institutions endpoint. By doing so, it obtains the information that relates to all the registered
institutions in the system. More specifically, it obtains each institution’s profile (e.g. id, name, location,
average rating, etc.) along with its specialties and subsystems. Finally, it saves this information to disk in

an Institutions.csv file.

Users Dataset This dataset contains the information relating to the system’s users that will be used by
the Recommender System in order to generate new recommendations. In order to obtain this information,
it queries the HealthAdvisor Backend's Users API (3.4) via an HTTP GET request to the /analytics/users
endpoint. Thereby, it receives the information relating to all the registered users in the system. This infor-
mation includes both the user profile (e.g. id, age, sex, etc.) as well as their analytics information such as
the institutions they are interested in and data relating to their past searches (e.g. specialties, subsystems,

etc.). Then, all this information is saved to disk in a Users.csv file.

By default, this component runs every 24 hours. To accomplish this, a python script that includes the
process described above was developed. This script is run via a cronjob — a time-based utility available
across Unix-like operating systems - that queries the necessary HealthAdvisor Backend endpoints and

saves the information to the respective files.

3.5.3 Recommender System

The Recommender System is the component responsible for generating the recommendations. In order
to achieve this, it reads the datasets that were constructed by the Dataset Builder 3.5.2and that contain
information relating to the entirety of the system’s users and institutions. Afterward, this information is
used by the Recommender System to generate new recommendations for each of the users in the system.
These recommendations will then be saved onto a Recommendations.csv file which will be read when a
new request to get the recommendations for a given user is received.

By default, the Recommender System runs every 24 hours — after the execution of the Dataset Builder
- by means of a python script that is executed via a cronjob.

The inner functionality of the Recommender System is documented in detail in Section 3.6.

3.6 Recommender System

As said earlier, the Recommender System is the component of HealthAdvisor Recommendations respon-
sible for the generating new recommendations. In the following sections, its architecture and inner func-

tionality are further detailed.

51



CHAPTER 3. IMPLEMENTATION

3.6.1 Recommender System Architecture

Choice of Recommender System Paradigm |n order to choose the most appropriate recommender
system paradigm, the study done in the State of the Art (Section 2) was consulted. More specifically, the
comparison presented in Table 4 was taken into consideration. Another aspect that was crucial to this
choice were the characteristics inherent to the domain of the application.

From all the limitations listed in the table for the different paradigms, we began by choosing the ones
that were considered the most detrimental, given the domain of the application. More specifically, the cold
start and the sparsity problems were chosen. The cold start problem was considered relevant because of
the fact that the recommender system was to be built in the context of a new application that didn't yet
have any real users. The sparsity problem was also considered pertinent because of the assumption that
in the context of a recommender system built for healthcare institutions, the users would probably not
have a tendency to visit many different healthcare institutions, at least when compared to other — perhaps
more usual — fields of application such as a movie rating applications or book review platforms. In these
contexts of application, it seemed safe to assume that the users would consume items at a much bigger
rate. Additionally, healthcare services are, in general, concentrated in bigger hospitals, with small clinics
being visited at a frequency many times lower. Under this assumption, a sparsity problem could arise from
the fact that the majority of the users would interact with the bigger institutions, while the small clinics
would have few to no users interacting with them.

In light of this, Content-based Filtering seemed to be the better choice. However, this paradigm also

has other types of limitations, and, therefore, they needed to be addressed.

e New user problem - This problem could arise from the fact that when a new user joined the
platform, the system would have no information about their item preference. Therefore, it would
not be able to calculate the similarity between their preferred items, and the other existing items
in the system, so as to generate new recommendations. In order to mitigate this problem, it was
decided that during the user registration, a short questionnaire (Figure 20) could be shown to the
user, asking for the medical specialties or subsystems they were most interested in. The location

could be inferred from the IP information of the HTTP request (through geolocation).

* No serendipitous recommendations — In the current context of application, the lack of serendipity
in the recommendations was not deemed as being a prohibitively serious problem. This was con-
sidered under the assumption that the healthcare field — and, as an example, the medical care
a person receives — is not an area where a person would want to receive particularly surprising

recommendations.

* [imited content analysis — Although this could be a problem, it was assumed that the contents

of the system’s items (healthcare institutions) were not something that was particularly difficult to
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represent and compare by means of similarity functions. This could be done by analyzing the fields
defined in the Domain Model (Figure 1), namely, the institution’s list of specialties, agreements,

and its location.

* [nability to evaluate the quality of an item — This problem seemed to be notably relevant, as solely
recommending a new institution based on the similarity of its list of specialties, subsystems, and its
location would not filter the institutions that were less liked by other users (i.e. had a lower average
rating). Therefore, it was decided that the recommender system must take into consideration the

ratings of the institutions in some form.

o
¥

Registar

Nome proprio* Apelido*

Endereco de email*

Palavra-passe Repetir palavra-passe

Idade * Sexo -
Em que especialidades médicas estd interessado? -

Em que subsistemnas de salde esta interessado? -

D Aceito os Termos de Utilizagdo e confirmo que li a Politica de Privacidade.

REGISTAR

Jatem conta? Faga login

Figure 20: Register page with a short questionnaire for medical specialties and subsystems

Final Recommender System Architecture After this analysis, we arrived at the final architecture
for the recommender system. This architecture (Figure 21) consists of three pieces that work together
to perform the recommendations for each user. First, there is a Content-Based Recommender System
that computes the similarity between Institutions in order to provide recommendations. Second, there
is another Content-Based Recommender System that, alternatively, uses User Profile similarity to find
the most similar uses and provide recommendations based on their preferred institutions. Finally, the

recommendations that result from these two intermediate recommender systems are attributed weights
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and combined in an Aggregator Recommender System based on the weights set. Lastly, a top N containing
the best recommendations for the given user is computed and the final list is obtained.

Based on the analysis performed in the State of the Art (Chapter 2), we can say that this is a Hybrid
Recommender System. More precisely, because the combination of the lists of recommendations from the
intermediate systems is done by the use of weights, we can say that, according to Burke's classification
[4], it belongs to the Weighted Recommender System subtype.

This architecture - together with the short questionnaire used to mitigate the new user problem (Figure
20) — accomplishes all the requirements that arose from the previous analysis. Additionally, it also takes

advantage of the existing demographic information of the system’s users (i.e. age and sex).

For every Institution Content-Based R der Sy : Institutions
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Oth er Insmun jon
1
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Figure 21: Recommender System Architecture

Types of Data Used The chosen architecture relies upon a specific set of data from the users. More
specifically, it uses different types of explicit and implicit data.

In regards to the implicit data, we can enumerate the following:

e Searches for a specific medical specialty — When a user searches for a specific medical specialty,

it is implicitly assumed that the user has an interest for that specialty.

e Searches for a specific medical subsystem — When a user searches for a specific subsystem, it is

implicitly assumed that the user has an interest in that subsystem.

e Searches for a specific location — When a user searches for a specific location, it is implicitly

assumed that the user has an interest in that location.

e Searches for a specific institution — When a user searches for a specific institution, it is implicitly

assumed that the user has an interest in that institution.
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* |nstitution page visit — When a user visits the page of an institution, it is implicitly assumed that the

user has an interest for that institution.

* Time spent in an institution’s page — When a user spends time on the page of an institution, it is
implicitly assumed that the user has an interest for that institution. It is also assumed that the more

time the user spends on the page, the more interest they have in that institution.

This data is used to compute the user profile of a specific user in the respective steps of Figure 21
(inputs of Similarity Function 2). The data that tells the system that a user is interested in a specific
institution is also used to compute the favorite institution from the user (before Similarity Function 1), as
well as to get the institutions that the users that resulted from the output of Similarity Function 2 like the
most.

In relation to the explicit data, we can point out the following:

* [Institution ratings submitted by the users — When a user gives a good rating to an institution, this
explicitly tells the system that the user is interested in that institution. It was defined that a good

rating corresponds to a rating of at least 4 given by a user to an institution.

Similarly, taking a look at Figure 21, this data is used in the computation of the favorite institution from
the user (before Similarity Function 1), as well as to get the institutions that the users that resulted from

the output of Similarity Function 2 like the most.

3.6.2 Intermediate Content-Based Recommender Systems

In the following sections, the functionality of the intermediate recommender systems — Institutions (3.6.2.1)
and User Profile (3.6.2.2) — is detailed.

3.6.2.1 Content-Based Recommender System: Institutions

The first recommender system (Figure 21, blue) generates new recommendations by taking into account
the user's item preference and comparing its contents with the other items in the system.

First, the system fetches the most highly rated institution from the user. The computation of the list of
institutions the user is interested in considers both explicit and implicit data. In terms of explicit data, it
takes into account the ratings the user has given in the past to the institutions, whereas, in terms of implicit
data, it takes into account not only the searches the user has made - similarly to the list of specialties
and agreements — but also other analytic information. However, the explicit data is given precedence when
computing the list of institutions that the user is interested in. More precisely, the first step is to fetch the
institutions that result from good past ratings of the user (i.e. at least 4 in 5). Only if there are less than

10 institutions that result from this process, does the implicit data play a role. Moreover, the institutions
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that are obtained from implicit data can never appear in a higher position in the resulting list than those
obtained by means of explicit data from the user. In this context, the calculation that uses implicit data
considers past user searches of institutions as well as institution page visits and time spent on. Institution
page visits is a record of how many times the user visits a certain institution’s page. Time spent on is
a record of how much time a user spends on a specific institution’s page. Lastly, the system selects the
institution with the highest score from the final list.

Second, this institution’s fields are compared with every other institution in the system by means
of three intermediate similarity functions. These similarity functions compute the similarity between two

institutions’ specialties, agreements, and locations.

Intermediate Similarity Function: Specialties The similarity function that measures the similarity

between the specialties of two different institutions is given by Algorithm 1.

Algorithm 1 Calculate similarity between Institutions: Specialties

function jaccard_similarity(sety, set>)
return #(set] N sety) /#(set U sety)
end function
Require: specialties; , specialties;, € List of institutions’ specialties
return jaccard_similarity(specialties; , specialties;, )

Intermediate Similarity Function: Agreements The similarity function that measures the similarity

between the agreements of two different institutions is given by Algorithm 2.

Algorithm 2 Calculate similarity between Institutions: Agreements

function jaccard_similarity(sety, set>)
return #(sety N sety) /#(sety U setp)
end function
Require: agreements;, , agreementsj, € List of institutions’ agreements
return jaccard_similarity(agreementsil, agreementsiz)

Intermediate Similarity Function: Locations The similarity function that measures the similarity

between the locations of two different institutions is given by Algorithm 3.
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Algorithm 3 Calculate similarity between Institutions: Locations

function normalize(value, scale_min, scale_max)

return (value — min_value) /(max_value — min_value)
end function
function distance_haversine(coordsy, coordsy)

@1 < coordsq.lat

@p « coordsy.lat

A — |1 — 2l

AA « |coordsq.Ing — coordsy.Ing|

A AL
d « 2Rarcsin \/sin2 74) + COS @1 COS @ sin? >
return d

end function

Require: coordsy, coordsy = (lat,Ing);lat,Ing € [0°,90°]
dist «— distance_haversine(coords;,, coords;,)
return normalize(dist, 0,578)

Then, these three intermediate results are used by an aggregator similarity function (Algorithm 4). This
function attributes a weight to each of the intermediate results and outputs the final score by multiplying
- and then summing - the intermediate result by its weight.

The normalization of the distance between the scale of O to 578 was decided based on the fact that
578km is approximately the biggest distance between two points in Continental Portugal.

Regarding the weights, it was decided that the specialties and the agreements should have a slightly
higher contribution towards the final result than the location, under the assumption that two institutions
that had a different set of specialties and agreements would be less similar to one another, than two other

institutions whose specialties and agreements were identical but were farther away from each other.

Algorithm 4 Calculate similarity between Institutions

Require: SIMgpecialties> SMagreementss SiMcoordinates € [0,1]

Wspecialties < 0.4
Wagreements < 0.4
Wiocations < 0-2

return wpecialties * SiMspecialties T Wagreements * SiMagreements * Wiocations * S¥Miocations

After reproducing the process above for every item in the system, the institutions can be then ordered
by how similar their contents are to the input institution. Finally, the N-most similar institutions (e.g. top
10) are selected and outputted to the next recommender system, the aggregator (Section 3.6.3).

3.6.2.2 Content-Based Recommender System: User Profiles

User Profile The second recommender system (Figure 21, red) generates recommendations by taking

into account the User Profile of the users. The User Profile contains various information regarding the user,
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namely:

e Sex — The sex of the user;

e Age - The age of the user;

* Specialties — The list of specialties the user has searched;

» Agreements — The list of agreements the user has searched;

» [nstitutions — The list of institutions the user is interested in.

The computation of the list of institutions the user is interested in is similar to what was explained in
Section 3.6.2.1.

Similarity between User Profiles Therefore, the first step of this recommender system is to compare
the user profile of the user it wants to give recommendations to with the user profile of all the other users
in the system. It does this by means of several intermediate similarity functions that measure the similarity

between each of the fields of the user profile (i.e. sex, age, specialties, agreements, and institutions).

Intermediate Similarity Function: Sex The similarity function that measures the similarity between

the sexes of two different users is given by Algorithm 5.

Algorithm 5 Calculate similarity between User Profile: Sex

Require: si,sp € {'M’,'F'}
if s = 'M' then
sl —1

else
S1 < 0
end if
if s, ='M' then
32 —1
else
Mo 0
end if
return |s; — 55|

Intermediate Similarity Function: Age The similarity function that measures the similarity between

the ages of two different users is given by Algorithm 6.
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Algorithm 6 Calculate similarity between User Profile: Age

function normalize(value, scale_min, scale_max)
return (value — min_value) /(max_value — min_value)
end function
Require: aq,ap € [18,118]
age_dif « |ay — ap|
return normalize(age_dif, 0,100)

Intermediate Similarity Function: Specialties The similarity function that measures the similarity

between the specialties of two different institutions is given by Algorithm 1.

Intermediate Similarity Function: Agreements The similarity function that measures the similarity

between the agreements of two different institutions is given by Algorithm 2.

Intermediate Similarity Function: Institutions The similarity function that measures the similarity
between two different institutions is given by Algorithm 7. The same values as those in Algorithm 4 were

utilized for the weighing of the specialties, agreements, and locations.
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Algorithm 7 Calculate similarity between User Profiles: Institutions

function normalize(value, scale_min, scale_max)
return (value — min_value) /(max_value — min_value)
end function
function jaccard_similarity(sety, set>)
return #(set| N sety) /#(sety U setr)
end function
function distance_haversine(coordsq, coordsy)
@1 < coordsq.latitude
¢p « coordsy.latitude
Ap — o1 — @2l
AL « |coordsq.longitude — coordsy.longitude|

A AL
d < 2Rarcsin \/ sin? 7(/) + COS 1 COs o sin? >

return d
end function
function institutions_specialties_simiIarity(specialtiesil, specialties,-z)
return jaccard_similarity(specialties;,, specialties;, )
end function
function institutions_agreements_simiIarity(agreementsl-l, agreementsiz)
return jaccard_similarity(agreements;,, agreements;, )
end function
function institutions_coordinates_similarity(coords,-l, coords,-z)
dist « distance_haversine(coordsl-l, coords,-2)
return normalize(dist, 0,578)
end function
Require: iq,iy € List of institutions
SiMgpecialties < institutions_specialties_similarity(iy.specialties, ip.specialties)
simagreements « institutions_agreements_similarity(ii.agreements, i.agreements)
SiMcoordinates < institutions_coordinates_similarity(i1.coordinates, ip.coordinates)
wg — 04
wA — 04
we 0.2

return wg * Simspecialties + W4 * SiMagreements + WC * SiMcoordinates

Aggregate Similarity Function Finally, the similarity scores from the previous intermediate similarity
functions that calculate the similarity of each individual field within the User Profiles are combined (Algo-
rithm 8). In order to do this, a weight is set for each of these intermediate similarity scores. Then, each
of the intermediate similarity scores is multiplied by its corresponding weight. Finally, these results are
summed and the final similarity score between the user profile of user u and the user profile of user u' is
obtained. Regarding the weights, it was decided that the institutions and specialties would have the highest

weight, followed by the sex of the user and, last, by the age and agreements.
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Algorithm 8 Calculate similarity between User Profiles

Require: Simsex,Simage,Simspecialties:Simagreements’Siminstitutions € [0,1]
Weex — 0.2
wage < 0.1
Wspecialties < 0.3
Wagreements < 0.1
Winstitutions <= 0.3
return wgey * Simgex + Wage * simage + Wspecialties * Simspecialties + Wagreements *
SiMagreements + Winstitutions * SiMinstitutions

This similarity score can be translated to how similar the user profiles of user u and of the user it is
being compared against are. Therefore, this process is done for every user in the system. After this, it
is then possible to obtain the list of users most similar to the user u by ordering the other users by the
similarity score that resulted.

Finally, for each of the most similar users (e.g. top 10), it is possible to obtain the list of institutions
they are interested in. From this list, the system collects the most common institutions and uses them for

the recommendations it outputs to the next recommender system, the aggregator (Section 3.6.3).

3.6.3 Aggregator Recommender System

The aggregator recommender system (Figure 21, green) is responsible for combining the results from
the previous two recommender systems (Sections 3.6.2.1 and 3.6.2.2). To that end, two weights, Wy
and Wy (Figure 21), are set and used by a similarity function. This function takes the institutions rec-
ommended from the previous systems and generates a new similarity score by multiplying the previous
results by the weight set for each of the two components, Wor and Wy This process is demonstrated
by Algorithm 9. Regarding the weights, it was decided that the result from the recommender system that
compares the user profiles should have a slightly lower importance towards the final similarity result than

the recommender system that compares the institutions to the user’s favorite institution.
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Algorithm 9 Calculate similarity between Institutions (aggregator)

Require: institutionscy, institutionscy = [(I, simy)], I € List of Institutions, simy € [0, 1]
WCI — 0.6
woy < 0.4
recommendations < ||
for all | in institutionscy do
new_simy «— simy * wcy
Insert (I, new_simy) into recommendations
end for
for all | in institutionscy do
new_simy «— simy * weyy
Insert (I, new_simy) into recommendations
end for
sorted_recs < Sorted recommendations by new_simj desc
return sorted_recs

Upon completion of this process, the institutions are reordered according to the new similarity score that
was calculated. Afterward, the top N institutions are extracted from this list and the final list of institution

recommendations is obtained.

3.7 Usage of Learned Data

Naturally, after the generation of the recommendations by the Recommender System (Section 3.6), they
have to be presented to the user. This is achieved in two different locations of the user interface.

The first one — presented in Figure 22 — is the homepage. Every time a user logs in onto the system,
they are presented with the recommendations that have been generated for them, ahead of time. This was
achieved by augmenting the user interface of the homepage that was initially displayed in Section 3.3.2.1

with a new section where this list of institutions appears.
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Figure 22: Recommendations presented to the user on the homepage

The second one — presented in Figure 23 - is the search results page. Every time a user performs
a new search, a list of institutions that match the corresponding query is displayed. However, when the
system has generated recommendations for that specific user, the user interface changes slightly. More
specifically, if, amongst the list of institutions that result from the search, an institution that also appears
in the recommendations for that user is included, that information is displayed. This is done by means of a
new "Recommended by HealthAdvisor” bubble that appears for the matching institutions. Therefore, the
resulting page corresponds to a slightly modified version of the user interface initially displayed in Section
3.3.2.4.
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Figure 23: Recommendations presented to the user on the search results page

3.8 Flow of Data and Generation of New Recommendations

In summary, the data from the user that is used to generate new recommendations flows through the
system in a cyclical manner (Figure 24). By using the system, the user generates new information: new
searches provide information about specialties and subsystems the user may be interested in; new reviews
provide information about how high a user rates a specific institution; institution page visits tells the system
that a user may also be interested in an institution by the number of visits or the amount of time they have
spent in its page. This information is collected in real-time by the system and sent to the backend via the
Analytics API where it is persisted in the database (Section 3.4). Then, every 24 hours (by default), this
information is fetched by HealthAdvisor Recommendations and is used by its Dataset Builder to update the
datasets (Section 3.5.2). After this, these new datasets are used by the Recommender System to generate
new recommendations (Section 3.5.3). Finally, the new recommendations are shown to the user every

time they visit the homepage or perform a new search.
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Figure 24: Cycle of data

Therefore, we can see that the system is dynamic. Every 24 hours, new recommendations are gen-
erated and presented to the user, altering and enriching their experience using the system. We can also
say that the more a user interacts with the system, the more information will be available to the Recom-
mender System to make better recommendations. This is also true for all the other users in the system.
Indeed, the more active users there are in the system, the more information will be available to be used by
the Recommender System to compare the current user to the other user profiles. Additionally, the more

reviews, the more information will be available for the user to decide upon.
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Chapter

Conclusions and Future Work

In this section, we take a step back to analyze the work done in the context of this thesis, draw some

conclusions, and present ideas for future extensions and improvements.

4.1 Conclusions

In terms of conclusions, we can say that the work that was planned for this thesis - laid out, initially, in
the Objectives section (1.2) — was successfully completed.

In this work, we have accomplished the goal of providing a platform for the search, review, and recom-
mendation of healthcare institutions. In summary, in the result of this thesis we have covered all the eight
use cases enumerated in Section 3.1.2. Namely, the final product presented in this thesis delivers the
functionality necessary for providing a user the ability to register on the system, log in, perform multiple
types of healthcare institution searches, see an institution’s details, submit a review of an institution, read
the reviews of other users, and receive recommendations for unknown institutions.

We've done this by presenting a solution with an expansive development from a technical standpoint,
as it not only encompasses a recommender system, but also a frontend application as well as the backend
platform to support both of these systems.

In the frontend (Section 3.3), we have delivered a solution that is modern-looking, well tested, and
easily extendable.

In the backend (Section 3.4), we have developed a system that provides several APIs that — though
broad in scope - are well-segmented and modularized. More precisely, we have built APIs for user au-
thentication, search, ratings, users, and institutions. Additionally, we have developed a separate API for

analytics that receives the users’ usage data from the frontend and exposes user profile and institution
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information to the recommendations subsystem. We have also invested the time and the effort to develop
several tests for the APIs that were constructed, as a means to increase the quality and the reliability of
the developed system.

In the recommendations component (Section 3.5), we have presented a solution that not only com-
prises a recommender system, but also a dataset builder that constructs the datasets needed and an API
that provides recommendations of healthcare institutions for a given user. Additionally, we have added
the functionality to run the dataset builder and the generation of new recommendations periodically (ev-
ery 24 hours, by default) through the utilization of specialized utilities (i.e. cronjobs). Moreover, in the
development of the recommender system, we took into consideration the study performed on the State
of the Art section (Section 2) and analyzed the final recommender, focusing on the limitations that had
been enumerated for the type of system chosen. For each of these limitations, we either provided a direct
solution to them (e.g. questionnaire to solve the "new user”problem) or argued that, given the context of

application, they were acceptable (e.g. lack of serendipity for the generated recommendations).

4.2 Future Work

In terms of future work, an improvement to the work done in this thesis could perhaps be the utilization of
a more complex a robust mechanism to optimize the choice of the weights that were used in the similarity
functions of the recommender system. A shortcoming of the current version is that the definition of these
values was made manually, in an attempt to give more importance to a given input instead of another. This
method is perhaps not optimal and an effort to improve the selection of these values would most likely
improve the quality of the recommender system and of its recommendations.

One important improvement to the system would be to start getting users utilizing the system as a way
to gather feedback to improve the existing functionalities, as well as obtain user data. This way, it would
be possible to test the current recommender system and its recommendations. With this information, it
would be possible to treat the current recommender system as a baseline and try to improve it. This could
be done by means of direct modifications to the developed system or by adding a new recommender and
aggregating the recommendations from each one. Either way, it is critical that the system be tested against
real-world data, so as to assess its performance.

A future line of work could be the development of a system that verifies the cases such as that of
a user that attributes a high 1 to 5 rating to an institution while writing a particularly negative comment
on that same review (or vice-versa). Indeed, it could perhaps be interesting to include sentiment analysis
capabilities in the system. This way, it would be possible to, for example, evaluate the polarity of the reviews’
comments and, additionally, calculate the total polarity of the comments of a given institution. This could
then be used as another differentiating factor between institutions during the recommendation process. In

fact, this approach was initiated — and a script that parses a text and calculates its polarity was developed
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(see Appendix A) — but it was not finished and included in the final system.

Another interesting extension could be the inclusion of a mechanism that checks for the existence of
references to any medical specialty or subsystem in the comment of a user’s review which may signal the
user’s interest in them. This information could then be used to improve the recommendation process. A
way of doing this could be in conjunction with the calculation of the comments’ polarity enunciated above.
By using both of these functionalities, the system could, first, gain knowledge of a medical specialty that
the user may be interested in — apart from the current functionality of implicitly obtaining this information
through their searches - and, second, recommend an institution by looking for positive references to that

medical specialty in the comments of the reviews made to that institution.
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Appendix

Appendix 1 — Script that calculates the polarity of a
text

import argparse

from polyglot.text import Text
STOPWORDS_FILE_PATH = "stopwords_portuguese.txt”

def read_file(path_to_file):
with open(path_to_file, 'r') as file:
file_content = file.read().replace('\n', '")

return file_conten

def get_stopwords_from_file(path_to_stopwords_file):
with open(path_to_stopwords_file, "r”) as stopwords_file:
stopwords = stopwords_file.read().splitlines()

return stopwords

def remove_stopwords(text, path_to_stopwords_file):
stopwords = get_stopwords_from_file(path_to_stopwords_file)
words_in_text = text.split(' ')
words_in_text_without_stopwords = [w for w in words_in_text if w not in stopwords]

return ” ".join(words_in_text_without_stopwords)
def print_words_polarity(text):

polyglot_text = Text(text)
print(”{:<16}{}".format("Word”, "Polarity”) + "\n” + "-" * 30)
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APPENDIX A. APPENDIX 1 — SCRIPT THAT CALCULATES THE POLARITY OF A TEXT

for w in polyglot_text.words:
if w.polarity != 0:
print(”{:<16}{:>2}".format(w, w.polarity))

def calculate_text_polarity(text):

if

polyglot_text = Text(text)
return polyglot_text.polarity

__name__ == '__main_

# Argument parser

parser = argparse.ArgumentParser(description="Calculate the polarity of a file's text”)

parser.add_argument(”-f"”, "--file”, type=str, required=True, help="File containing the text
(_)")
parser.add_argument(”-d”, "--details”, default=False, action="store_true”, help="Print the

— polarity of all the words in the input text [default: %(default)s]”)
args = parser.parse_args()
# Read and parse text
text = read_file(args.file)
text = remove_stopwords(text, STOPWORDS_FILE_PATH)
# Print the polarity of all words in text if 'details' argument was received
if args.details:

print_words_polarity(text)

# Calculate and print total polarity of text
polarity = calculate_text_polarity(text)
print(polarity)
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